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Abstract

This thesis explores conflict during reasoning, using a mouse tracking paradigm
that provides a measure of participants’ instantaneous attraction towards compet-
ing response options. It focuses on two kinds of conflict: conflict between compet-
ing sources of information in inductive reasoning, and conflict between fast, auto-
matic Type 1 processes and slower, deliberate Type 2 process in dual process ac-
counts of reasoning. Going beyond traditional analyses of participants’ responses,
the mouse tracking data reveal under what circumstances conflict occurs, and at
what points in time participants were influenced by different factors, as well as
something of the qualitative nature of this conflict. Chapter 1 reviews previous
work on conflict in reasoning, and methods used in the past to study conflict in
cognition. Chapter 2 introduces the details of the mouse tracking paradigm used
in subsequent chapters.

Chapters 3 and 4 explore conflict between different sources of information. In
Chapter 3, two experiments are presented that pit perceptual cues (visual similar-
ity) against conceptual knowledge (shared category membership) in an inductive
reasoning task, using both real and artificial stimuli. This reveals that participants
are initially driven by perceptual cues, and only later draw on conceptual knowl-
edge, and also that they are more likely to draw on this knowledge when the prop-
erties being reasoned about were related to the distinction between the categories.
In Chapter 4, two further experiments are presented that pit associative and struc-
tured knowledge against each other in an induction task. Participants were again
influenced by both kinds of information, but it was less clear to what extent both
forms of knowledge interacted on a single trial.

Chapters 5 and 6 explore conflict in dual process theories of reasoning. Chap-
ter 5 reports a judgement task where participants attempted to categorise people,
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and could rely on either descriptions of them or on background base rate statis-
tics. Consistent with a default-interventionist dual process model, participants
were strongly influenced by descriptions from early in reasoning, but only drew on
statistical information, and sometimes overrode description-cued responses on the
basis of it, later on. Chapter 6 presents a variation the mouse tracking paradigm,
as participants’ cursor movements over up to a minute were analysed as they chose
between response options on a task where Type 1 processes cue an intuitively ap-
pealing incorrect response, the Cognitive Reflection Test. Results here are again
consistent with a default-interventionist perspective, as movements were appar-
ently initially driven by Type 1 processes, and correct responses involving an ini-
tial attraction towards the heuristic option.

Chapter 7 discusses the implications of these findings, both for theories of rea-
soning and for accounts of conflict in cognition. It also explores how the methods
used here may prove fruitful in future reasoning research.
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CHAPTER 1

Conflict in Reasoning

1.1 Introduction

Reasoning is not a simple task. Below the surface of everyday judgement, decision
making, and high-level thinking, there are a range of underlying processes, many
of which we are only beginning to understand. Unsurprisingly, amid the constant
interaction of these processes, there are many points at which conflict arises in rea-
soning, and in cognition more broadly. Much previous work (M. M. Botvinick, Co-
hen, & Carter, 2004; Spivey, 2007; van Veen & Carter, 2006) has addressed the
role of conflict within and between individual low-level cognitive processes. In this
thesis, I focus on conflict at a higher-level: conflict in reasoning.

I focus on two major points at which conflict is thought to arise during rea-
soning. First, many forms of reasoning, and inductive reasoning in particular,
must draw on various sources of information, including new information, and prior
knowledge. Conflict can arise when these different sources of information sug-
gest different inferences or actions. Second, many problems are thought to be at-
tempted using either fast, automatic, effortless Type 1 processes, or using slower,
deliberate, effortful Type 2 processes, and an extensive dual processes tradition fo-
cuses on the characteristics of these processes and how they interact. Here, conflict
arises when multiple responses are cued simultaneously. This thesis presents four
experimental chapters, two studying conflict between mental representations in
induction, and two studying conflict between Type 1 and Type 2 processes in rea-
soning.

1



In most experimental studies of reasoning, researchers record and analyse only
participants’ responses, or their responses and their responses times. This ap-
proach has produced considerable insights, but it also has limitations. In partic-
ular, it is difficult to infer what processes actually drive reasoning by analysing
only responses which are recorded after these processes have ended. Therefore,
to study conflict in reasoning, I use a mouse tracking paradigm. This technique,
popular in the studies of conflict in simpler cognition, involves recording the po-
sition of the computer mouse cursor as participants decide between alternative
response options. By analysing these cursor trajectories, it is possible to infer to
what extent participants are drawn towards each option, over time. In particular,
this method allows me to infer two things in this thesis: what responses were par-
ticipants drawn towards giving before giving their ultimate response, and at what
points in time were they drawn towards each response.

The remainder of this first chapter is organised as follows. First, I discuss previ-
ous work on the different kinds of information that can be drawn on in inductive
reasoning, and the possibility of conflict between them. Next, I introduce dual pro-
cess theories of cognition, and review recent work on the nature of conflict within
such theories. Lastly, I present an overview of methods used to study conflict in
cognition, and introduce the mouse tracking paradigm used throughout this thesis.

1.2 Knowledge and Reasoning

In inductive reasoning, we make inferences that go beyond what we already know
to reach conclusions that, while not guaranteed to be correct, can often be useful
(Bruner, 1973). To do this, we must often make use of information from various
sources, including both knowledge retrieved from memory — which can come in
many forms — and information inherent to the problem at hand. Thus, induc-
tive reasoning may involve conflict not between two qualitatively different kinds of
cognitive processing, as in the dual process theories discussed below, but between
various kinds of information that could be used as the basis for our inferences.

In this thesis, I focus in particular on category-based induction (CBI), where
properties we know to be possessed by members of some categories are generalised,
or projected, to other, related categories (Rips, 1975). For instance, on learning
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that carrots have a property, we may infer that rabbits (who eat carrots), or pos-
sibly parsnips (biologically similar to carrots, and used in similar contexts), could
also have this property. Studies of CBI typically use categories such as these from
the natural world, which are well-known to participants, and can be related in a
variety of ways.

1.2.1 Types of Knowledge in Category-Based Induction

Over the years, many theories of category-based induction have been proposed (see
Feeney & Heit, 2007, and Hayes, Heit, & Swendsen, 2010, for reviews). Naturally,
these theories differ in terms of what kinds of knowledge they claim people draw
on during CBI. Following Bright and Feeney (2014b), I divide these theories into
two classes: those based on structured knowledge, and those based on associative
knowledge.

In theories based on structured knowledge (Griffiths & Tenenbaum, 2009; Kemp
& Tenenbaum, 2003, 2009; Osherson, Smith, Wilkie, Lopez, & Shafir, 1990; Shafto,
Kemp, Bonawitz, Coley, & Tenenbaum, 2008; Tenenbaum, Griffiths, & Kemp,
2006), inferences are guided by information about the categories to which things
belong, and the relationships between various categories. The simplest such struc-
ture is category membership itself: learning a property of some category members
may lead us to project that property to other members of that category, or, in
other words, to generalise it. More sophisticated models are based on the relation-
ships between categories. For instance, Osherson et al.’s (1990) similarity-coverage
model represents species of plant and animal as branches on a taxonomic tree, and
predicts generalisation of a property to a new species as a function of both the
similarity between species that do have the property and the new species, and the
extent to which those species cover the lowest super-ordinate category that encom-
passes all of them as well as the new species.

However, this taxonomic structure is not appropriate for all inferences, and more
recent accounts (Griffiths & Tenenbaum, 2009; Kemp & Tenenbaum, 2009; Shafto
et al., 2008; Tenenbaum et al., 2006) generalise this approach using a variety of
knowledge structures. These accounts make use of Bayes nets – systems of struc-
tured, probabilistic links – to represent knowledge about the relations between cat-
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egories in specific domains, and the mechanisms by which properties can be trans-
mitted between them. In this framework, CBI is seen as a process of updating be-
liefs about the distribution of a given property, given evidence about which species
have or do not have this property.

Other theories are based instead on what Bright and Feeney (2014b) term as-
sociative knowledge (e.g. Rogers & McClelland, 2004; Sloman, 1993; Sloutsky &
Fisher, 2004a). Similarity, or the presence of shared features, is the simplest form
of associative knowledge: things that are similar in ways we know about (they
share many features, or properties) are more likely to share other, unobserved fea-
tures than things that are dissimilar. This idea forms the basis of the Sloman’s
(1993) Feature Based Induction model, and Rogers and McClelland’s (2004) the-
ory of semantic cognition. Sloutsky and Fisher (2004a) also propose a similarity-
based account of children’s induction. In their account, children’s inferences are
based on visual similarity: things that look alike are judged more likely to share
a property than things that do not. Fisher, Godwin, and Matlen (2015) note that
similarity-based models of induction in adults are based on overlapping features in
our mental representations of various categories (representational similarity), while
Sloutsky and Fisher’s (2004a) developmental account is based on visual perceptual
similarity between them.

Other forms of associative knowledge used in theories of induction appeal to fac-
tors such as temporal contiguity, or co-occurrence (Gluck & Bower, 1988; Rescorla
& Furrow, 1977): things often encountered together are more likely to share prop-
erties. What these kinds of representation have in common is that they do not ex-
plicitly encode the ways in which categories are related, only the association be-
tween various categories. Recently, Jackson, Hoffman, Pobric, and Ralph (2015)
have proposed a framework combining both representations of the features of cat-
egories (i.e. BISCUIT-CRUMB; and thus the similarity, or featural overlap, be-
tween categories) and relational associations between categories (i.e. BISCUIT-
TEA). According to their proposal, both forms of knowledge are represented in the
core semantic system, located in the anterior temporal lobe, superior temporal sul-
cus, and ventral prefrontal cortex.

As we have seen, the kind of knowledge underlying adults’ inductive reason-
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ing remains an active area of study. That said, common to all of the above ac-
counts is the idea that induction makes use of some kind of prior knowledge. How-
ever, in research on children’s inductive reasoning, there remains some debate as
to whether young children rely on conceptual knowledge at all, or if they instead
draw conclusions based on non-conceptual information, such as perceptual sim-
ilarity between two entities. While this thesis focuses on adults’ reasoning, this
developmental debate may have implications for theories of reasoning in adults.

On the one hand, young children possess considerably less conceptual knowl-
edge than adults, and so they may need to rely on external information, most com-
monly perceptual similarity, to make sense of the world and to reason inductively
(Sloutsky, 2003; Sloutsky & Fisher, 2004a). On the other hand, it has been ar-
gued that even at the age of four children are capable of reasoning on the basis of
conceptual knowledge such as shared category membership (S. A. Gelman, 2004;
S. A. Gelman & Meyer, 2011). Experimental data here are somewhat ambiguous.
Some experiments suggest that children as young as 4 do make use of conceptual
knowledge in their reasoning (S. A. Gelman & Davidson, 2013; S. A. Gelman &
Markman, 1986), while others indicate that at this age, children’s inferences are
primarily driven by visual similarity (Badger & Shapiro, 2012; Sloutsky, Deng,
Fisher, & Kloos, 2015; Sloutsky, Kloos, & Fisher, 2007). This suggests another
point at which conflict can occur. If some evidence shows that children rely on one
form of information, and some evidence that they rely on an other, it may be that
these two forms of information come into conflict. Of course, this thesis focuses
on adults’ reasoning, where little attention is given to the role of perceptual cues.
However, adults’ high level thinking is often based upon simpler cognitive pro-
cesses acquired while young (Barsalou, Breazeal, & Smith, 2007; Vygotsky, 1980).
Therefore, it may be worthwhile to look for known developmental effects in adults’
cognition (see, for instance, Falke, Winter, & Spivey, 2013, for signs of A-not-B er-
ror, usually thought to be overcome by 12 months, in adults). I discuss this debate
in detail in Chapter 3.
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1.2.2 A Hybrid Model of Induction

In the theories of induction discussed above, researchers have argued that induc-
tive relies on particular kind of information, be it probabilistic relational networks
(Kemp & Tenenbaum, 2009), a taxonomic tree (Osherson et al., 1990), conceptual
similarity (Sloman, 1993), or even perceptual similarity (Sloutsky et al., 2007). Re-
cently, however, Bright and Feeney (2014b) have raised the possibility that mul-
tiple kinds of information may underlie inductive reasoning. Clearly, if more than
one kind of information can be drawn on in induction, there is potential for con-
flict to occur, and so this idea is an important one for this thesis.

In their hybrid theory of induction, Bright and Feeney (2014b; see also Crisp-
Bright, 2010) proposed that neither theories of induction based on associative
knowledge such as similarity (Sloman, 1993), nor those based on structured re-
lational knowledge (e.g. Kemp & Tenenbaum, 2009; Osherson et al., 1990) were
in themselves complete. Instead, they argued that both kinds of knowledge may
play a role in induction. In the hybrid model, associative knowledge is thought to
be available early in the reasoning process, and require less cognitive resources to
utilise than structured knowledge. While usually reliable, inferences from associa-
tive knowledge may be fallacious in many circumstances, and associative knowl-
edge is insufficient to capture some of the flexibility and context sensitivity that
characterises human reasoning (Heit & Rubinstein, 1994; Murphy & Medin, 1985).

Support for this theory comes from experiments where the strength of the asso-
ciation between categories, and participants’ beliefs about the structured relations
between them, have been established using pretests. Bright and Feeney (2014b)
showed that strength of association predicts ratings of the strength of inductive ar-
guments made under all circumstances. The influence of structured relations such
as taxonomic or causal knowledge, however, is diminished when participants are
placed under time pressure, or heavy cognitive load. Bright and Feeney (2014b)
further showed that when given a property of a base species and asked to name
another species likely to share that property, participants under load were more
likely to name a species strongly associated with the base, rather than one related
according to the appropriate structured knowledge, than were those completing
the task without secondary load.
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While these findings indicate that both associative and structured knowledge
play a role in inductive reasoning, they reveal little about conflict in induction.
Luckily, a paradigm exists, primarily used in the developmental literature, which
allows researchers to place two kinds of knowledge in direct conflict. In the induc-
tive triad task (S. A. Gelman & Markman, 1986), participants are told a prop-
erty of one species, and asked which of two other species they believe to be most
likely to also have the property (or, alternatively, told properties of two species,
and asked which property a third species was most likely to have). In its original
form, this task was used to test if young children believed that a target animal
would share a property with an animal from a different species that looked alike,
or an animal from the same species that looked different.

Typical uses of this paradigm present participants with only trials in which the
two kinds of information conflict, and compare participants’ performance to chance
to claim that participants relied on one or other form of information (see Chapter
3 for a review of these studies). The task has great potential, however, to reveal
the presence of conflict between multiple forms of information, if trials in which
the two kinds of information conflict are compared to control trials in which they
cue the same response. Bright and Feeney (submitted; also Crisp-Bright, 2010,
Chapter 5) report such a version of this task, placing associative and structured
knowledge in conflict. Figure 1.1 shows a trial from this experiment. Participants
were presented with a biological property of a base species, in this case carrots,
and asked to chose which of the candidate species, bamboo or rabbits, was more
likely to also possess that property. In this case, while structured knowledge would
indicate that carrots and bamboo are both plants, and so are more likely to share
a biological property, there is a strong association between carrots and the foil op-
tion, rabbits, and so participants relying on associative knowledge would give that
response instead. On control trials, there was no such inappropriate association
between the candidate species and the foil (tigers, in this example). Therefore, an
increase in foil responses on conflict trials should be due to the strong association
between carrots and rabbits.

While Bright and Feeney’s (submitted) participants primarily responded ac-
cording to structured knowledge, they were less likely to do so if under heavy cog-
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Figure 1.1: Screen shot from the triad task used by Bright and Feeney (submitted). Participants
learned that carrots had a certain property (they had C5s cells), and where asked what was most
likely to also have that property, bamboo, or rabbits.

nitive load, or if lacking in semantic inhibitory control (Burgess & Shallice, 1997;
Markovits & Doyon, 2004). This last finding, in particular, supports the idea that
reasoning in such contexts involves conflict: participants responding associatively
were unable to inhibit the association-driven representation in favour of structured
knowledge.

The question remains, however, as to how associative and structure knowledge
actually interact during reasoning. Later in this chapter, I discuss dual process
accounts of reasoning, where responses can be generated by two qualitatively dif-
ferent kinds of process: Type 1, and Type 2 processes. It should be stressed that
Bright and Feeney’s (2014b) hybrid account is not a dual process theory, in the
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sense discussed below. Rather, it proposes that different kinds of knowledge dif-
fer in the way in which information is represented, rather than qualitatively in
the kinds of process they engage. With that caveat in place, much attention (e.g.
Evans, 2007) has been given to the issue of how different processes interact in dual
process theories. It is therefore worth considering how existing ideas about how
Type 1 and Type 2 processes interact might apply to the interaction of different
sources of information in induction.

It may be the case that participants draw on either associative or structured
knowledge, for instance, for a given inference. If this is the case, we would not ex-
pect to see evidence of conflict between different sources of information on a sin-
gle trial. Alternatively, it may be that some sources of information are available
quickly and easily, and so are accessed by default. In this case, participants may
retrieve such information initially, but later inhibit it, or at least attempt to in-
hibit it, in favour of more useful knowledge, if they realise their initial source of
information to be inappropriate. A third possibility is that multiple types of infor-
mation are brought to bear simultaneously in parallel. However, it is difficult to
draw predictions from such an account, and so I will not discuss it further.

This juncture, of course, is not the only point where conflict can arise in reason-
ing, and in fact the issue of conflict is rarely discussed in the context of induction.
However, in recent years the issue of conflict has become the focus of attention
elsewhere, by those interested in dual process accounts of reasoning.

1.3 Dual Processes in Reasoning

From Wason and Evans (1975) onwards, reasoning researchers have considered the
possibility that responses on reasoning problems can be generated by one of two
qualitatively different kind of process. Versions of this distinction have been pro-
posed many times in many different fields, leading to considerable confusion as
to what defines each kind of process (see Evans, 2008; Evans & Stanovich, 2013;
Stanovich & Toplak, 2012). Proposed distinctions include those between (from
Evans, 2008) input modules and higher cognition (Fodor, 1983), automatic and
controlled processes (Schneider & Shiffrin, 1977), heuristic and analytic processes
(Evans, 1984, 2006), and associative and rule-based systems (Sloman, 1996), among
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many others. More recent accounts (e.g. Evans & Stanovich, 2013) offer a dis-
tinction that somewhat simplifies the matter: Type 1 processes are a heteroge-
neous set of processes, some, but not all, of which are dependent on specific neural
subsystems, which operate automatically in the presence of their enabling condi-
tions (that is, they are autonomous; Stanovich, 2009a), and do not require con-
scious effort. Type 2 processes, in contrast, are mental operations that require a)
the formation, manipulation, and updating of an abstract representation in work-
ing memory, and b) the decoupling of this representation from Type 1 processes
(see Stanovich & Toplak, 2012). This account can be further simplified without
much loss in the central message: Type 2 processes are those which require work-
ing memory, while Type 1 processes are those that do not.

It should be noted, however, that dual process accounts are not without contro-
versy. There has been extensive criticism of such accounts both in the reasoning
literature (Gigerenzer & Regier, 1996; Kruglanski, 2013; Kruglanski & Gigerenzer,
2011; Osman, 2004) and more generally (e.g. B. R. Newell & Shanks, 2014; Tunney
& Shanks, 2003). In particular, Kruglanski and Gigerenzer (2011, also Gigerenzer
& Regier, 1996) argue that Type 1 and Type 2 processes both reflect the applica-
tion of cognitive rules, and that these rules differ only quantitatively in how much
mental effect they require, and how consciously accessible they are.

1.3.1 Conflict in Dual Process Theories

My interest in dual process theories in this thesis centres on their potential to ex-
plain conflict during reasoning. How and when this conflict occurs depends on
how Type 1 and 2 processes interact. A common thread throughout dual pro-
cesses accounts is that Type 1 processes in many contexts produce responses that
are heuristic, biased, and inappropriate, whereas Type 2 processes, when used,
typically lead to normatively correct responses. In this sense, dual process theo-
ries build on the earlier Heuristics and Biases research tradition (Gilovich, Grif-
fin, & Kahneman, 2002; Kahneman, Slovic, & Tversky, 1982; Tversky & Kahne-
man, 1974). This tradition focused on situations where people often rely on men-
tal shortcuts, or heuristics instead of engaging in more effortful decision making,
leading to systematic biases in situations where the heuristic does not provide a
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useful solution to the problem at hand. More recent treatments of the heuristics
and biases literature (Kahneman, 2011; Kahneman & Frederick, 2002, 2005) have
explicitly described heuristics as the result of Type 1 processes, while the reflective
thinking needed to resist these heuristic responses (Frederick, 2005) is the conse-
quence of Type 2 processes (although, again, see Gigerenzer & Gaissmaier, 2011;
Kruglanski & Gigerenzer, 2011, for contrasting views).

Evans (2007; see also Gilbert, 1999) argues that there are three possible ways
in which Type 1 and Type 2 processes could interact. He labels these pre-emptive
conflict resolution, default-interventionist, and parallel-competitive architectures
(perhaps more intuitively referred to as selective, corrective, and competitive de-
signs by Gilbert, 1999).

Simplest are selective, pre-emptive conflict resolution models (Chaiken, 1987;
Klaczynski, 2000; Klaczynski & Cottrell, 2004; Petty & Cacioppo, 1986), where a
given decision cues the activation of either Type 1 or Type 2 processes. Clearly,
there is little role for conflict in such accounts, as only one or other kind of pro-
cess should be active at any one time. Gilbert (1999) notes that such models are
popular with researchers interested in predicting overt behaviour rather than in-
ferring underlying processes, and so have proven resilient within social psychology,
often as models of persuasion (Chaiken, 1987; Petty & Cacioppo, 1986). Klaczyn-
ski (2000; Klaczynski & Cottrell, 2004) proposes an analogous model in the reason-
ing literature. Although they do not account for conflict during reasoning, selec-
tive dual process models provide a parsimonious account of participants’ responses
on many tasks. In early dual process research, it was these responses that were
the focus of analysis: researchers primarily analysed only the choices participants
made, such as numerical judgements (e.g. Tversky & Kahneman, 1981), ratings of
the persuasiveness of arguments (e.g. Chaiken, 1987), or judgements of validity of
logical syllogisms (e.g. Evans, Barston, & Pollard, 1983). Many theories that ini-
tially proposed selective activation, however, have subsequently been updated to
account for results that suggest conflict or interference, and so have developed into
default-interventionist or parallel-competitive accounts. Evans (2007) highlights an
additional limitation of these models: they require, but often fail to provide, some
means of deciding which process should be engaged.

11



Corrective, default-interventionist models (Evans, 2006; Kahneman & Freder-
ick, 2002, 2005) provide an alternative account. According to these models — typ-
ically the best known in the literature, particularly following the publication of
Kahneman’s (2011) Thinking, Fast and Slow — Type 1 processes are constantly
active, cuing responses, generating mental representations, and processing incom-
ing stimuli. The main role of Type 2 processes is to monitor and inspect these
intuitive beliefs and responses, and to inhibit or override them if they are found
to be inadequate. If the output of a Type 1 process is deemed inappropriate, it
must be inhibited, and possibly replaced with the product of more effortful Type
2 thinking. Most theories hold this monitoring processes is typically lax — people
are cognitive misers (Fiske & Taylor, 1991) — and so under most circumstances
we give intuitively-produced responses and engage in intuitively-cued behaviours
(Gilovich et al., 2002; Kahneman & Frederick, 2002, 2005; Kahneman et al., 1982;
Kahneman & Tversky, 1973; Stanovich & West, 1999; Tversky & Kahneman, 1973,
1974). Conflict, however, occurs when people detect that their intuitive responses
are inadequate, and attempt to inhibit or override them.

In competitive, or parallel-competitive models (Darlow & Sloman, 2010; Slo-
man, 1996, 2002, 2014a, 2014b), both Type 1 and Type 2 processes are thought
to be activated simultaneously. An important aspect of Sloman’s (1996) model,
although also consistent with default-interventionist accounts, is that parallel ac-
tivation of both kinds of process would allow people to simultaneously hold two
potentially contradictory beliefs, one generated by each kind of process (Criterion
S; Sloman, 1996). Parallel models differ from their interventionist counterparts in
that they would predict conflict to be much more common in cognition. If both
Type 1 and Type 2 processes are activated during reasoning, then both may si-
multaneously cue conflicting responses. When this happens, participants should be
conflicted regardless of what response they actually give — they will be partially
drawn to the Type 1 response if giving the Type 2 one, and vice versa.

Although not included in Evans’ (2007) review, more recent accounts, while still
operating within a dual process framework, have questioned the notion that Type
1 processes are always biased, and that Type 2 processes are essential for sound
reasoning. First, a number of experiments (e.g. De Neys, Cromheeke, & Osman,
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2011; De Neys & Glumicic, 2008; De Neys, Moyens, & Vansteenwegen, 2010; De
Neys, Rossi, & Houdé, 2013; De Neys, Vartanian, & Goel, 2008; De Neys et al.,
2008; Morsanyi & Handley, 2012) have compared problems where participants pre-
dominantly give the incorrect, heuristic response to no-conflict versions where the
heuristic response is the correct one. In these experiments, participants rarely ex-
plicitly report that they realise their heuristic responses are suspect (De Neys &
Glumicic, 2008). However, using more subtle implicit measures, these experiments
have shown that participants are sensitive to the conflict between their heuristic
responses and normative principles; for instance, on conflict trials participants are
slower to respond (De Neys et al., 2008), are less confident in their responses (De
Neys et al., 2011, 2013), sweat more (De Neys et al., 2010), show greater activation
in the anterior cingulate cortex, a neural region implicated in the detection of con-
flict (De Neys et al., 2008), and even report “liking” logically valid syllogisms more
than equivalent invalid ones (Morsanyi & Handley, 2012). For clarity, I will re-
fer to De Neys’ (e.g. De Neys & Glumicic, 2008) proposal that reasoners who give
heuristic responses detect some conflict while doing so as the dual process conflict
monitoring theory. This accounts draws on theories of conflict monitoring in sim-
pler cognitive domains (M. M. Botvinick, Braver, Barch, Carter, & Cohen, 2001).

More recent work (i.e. De Neys, 2012, 2014) proposes a stronger interpretation
of these results: that Type 1 processes can simultaneously cue both the sometimes
incorrect heuristic response and the logically correct response. Clearly, this is a
stronger claim than that made by the dual process conflict monitoring theory, and
I will reserve the name intuitive logic theory for this account. According to this
stronger account, participants predominantly give the heuristic response because
it is cued more strongly by Type 1 processes than the correct one (i.e. it is pre-
potent). Type 2 processes, in this account, are activated when participants detect
a conflict between multiple responses generated by Type 1 processes, and must
inhibit the prepotent heuristic response in order for participants’ to produce the
correct response. However, according to De Neys and Bonnefon (2013), while par-
ticipants will usually detect this conflict, and attempt to engage Type 2 processes,
they often fail to inhibit the heuristic response, leading to biased reasoning. A sim-
ilar account is offered by Handley and Trippas (2015), who in addition to arguing
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Table 1.1: When do different dual process theories predict that conflict should occur? Note: T1 =
Type 1 processes; T2 = Type 2 processes.

T1 responses T2 responses
Selective No No

Default-Interventionist No Yes
(inhibit T1 response)

Parallel-Competitive Yes (T2 interference) Yes (T1 interference)

Intuitive logic Yes
(multiple T1 responses)

Yes (inhibiting prepo-
tent T1 response)

that Type 1 processes can produce both heuristic and correct responses, claim that
Type 2 processes can also be responsible for the generation of biased responses. Fi-
nally, Pennycook, Fugelsang, and Koehler (2015) offer a framework that formalises
the interaction of multiple Type 1 responses proposed by De Neys (2012, 2014).
For the purposes of this thesis, the differences between these theories are not par-
ticularly germane. Therefore, I will restrict my discussion for the most part to the
intuitive logic theory (De Neys, 2012, 2014), with the understanding that points
applicable to it are also relevant to the accounts put forward by Handley and Trip-
pas (2015) and Pennycook, Fugelsang, and Koehler (2015).

Intuitive logic theories, like parallel-competitive accounts, predict that conflict
should be common in reasoning. Both of these accounts predict that participants
should experience conflict even when they give a heuristic response. The intuitive
logic account holds that this happens because both responses are cued by Type
1 processes, and the role of Type 2 processes is to select between candidate re-
sponses, and to engage and direct the inhibitory processes needed to hold back the
prepotent heuristic response. The parallel-competitive account, on the other hand,
holds that Type 2 processes cue the logical response at the same time as Type 1
processes cue the heuristic one.

1.3.2 Factors dictating the generation of Type 1/Type 2 responses

So far, I have discussed the circumstances under which various dual process theo-
ries would predict that conflict should occur. However, one important question re-
mains: in situations where these processes do conflict, how is this conflict resolved?
In this section, I introduce a number of recent frameworks proposed to make sense
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of why people sometimes produce responses, generated by Type 1 processes, and
other times correct responses, generated by Type 2 processes (but again, see De
Neys, 2012; Handley & Trippas, 2015).

Stanovich and West (2008) provide one such framework, in their discussion of
individual differences in susceptibility to various heuristics and biases, which is
equally applicable to the question of conflict in reasoning. Their framework is
based on default-interventionist dual process accounts, where the heuristic, Type
1 response is given unless overridden by Type 2 processes. Firstly, if participants
do not know the logical rules required to produce the correct response (the Mind-
ware, in the terms of Stanovich & West, 2008), they will not be able to do so. Af-
ter this, participants must realise that their heuristic response is inadequate, some-
thing which some theories (De Neys, 2012) hold to happen automatically, while
others (Evans, 2006; Evans & Stanovich, 2013; Kahneman, 2011) believe this re-
quires motivated attention and the engagement of Type 2 processes. Thirdly, some
tasks require executive processes to inhibit the heuristic response, and to form and
manipulate the necessary decoupled representation in working memory in order
to reach the logically valid response. On tasks for which this is not necessary, it
should be trivially easy for participants who understand the logical principles, and
realise their intuitions are mistaken, to produce the logical response. Where it is
necessary, however, participants must engage these executive processes in order to
respond correctly, and so it is at this point where conflict should occur. Figure 1.2
shows a schematic of this framework.

De Neys and Bonnefon (2013) discuss a similar issue, and highlight three pos-
sible “failures” that lead participants to give incorrect, heuristic responses. Their
storage failure is analogous to Stanovich and West’s (2008) Mindware gap: par-
ticipants who do not possess the knowledge necessary to respond correctly — the
rules of formal logic, or probability theory, for instance — will respond heuristi-
cally. Their monitoring failure occurs when participants, although possessing the
correct knowledge, fail to realise that their heuristic responses are inconsistent
with that knowledge. Finally, their inhibition failure occurs when participants do
detect the inadequacy of their heuristic response, but fail to properly inhibit it.
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.
Figure 1.2: Stanovich and West’s (2008) framework for individual differences in reasoning. From
Stanovich and West (2008).

De Neys and Bonnefon (2013) also draw attention to the issue of when indi-
vidual differences between heuristic and rational reasoners should emerge. Differ-
ences due to storage failures should emerge at the very onset of reasoning: partici-
pants without the correct knowledge will be biased from the start; those with that
knowledge will reason correctly . Such a failure may be analogous to a selective
dual process account (Klaczynski & Cottrell, 2004). Differences due to monitoring
failures should emerge slightly later, as some participants realise that their heuris-
tic responses, once generated, are incorrect, while others do not. This corresponds
to the classical default-interventionist account (Evans, 2006). Lastly, differences
due to inhibition failures should emerge latest of all: participants realise that their
heuristic responses are inadequate, and attempt to inhibit them, but only some
manage to complete this inhibition. This possibility accords most closely with the
intuitive logic account (De Neys, 2012).

Finally, Pennycook, Fugelsang, and Koehler (2015) put forward a dual process
framework that consolidates aspects of default-interventionist dual process ac-
counts (e.g. Evans, 2006) and the intuitive logic theory (De Neys, 2012). This
framework is illustrated in Figure 1.3. In line with the intuitive logic theory, they
propose that, when faced with a problem or cue, Type 1 processes can generate
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multiple responses, often including the correct one. If participants fail to detect
a conflict between these multiple responses (or, presumably, if they only generate
one response), then they will give the prepotent, or heuristic response, which is in-
correct in many tasks studied in the lab. If they do detect a conflict, participants
activate Type 2 processes. With these, they can either a) engage in rationalisa-
tion, attempting to justify the heuristic response already cued by Type 1 processes,
b) inhibit this prepotent response and give one of the other intuitively-produced
responses, or c) inhibit the prepotent response and explicitly work out a new re-
sponse, not cued by Type 1 processes.

Figure 1.3: The dual process framework proposed by Pennycook, Fugelsang, and Koehler (2015).
From top to bottom: once participants are presented with a cue, they generate a number of intu-
itive responses (IR1, IR2, IRn) in parallel, using Type 1 processes. If they do not detect conflict
between these responses, they will proceed to give the prepotent response, IR1. If they do detect a
conflict, they will attempt to engage Type 2 processes, and either seek to justify their strongest intu-
itive response IR1 (that is, they rationalise it), or inhibit IR1 in favour of one of the other intuitive
responses, or alternatively reach a new response (AR) through Type 2 reasoning. From Pennycook,
Fugelsang, and Koehler (2015).

From the above, it is clear that conflict has come to play an important role in
dual process theories of reasoning. Later in this thesis, I present experiments where
I use the mouse tracking paradigm to reveal more about conflict between Type 1
and Type 2 processes. If we are to study this conflict, however, we need a means
of investigating it empirically in the lab. In the next section, I discuss how this can
be achieved in general, and in particular how I achieve it in this thesis.
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1.4 Measuring conflict

As we have seen, there are a number of points at which we might expect conflict
to occur during high-level reasoning. If we are to study this conflict, however, the
data we collect must reflect it. This is not always straightforward. While recent
technological advances have made it possible to know whether of not neurons in a
given part of the brain, or under some circumstance even specific neurons, are fir-
ing, we remain some distance from being able to describe complex cognitive phe-
nomena in terms of these underlying, observable, biological processes. Instead,
experimental cognitive psychologists make us of an approach inherited from the
Behaviourist tradition: we present our participants with experimentally controlled
stimuli, and we record what occurs as a result, either in terms of overt responses,
or more subtle measures that shine a light on underlying processes.

In this section, I review methods previously used in the study of both reason-
ing, and of conflict more broadly. These range from analyses of participants’ dis-
crete responses, to response latencies, to subtler paradigms that reveal something
of underlying processes, such as fMRI and eye tracking. I also introduce the mouse
tracking paradigm, which forms the basis of the experiments reported later in this
thesis.

1.4.1 Responses

The basic experimental paradigm used by cognitive psychologists has changed lit-
tle over the last 50 years: participants are presented with stimuli, ranging from a
simple perceptual probes to complex verbal problems, and asked to provide a dis-
crete response, either verbally, numerically, or by pressing a button. Thus, most
psychological research rests on the analysis of only these single responses, collected
after the process of interest has terminated. More complex designs, incorporating
confidence ratings or list sorting, for instance, add some nuance to the analysis,
but remain focused on the end product of the cognitive process. Collecting only
these responses in a single condition, or in simple experiments, it is not possible
to detect conflict directly, but such data can reveal what factors drive decisions.
For instance, as discussed above, S. A. Gelman and Markman (1986) presented
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children with a forced choice, asking them to generalise properties either between
entities that belong to the same category, but look different, or between entities
that are visually similar, but belong to different categories. By demonstrating that
children overwhelmingly choose to generalise based on category membership, they
concluded that category knowledge drives inductive inference in children.

True experiments, in which the factor of interest is manipulated between con-
ditions, provide a better test of what influences final choices. Evans et al. (1983)
asked participants to decide if presented syllogisms were valid or invalid, and ma-
nipulated if the arguments’ conclusions were believable, or unbelievable. Finding
that participants were more likely to class arguments with believable conclusions
as valid, both for valid and invalid items, they concluded that belief and logic con-
flicted on the task. Response data can also be combined with a range of informa-
tion about individual differences between participants in correlational analyses.
Stanovich and West (1999, 2000, 2008), for instance, showed that for a number of
tasks in which intuition and logic are thought to conflict, the number of logically
correct responses a participant produces can be variously predicted by their IQ, or
by personality measures.

However, terminal responses remain only an indirect indicator of conflict: it is
difficult, for instance, to differentiate between a manipulation that elicits conflict
between multiple processes, and one that merely changes the kind of processing
participants engage in. There are many measures we can collect that reveal more
about underlying processes, but the most popular of these are response latencies.

1.4.2 Response Latency

With the use of personal computers to collect data, it is easier than ever to record
not only the responses participants give, but how quickly they give them — their
response latencies. This chronometric approach has a long history, particularly in
the individual differences, or psychometrics tradition (see Meyer, Osman, Irwin, &
Yantis, 1988; Posner, 1978, for reviews). Response latencies have obvious advan-
tages over simple responses in the detection of conflict during cognition. Although
conflict may not affect the responses participants give, slower responses are indica-
tive of greater difficulty in generating these responses, often as a result of the need
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to resolve or inhibit conflict. In the Stroop task (Stroop, 1935), participants are
asked to verbally identify the colour in which words are printed. Doing so may in-
volve conflict when the words themselves are colour names and the printed word
and ink colour differ: participants must inhibit an automatic tendency to read the
colour name aloud in order to properly perform the task. In non-clinical popula-
tions, error rates on this task are typically very low, but conflict, and individual
differences in the ability to resolve this conflict, can be inferred by comparing re-
sponse latencies for congruent and incongruent colour names. The same principle
has been applied to forced choice tasks, including the Eriksen flanker task (Erik-
sen & Eriksen, 1974), in which participants are required to respond on the basis
of a centrally located probe, ignoring flanking stimuli on either side which may be
congruent, incongruent, or neutral. Similarly, in the Simon task (J. R. Simon &
Wolf, 1963), stimuli can be presented centrally on a display, or lateralised to ei-
ther side. Responses with the right hand are slower to stimuli presented in the left
visual field, and vice versa.

One issue that arises in the analysis of response latencies is the relationship be-
tween response time and choices. On tasks in which more than one response is
possible, and there is variance in the choices participants do make, there is often
a speed-accuracy trade-off, with participants striking a balance between maximising
speed, and thus sacrificing accuracy, or vice versa (Garrett, 1922). A popular solu-
tion to this problem has been to fit models of the underlying decision process that
account for both the participants’ choices and their corresponding response times.
Sequential sampling models (Busemeyer & Townsend, 1993; Hawkins, Hayes, &
Heit, 2015; Ratcliff, 1978; Ratcliff & McKoon, 2008) are commonly used for this
purpose. These model both participants’ responses and their response latencies as
a process of accumulating evidence over time. However, despite the strengths of re-
cent modelling-based approaches in inferring underlying processes from responses
latencies, the data upon which these models are based remain after-the-fact prod-
ucts of the processes we are interested in. Greater sensitivity still comes from a
family of methods known as “process tracing” that seek to monitor these cognitive
processes as they happen.
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1.4.3 Process Tracing

Process tracing paradigms are those where cognitive processes, or their correlates,
are recorded as they unfold. These paradigms range from asking participants to
think aloud, to measurement of neural and biological states, including fMRI and
EEG, to recording of eye gaze in order to infer attention during cognition, and to
mouse tracking, the method which will form the core of this thesis.

Protocol analysis (Ericsson & Simon, 1980; Ranyard & Ola, 2010), where par-
ticipants are asked to explicitly “think aloud” while performing a task, is perhaps
the most straightforward such method. Often, this involves experimenters specify-
ing, a priori, the possible strategies participants may use, or the information they
may make use of, and identifying from participants’ verbal reports which of these
were actually used. In reasoning research, Evans et al. (1983) make use of this ap-
proach in conjunction with experimental data, showing that when asked to eval-
uate the logical validity of syllogisms, participants were influenced by whether or
not the conclusion of the syllogism was believable, and that participants explicitly
reported taking belivability into account when completing the task. Of course, as
noted by Nisbett and Wilson (1977), not all cognitive processes are available to in-
trospection. Therefore, this paradigm works best as a measure of the steps partic-
ipants are explicitly aware of taking, or the information they were explicitly aware
of using, during a task. For instance, De Neys and Glumicic (2008) showed that
while implicit measures showed that participants were sensitive to conflicts be-
tween their biased inferences and statistical information, participants rarely made
reference to this statistical information, suggesting that this conflict detection was
achieved implicitly.

Other methods go beyond the limitations of relying on participants’ self re-
ported mental states. There has been a huge body of research, across many fields,
on the neural and biological correlates of cognition and their measurement, which
I can only briefly list here. Functional Magnetic Resonance Imaging (fMRI; Huet-
tel, Song, & McCarthy, 2004) is perhaps the best-known of these techniques, and
reveals the firing rate of populations of neurons by monitoring the oxygen content
of inflowing blood. This provides excellent spatial resolution, but at a substan-
tial temporal delay. In contrast, electroencephalography (EEG; Niedermeyer &
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da Silva, 2005) and less commonly magnetoencephalography (MEG; Hämäläinen,
Hari, Ilmoniemi, Knuutila, & Lounasmaa, 1993) record the weak electrical and
magnetic fields generated by active neurons, allowing for extreme temporal accu-
racy in inferring neural activation, but with limited spatial acuity.

The usefulness of these methods in studying cognitive tasks relies on the as-
sumption that cognitive processes can be directly mapped onto the activation of
specific neural regions, or to characteristic signals time-locked with the onset of the
relevant stimuli (Event Related Potentials). Fortunately, although this assumption
has been questioned in a number of domains (see Coltheart, 2013), there appear to
be clear neuroanatomical mappings in the case of conflict in cognition. Specially,
the detection of conflict between processes is known to be strongly correlated with
activation of the ACC (M. Botvinick & Plaut, 2004), while the processes of in-
hibiting conflicting processes engages the prefrontal cortex (Aron, Robbins, & Pol-
drack, 2004; E. K. Miller & Cohen, 2001). Thus, the logic of studying conflict us-
ing these measures is clear: a manipulation can be claimed to induce conflict if it
leads to greater activation of the ACC, and participants who show greater PFC ac-
tivation are engaged in the inhibition of a conflicting process (see, i.e. De Neys &
Glumicic, 2008).

Other biological measures exist that do not directly reflect neural activity, in-
cluding galvanic skin conductance (De Neys et al., 2010; Figner & Murphy, 2010),
and pupil dilation (Fiedler & Glockner, 2012; Kahneman & Beatty, 1966; J. e. Wang,
2011). All of these measures reflect arousal of the autonomic nervous system, which
in turn is influenced by cognitive load (Kahneman & Beatty, 1966). However, like
the neural measures reviewed above, the processes measured in these paradigms
are not the cognitive phenomena in which we are primarily interested, but epiphe-
nomenal by-products, or at best physical correlates of the mental processes.

An alternative to analysing these by-products is to look to a process that we
know to precede cognition: attention. Although some work (i.e. Evans, 1996) has
asked participants to explicitly indicate the locus of their attention, the most com-
monly used measure of attentional focus is the eye tracking paradigm. Eye track-
ing has a long history in psychology (Ball, 2014; Huey, 1908; Mele & Federici,
2012; Yarbus, Haigh, & Rigss, 1967; see Duchowski, 2007 for a review) and in its
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modern form typically relies on using a camera to record the reflection of infrared
light off different parts of the eye. Popular uses of the method include measur-
ing attention as part of complex behaviours such as social interaction (i.e. Han-
ley et al., 2014), decision making (Krajbich & Rangel, 2011) and reasoning (Ball,
2014), as well as in scenarios in which the low-level processes driving gaze fixation
themselves are of interest, such as during reading (Rayner, 1998) and visual search
(Treisman & Gelade, 1980). The strengths of the eye tracking paradigm are clear.
It provides an unobtrusive measure of participants’ attention, with impressive spa-
tial and temporal resolution, across almost any cognitive task.

As a paradigm, eye tracking is also extremely flexible, and eye tracking data can
be analysed in a number of ways. Perhaps reflecting the popularity of eye track-
ing in psycholinguistics, many experiments use eye tracking data to infer how long
participants spend reading particular passages of text, reflecting the time spent
processing particular information, or its unexpectedness. It is additionally possible
to differentiate between effects which manifest quickly (which affect participants’
first pass over the text in question) and those which occur later (which affect pro-
cessing of subsequent text, or regressions back into the text in question). Haigh,
Ferguson, and Stewart (2014), for instance, presented participants with vignettes
where a particular inference could be drawn early in the text, and showed that
participants slowed down on their first pass through sentences which were incon-
sistent with that inference, indicating that the inference was made quickly and
automatically while reading. Alternatively, participants’ gaze can reflect the ex-
tent to which they are considering certain options. Ball, Lucas, Miles, and Gale
(2003) used eye tracking in this way, analysing participants’ inspection times for
each card on the Wason (1968) selection task. They found that participants were
more likely to initially inspect cards cued by Type 2 processes (those mentioned
by name in the instructions), and subsequently more likely to select cards if they
inspected them initially. Reanalysis of this data by Evans and Ball (2010) showed
that Type 2 processes also played a role, as participants were more likely to select
a card after initially inspecting it when doing so was the logically correct thing to
do.

Eye tracking is also a useful tool when studying conflict. In the popular Visual
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World paradigm (Allopenna, Magnuson, & Tanenhaus, 1998; Huettig, Rommers,
& Meyer, 2011; Tanenhaus, Spivey-Knowlton, Eberhard, & Sedivy, 1995), for in-
stance, participants are instructed over headphones to interact with a display in
front of them, or on a computer screen. On some trials, there was syntactic am-
biguity in these instructions — for example, they begin “place the apple on the
towel ...” when the display includes an apple, a towel, and a second apple on a sec-
ond towel; it is not clear if the task is to place the first apple onto the towel, or
move the apple that is already on the towel elsewhere. In these cases, participants
look to both possible referent, before later information (e.g. “... into the box”) dis-
ambiguates the referents. In a similar vein, McMurray, Aslin, Tanenhaus, Spivey,
and Subik (2008) asked participants to categorise phonemes that were intermedi-
ate between simple consonants such as “[d]” vs. “[g]”. Although participants typ-
ically report categorical perception of one or other consonant, they looked more
often at the alternative response option as the stimuli became more ambiguous,
indicating conflict. Intriguingly, Richardson and Spivey (2000) demonstrated that
eye tracking can also reveal retrieval from memory, as participants look at regions
of the screen where information was presented when recalling that information.
Finally, while most analyses of eye tracking experiments reduce the data down to
single summary measures — for instance, time spent looking at each response op-
tion — it is also possible to analyse the data as a continuous time series. Recently,
several psycholinguistics researchers have explored the use of multilevel regression
techniques to make sense of eye tracking data in such a way (e.g. Barr, 2008; Mir-
man, 2014a; Mirman, Dixon, & Magnuson, 2008). I will return to these methods in
Chapter 2.

One notable shortcoming of the eye-tracking paradigm in studying high-level
cognition, however, is that the connection between attention and the underlying
processes of interest cannot always be taken for granted. If we find that partici-
pants look more to one option than another, for instance, it is difficult to tell if
they look to this option because they wish to choose it, they wish to choose this
option because they have looked at it, or some interaction of the two (see Krajbich
& Rangel, 2011). Furthermore, there is always a possibility, difficult to eliminate,
that participants look to something not because they wish to choose it, but be-
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cause they wish to rule it out. Beyond this, participants can obviously only look
at one thing at a time, and eye movements typically consist of a series of saccades:
rapid, discrete movements between one fixation point and another, in a straight
line. Generally, researchers will circumvent this issue by aggregating participants’
fixations: if they look to option A half the time, and option B the remainder, then
they are judged to be equally drawn towards both option. The issue remains, how-
ever, that researchers are required to construct often complex theoretical models as
a bridge between hypothesised psychological processes and observed eye tracking
data.

1.4.4 Mouse Tracking

The mouse tracking paradigm, introduced by Spivey et al. (2005), goes some way
towards overcoming some of these problems inherent to eye tracking. In this, par-
ticipants’ mouse cursor movements are recorded as they complete forced-choice
tasks, and analysed to infer the extent to which participants are drawn towards
each response option over the course of a trial. Therefore, this paradigm appears
to provide a window into the temporal dynamics of participants’ developing beliefs
over the course of a trial. It is this paradigm that I will use throughout this the-
sis, and so I will provide a general introduction to it in the current chapter, before
discussing technical aspects of the paradigm in detail in Chapter 2.

In Spivey et al.’s (2005) original experiment, participants saw a computer dis-
play containing images of common objects in the top corners (see Figure 1.4).
Over headphones, they heard the name of one or other object, and were required
to click on the relevant image. For some trials, the two objects were phonological
competitors, meaning that their names shared onset phonemes, such as “picture”
and “pickle”, while for others they did not. On these conflict trials, participants’
mouse cursor trajectories displayed what has been termed continuous attraction,
moving initially towards a point between the two images, before eventually hom-
ing in on one or other option. A classical view of language comprehension (Fodor,
1983) holds that speech recognition is handled by a perceptual module, which pro-
cesses its input, and then passes on its output. However, these results indicate
that the speech recognition instead feeds continuously into other processes, includ-
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ing those executed by the motor system, in real time. Spivey et al. (2005) argue
that these data support a continuous dynamic model of language comprehension,
where spoken words initially partially activate representations of multiple words
consistent with the stimuli, before this competition is resolved in favour of a single
candidate word (see also Spivey, 2007). While the issue of language comprehen-
sion will not be the focus of this thesis, this first application of the mouse tracking
paradigm demonstrates some of its value. Based on their mouse data, Spivey et
al. (2005) were able to demonstrate two things. First, they showed that conflict
takes place during their task. Second, they showed that this conflict is continu-
ous in nature (participants were simultaneously drawn towards both response op-
tions), rather than discrete (initially be drawn towards one response, before chang-
ing their mind mid-trial).

Figure 1.4: Spivey et al.’s (2005) mouse tracking paradigm. Participants were told aurally to
click on the “picture”. Their mouse cursor trajectories showed a greater, graded attraction towards
the alternative icon in the cohort (conflict) condition, where it showed a phonological competitor
(PICKLE), than in the control condition, where it did not.

Therefore, mouse tracking can reveal more than simply the presence of conflict.
For instance, Spivey et al.’s (2005) original mouse tracking experiment, and many
since, have reported continuous attraction effects — participants were partially
and simultaneously drawn towards both response options at the same time, result-
ing in a curved trajectory. Other studies, however, (e.g. Barca & Pezzulo, 2015;
Dale & Duran, 2011; Freeman, 2014; Resulaj, Kiani, Wolpert, & Shadlen, 2009;
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Tomlinson, Bailey, & Bott, 2013) have revealed more discrete effects, as partici-
pants move directly towards one or other option, but sometimes change direction
mid-flight. In this way, mouse tracking can show us something of the qualitative
nature of conflict during a task. In Appendix A, I have compiled a table showing
some of the mouse tracking studies that have found graded, continuous attraction
effects, and some of those that have shown discrete reversals, or changes of mind. I
return to the issue of reversals in cursor trajectories from a practical point of view
in Chapter 2, and again from a theoretical point of view in Chapter 7.

Mouse tracking may also reveal something of when conflict occurs, or at what
point in time various factors influence participants’ cursor movements. For exam-
ple, Freeman and Ambady (2011b) asked participants to categorise faces according
to either their gender, or their age (young or old), and manipulated both the pig-
mentation and the shape of faces to be either category-typical or category-atypical.
They found that face pigmentation affected cursor trajectories for gender categori-
sation 50 ms before face shape did, and that the effect of pigmentation manifested
100 ms earlier for gender categorisation than for age categorisation.

At this point, it is worth highlighting that this procedure is not the only known
“mouse tracking” paradigm. Analysis of computer mouse cursor locations have
been used for some time as a measure of participants’ information search, or atten-
tion, during cognitive tasks. Information search experiments are typically imple-
mented in two ways, using either the “flashlight” procedure (Schulte-Mecklenbeck,
Kühberger, & Ranyard, 2011; Yamauchi, Kohn, & Yu, 2007), in which regions of
the screen are blurred or dark, and the mouse must be pointed directly at them in
order to see the relevant stimuli, or the MouseLab procedure (Willemsen & John-
son, 2011), in which information is presented in tables with occluded cells, that
participants must click or hover over to temporarily reveal. In a related paradigm,
participants’ patterns of attention can be monitored by explicitly asking them
to point the cursor at the focus of their attention (Evans & Ball, 2010; Evans &
Over, 1996; Stupple & Ball, 2008). This method likely provides a low-cost proxy
for more difficult eye tracking methods.

Another field of research making use of mouse cursor data is work by those in-
terested in human computer interaction. As the mouse cursor is the natural means
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of interacting with computer interfaces, such as web pages, analysing mouse move-
ments provides a naturalistic measure of the effects of manipulating their layout
and content (e.g. Cox & Silva, 2006; Huang, White, & Dumais, 2011). Work com-
bining mouse and eye tracking (M. C. Chen, Anderson, & Sohn, 2001; Rodden,
Fu, Aula, & Spiro, 2008) has shown that while mouse movements correlate with
gaze, they also are used in more task-specific ways, such as hovering near poten-
tial selections as a marker while gaze is used to explore other less likely candidates.
I will return to these alternative notions of mouse tracking in Chapter 6, where a
novel mouse tracking paradigm is introduced. However, for the first three experi-
mental chapters of this thesis, the paradigm used will be essentially that used by
Spivey et al. (2005).

1.5 Thesis Overview

This thesis is about conflict in reasoning. Many previous investigations of such
conflict have used methodologies that focus on the end product of the reasoning
processes, rather than the unfolding process itself. In this thesis, I apply a method
new to the reasoning literature, the mouse tracking paradigm, which allows not
only analysis of participants’ responses, but also their movements on the way to
giving these responses. In doing so, the experiments reported herein reveal much
about when conflict occurs during reasoning, as well as helping to answer questions
about the qualitative nature of this conflict.

The objectives of this thesis are threefold. First, by applying the mouse tracking
paradigm to a number of reasoning tasks, I will show directly when conflict oc-
curs during reasoning. Second, by analysing the time course of participants’ mouse
cursor trajectories, it is possible to infer at what point in time participants are
driven by various competing influences in reasoning. Finally, the paths followed
by these mouse cursors can reveal not only the presence of conflict, but something
of the qualitative nature of this conflict and the interaction between the various
processes.
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1.5.1 Thesis Structure

The remainder of thesis is organised as follows. In Chapter 2, I discuss the tech-
nical details of the mouse tracking paradigm used in subsequent experiments, and
the analyses used to explore the data it generates.

Following this, I report the results of six experiments, across four chapters. Chap-
ters 3 and 4 concern conflict between different sources of information during induc-
tive reasoning. In Chapter 3, I present versions of the inductive triad task that pit
information present in perceptual cues against more abstract conceptual knowl-
edge. This is done both for real categories in the natural world (Experiment 1)
and for artificial categories that participants learned in the lab (Experiment 2).

Chapter 4, in a similar way, pits associative knowledge against structured, rela-
tional knowledge, adapting the triad task presented by Bright and Feeney (submit-
ted). Experiment 3 directly adapts Bright and Feeney’s (submitted) stimuli for
the mouse tracking paradigm, while Experiment 4 replicates Experiment 3 using
different stimuli, and a design that allows for a more fine-grained analysis of how
the two forms of knowledge interact.

Chapters 5 and 6 deal with conflict in reasoning from a dual process perspective,
and pit fast, automatic Type 1 processes against slow, effortful Type 2 processes.
In Chapter 5 (Experiment 5), I present a mouse tracking version of one of the
most popular tasks in the dual process/heuristics and biases literature: the base
rate neglect paradigm, where participants make judgements that can be influenced
by stereotypes about social groups, thought to be mediated by Type 1 processes,
and statistical information, traditionally thought to require Type 2 processes to
process.

Chapter 6 (Experiment 6) departs somewhat from the previous work, as I present
a four-option multiple choice version of the Cognitive Reflection Test (Frederick,
2005), a paradigmatic dual process/heuristics and biases task that pits incorrect,
intuitively appealing, heuristic Type 1 responses against the less obvious correct
response, reached using Type 2 processes. Unlike the previous experiments, this
involves analysis of participants’ mouse movements over up to 60 seconds, as the
meandering of the cursor during complex reasoning reveals participants tentative
beliefs about each response.
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This thesis ends, in Chapter 7, with a general discussion, in which I talk about
what has been learned over the course of the previous six experiments, and discuss
implications for theories of reasoning, accounts of conflict in cognition, and users of
the mouse tracking paradigm.
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CHAPTER 2

Methods

The six experiments that follow apply the mouse tracking paradigm to a num-
ber of reasoning tasks. Many details of this paradigm are constant over the first
five of these experiments, and so in this chapter I discuss the procedure used, and
the analysis of the resulting data, in more detail. This is hoped to serve both as
a primer on the paradigm for readers unfamiliar with it, and to cover the techni-
cal details of these experiments. There is of course some variation between exper-
iments, and so this chapter will mostly cover those details which would become
tedious if repeated for each experiment. This chapter also introduces some of the
statistical analyses used later in this thesis for readers unfamiliar with them.

2.1 Mouse Tracking

The mouse tracking paradigm was introduced by Spivey et al. (2005). Participants
saw a computer display with images of common objects in the top corners (Fig-
ure 2.1), and told over headphones to click on one or other image. When the ob-
jects pictured had names that were phonological competitors (e.g. “picture” and
“pickle”) participants’ cursor trajectories to the object named were less direct,
compared to when the foil was unrelated (“picture” and “candy”).

In the years since its introduction, this paradigm has been adapted for a range
of problems. Unsurprisingly, there has been considerable diversity in these subse-
quent mouse tracking studies, in terms of specific details of the experiment itself,
the processing and analysis of dependent variables, and the nature of the results
obtained. In the next section, I review previous mouse tracking work along these
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Figure 2.1: Spivey et al.’s (2005) mouse tracking paradigm. Participants were told aurally to click
on the “picture”. Their mouse cursor trajectories showed a greater, graded attraction towards the al-
ternative icon in the cohort (conflict) condition, where it showed a phonological competitor (a pickle),
than in the control condition, where it did not.

lines, and outline the procedure as used in the later experimental chapters of this
thesis. By covering this material here, we are saved from repeating many of the
technical details for each experiment.

As discussed in Chapter 1, this is not the only mouse tracking paradigm used in
behavioural research. However, in this review, I will focus on the two-option forced
choice mouse tracking design introduced by Spivey et al. (2005).

2.1.1 Procedure

The canonical mouse tracking procedure differs little from that used by Spivey et
al. (2005). Two response options are located in the top corners of the screen, and
participants click on a start button located in the bottom of the screen to begin a
trial. After this, and usually following a fixation cross, stimuli are presented, either
visually or aurally, and participants move the mouse cursor from its starting point
to click on one or other response option.

Naturally, for mouse tracking to be useful, participants must begin moving the
cursor before they have fully made up their minds on each trial. Following Free-
man and Ambady (2009), it is common practice on trials where the mouse cursor
isn’t moved within a given time from stimulus onset (400 msec in Freeman & Am-
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bady, 2009) to show participants a message asking them to start moving earlier,
even if they weren’t fully certain of their response. The length of this window ob-
viously varies between tasks, as participants may simply refuse to move too early
for more difficult decisions. In the experiments reported here, the maximum initi-
ation window for each experiment was decided based on pilot testing. Scherbaum,
Dshemuchadse, Fischer, and Goschke (2010) offer a different solution to this prob-
lem by programming their experiment to only reveal the stimuli once participants
began their mouse movement. However, this technique does not appear suitable
for the more complex experiments reported in this thesis.

In designing the experiments here, I have developed a technique which may
prove useful for readers interested in adopting these methods, of encouraging mouse
movements during the decision process. Through pilot testing, it is possible to es-
timate a reasonable amount of time for participants to be able to initiate their
response movements for a given experiment. Having identified a desired initia-
tion time (for instance, 500 msec), the duration of the fixation cross is set to three
times this, that is, a blank screen for 500 msec, a cross for 500 msec, and a blank
screen for 500 msec, followed by onset of the stimuli. This creates a ready-set-go
effect, and encourages participants to attempt to synchronise the onset of their
own movement to this interval.

Another variable is the maximum amount of time allowed to respond. For many
simple experiments, such a limit is unnecessary, as participants respond within 2
to 3 seconds without extra prompting. For more complex experiments, and cer-
tainly for reasoning, however, self-paced participants would be likely to take con-
siderably longer than this to respond, and so their decisions would not be captured
in their mouse movements. In addition, to require early movement initiation, with-
out speeded responses, would incentivise participants to move the cursor around
the screen as they made their decisions an in undesirable fashion. Therefore, most
of the experiments reported here required participants to respond within a certain
time window, the length of which was again decided upon after pilot testing.

A fine detail in these experiments is the location of the cursor on stimulus onset.
In the majority of experiments, this is controlled by the software: after clicking on
the start button, a fixation cross is typically displayed before stimulus onset, and
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the cursor position is reset to the bottom centre of the screen if it has moved dur-
ing the fixation period. In the experiments reported herein, two different sets of
software are used for different experiments, one written in python, and one run in
the web browser (see below). At present, it is not possible to manipulate the po-
sition of a mouse cursor in the browser, and so in the experiments which used this
software it was not possible to reset the cursor position. This issue was circum-
vented in these particular experiments by using very short fixations, or no fixation
at all.

In mouse tracking experiments, attention must also be given to the way in which
information is presented to participants during a trial. Most experiments use sim-
ple stimuli, such as images or text, which can be presented to participants simulta-
neously. In reasoning experiments, however, it is often necessary to present partici-
pants with much more information. My initial attempts to present entire reasoning
problems at once revealed that participants would first processes all of the stimuli,
over several seconds, and only after making their decision move the mouse cursor.
Therefore, great care was taken to present participants with stimuli on each trial
in such a way that they had sufficient time to process all of the contextualising in-
formation. Trials were structured so that it was not possible to begin making a de-
cision until the onset of the final stimuli, so that the movement of the mouse cur-
sor could capture this process. For instance, in Experiment 3, an inductive reason-
ing task, participants were presented with a property, told that it can be found in
one of two species, and shown each of the candidate responses in their locations in
the top corners of the screen, one at a time. Only after this information was pre-
sented could participants click on the start button, which caused the base species,
which was known to have the property in question, to be shown in the centre of
the screen. At this point, participants used this new information to decide which
of the candidate species was more likely to possess the property.

2.1.2 Stimuli

Typically, mouse tracking experiments use one of two manipulations. One option
is to manipulate, between conditions, the probe to which participants respond. In
Freeman, Ambady, Rule, and Johnson (2008), participants were shown computer-
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generated male and female faces which were either gender typical or typical, while
the response icons remained constant: MALE, and FEMALE. The alternative is to
manipulate the possible responses. For instance, Spivey et al. (2005) presented the
probe word “pickle” twice: once when the foil response was a phonological com-
petitor (a PICTURE) and once when it was not (a CANDY).

This distinction may be important, as in the former case the experimental ma-
nipulation changes the relationship between the probe and the chosen response,
and so it is difficult to disentangle an effect driven by conflict, and an effect driven
by reduced confidence in the response. In the latter case, the link between the
probe and the response remain the same, and so any changes in motor output
must be a result of an attraction towards the distractor response. Dale, Kehoe,
and Spivey (2007) demonstrate the value of combining these approaches. In their
first experiment, they showed that as participants categorised animals into their
super-ordinate categories (i.e. WHALES as MAMMALS), they showed greater
mouse curvature for atypical category members (WHALES) than typical ones
(COWS). However, this effect could be simply due to reduced confidence in the
chosen response, rather than conflict per se. To show that this was a conflict ef-
fect, they ran a follow-up experiment showing that the effect was diminished when
the distractor was not associated with the probe item (i.e. BIRDS, instead of FISH,
for WHALES). Another possible implication of this distinction, which is yet to be
fully investigated, is that when the distractor response is the independent variable
participants could plausibly be faster to execute some aspects of their responses
under conflict. Although their reasons for choosing the dominant response remain
the same, the conflict condition in such experiments provides an additional rea-
son to initiate a response, and so movement initiation may paradoxically be faster
under conflict. In this thesis, I use both kinds of manipulation.

2.1.3 Software

A number of tools are available for running mouse tracking experiments, and pro-
cessing the resulting data. MouseTracker (www.MouseTracker.org; Freeman, Pauker,
Apfelbaum, & Ambady, 2010), the most popular option, provides a graphical ex-
periment builder, and a point-and-click interface for calculating relevant sum-
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maries of trajectories (discussed below) and exporting them for analysis. While
MouseTracker was initially used in this research, and should be recommended for
researchers interested in exploring mouse tracking, it sacrifices a certain amount of
flexibility for ease of use, and so proved to be inadequate for the complex reason-
ing paradigms used in this thesis.

I developed two tools to solve this problem. First, I implemented the paradigm
as a script in the python programming language, and ran it using the open source
OpenSesame experiment builder (Mathôt & Theeuwes, 2011). This implementa-
tion, along with detailed instructions, are available online at https://github

.com/EoinTravers/QuickstartMousetracking. I also created a second imple-
mentation of the paradigm as part of PsychScript (https://github.com/EoinTravers/

PsychScript), a set of tools I have written in HTML, JavaScript, and PHP for
running behavioural experiments online in the web browser. Both implementations
of the mouse tracking paradigm were extremely similar, and differed principally in
that it was not possible to manipulate the position of the mouse cursor using Psy-
chScript, and so its location was not reset on experiments implemented using this
platform (see above). Although it was possible to run experiments programmed
using PsychScript outside the laboratory (that is, online), this capability was only
used for pilot testing due to concerns about the quality of data collected in this
way. Instead, this implementation was primarily used to collect data in under-
graduate computer laboratory classrooms, as it made it possible to recruit large
numbers of participants at once without the necessity of installing OpenSesame on
each computer.

MouseTracker automatically calculates a number of statistics for describing
mouse cursor trajectories to be used in later analyses (see below). Using my own
implementations of the paradigm, it was also necessary to write code to calcu-
late these same measures. This was done in the python programming language,
and released as the python package Squeak (https://github.com/EoinTravers/

Squeak). A guide to using Squeak can be found alongside my python implemen-
tation of the mouse tracking procedure, at https://github.com/EoinTravers/

QuickstartMousetracking.
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2.2 Analysing Mouse Data

Even for simple experiments, mouse tracking creates a voluminous amount of data.
As a result, there are many ways in which data from these experiments can be
analysed. In general, however, two strategies are popular: each trials’ trajectory
can be reduced to a single summary measure, or the actual time course of trajecto-
ries across conditions can be analysed. While space precludes a review of all mea-
sures used in this kind of research, in this next section I will outline the measures
used in the present studies, and the motivation behind their choice.

The simplest summary measure, of course, is response latency, or response time
(RT), which works the same way for mouse tracking as it does in other paradigms:
the time between stimulus onset and a response. This can be accompanied by a
measure of movement initiation time (IT), reflecting the time from stimulus onset
to the cursor beginning to move. In the current studies, IT was defined as the time
taken for the cursor to move 1% of its total distance travelled vertically.

[0,0]

[1,1.5][1,-1.5]

Area Under
the Curve

Maximum
Deviation

Figure 2.2: For analysis, mouse cursor trajectories are remapped to a standard co-ordinate space,
beginning at [0, 0] and ending at [1, 1.5]. Area Under the Curve reflects the size of the region
bounded by this trajectory and an ideal straight line from start to finish, in the dimensions of the
standard co-ordinate space. Maximum Deviation is the greatest perpendicular distance between the
ideal straight line and the actual trajectory.

More interesting, however, are measures derived from the shape of the trajectory
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followed by the cursor. For these, as in all subsequent analyses of cursor move-
ments, each trajectory is mapped on to a common co-ordinate system, such that
they begin at point [0, 0] (the bottom centre), and end at point [1, 1.5] (the top
right corner; see Figure 2.2). Trajectories which finished in the top left corner are
usually reflected on the y axis so that all trials end at the same point, although
in analyses including both correct and incorrect responses the original endpoint of
[1,−1.5] may be used as the location of the incorrect response option. Spivey et
al. (2005) quantified the curvature of their cursor trajectories using a measure of
Area Under the Curve (AUC), corresponding to the area bounded between the ac-
tual trajectory and a straight line between its start and end points (again, see Fig-
ure 2.2). Complications arise, however, when we attempt to calculate AUC for tra-
jectories which contain loops, or those which pass on the other side of the idealised
straight line (closer to the edge of the screen), as the treatment of such cases varies
depending on the algorithm used, and no standard has been established among
mouse tracking researchers. While such trajectories were apparently rare in studies
of simple perceptual judgements and could be excluded from analyses, they have
proven more common in my work on reasoning, and so I do not make use of AUC
in this thesis.

A commonly used alternative to AUC is the Maximum Deviation (MD) of a tra-
jectory, the greatest distance achieved between the trajectory and the idealised
straight line (again, see Figure 2.2). In conversation with other researchers inter-
ested in mouse tracking, it has also become apparent that there is more than one
way to calculate this. For clarity, MD is calculated in this thesis by rotating a tra-
jectory by tan−1(1.5

1
) (approximately 56◦) clockwise so that its ideal straight line

follows the x axis. MD is then simply the greatest height of the rotated trajec-
tory on the y axis. MD can be negative: trajectories which stray further from the
straight line to the right (towards the edge of the screen) than to the left (towards
the alternative response) will have MDs of less than 0. Some variations have been
proposed on this measure, including Maximum Absolute Deviation, in which these
negative values are treated as positive, and Average Absolute Deviation, which
takes the mean of the absolute deviation across the time course of trial (Koop &
Johnson, 2013). However, I have opted for MD as my preferred measure, largely
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because it is the most commonly used measure of deviation.
Other measures reflect the complexity of cursor movements, indicating either

conflict, or at very least uncertainty (Dale & Duran, 2011; Wojnowicz, Ferguson,
Dale, & Spivey, 2009). X-flips (changes of direction on the x axis) over the course
of a trajectory, provide one such measure, although it is not always clear what this
statistic reflects, as zig-zags across the entire screen and wobbles over a few pixels
both constitute changes of direction. Alternatively, it is possible to calculate the
number of acceleration components – changes from acceleration to deceleration,
and vice versa – during a trial as a measure of movement complexity (Dale & Du-
ran, 2011). An interesting alternative measure of complexity is sample entropy,
(Dale et al., 2007; Richman & Moorman, 2000) which reflects the amount of extra
information imparted at every time point in a trajectory. However, I do not make
use of these measures in this thesis.

2.2.1 Continuous and Discrete Effects

Unlike eye movements, which are ballistic in nature, and so (almost) always move
in a straight line from their starting point to their destination, hand movements
can follow any number of trajectories. Thus, the mouse tracking paradigm can also
reveal something of the qualitative nature of conflict as it unfolds. In Chapter 1,
I discussed two ways conflict has been seen in mouse tracking. Most studies have
found continuous attraction effects, where participants are initially drawn towards
both response options, but gradually home in one or other of them, following a
graded curve of the type seen in Figure 2.2. Some studies, however, have found
discrete effects, where participants sometimes move directly to their response, but
other times initially move in one direction, but change their mind, and change di-
rection, mid-trial. In Appendix A, I list studies in which each kind of effect has
been found.

To tease these possibilities apart, it is necessary analyse the distribution of tra-
jectories in an experiment (Freeman & Dale, 2012; Spivey et al., 2005). While
these points also apply to the trajectories themselves, for practical purposes these
analyses usually focus on summary measures, such as AUC or MD. In cases of con-
tinuous attraction, according to this logic, we should find that most trajectories
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are slightly curved, and that the average curvature is greater for conflict trials.
Statistically, this equates to data where MD is normally distributed within each
condition, and the mean of this distribution is higher for conflict trials. In cases
of discrete attraction, however, there are some trajectories which go straight to
an option, with very little curvature, and some which initially go one way, and
then change direction, with high curvature. Statistically, this leads to MD being
bimodally distributed, with the direct trajectories forming a sub-population with
MD close to 0, and the reversals, or changes of mind, forming a sub-population
with a much higher mean MD (Figure 2.3).

To test for bimodality in their data, Spivey et al. (2005) calculated the Bimodal-
ity Coefficient (BC; SAS Institute, 1990):

BC =
m2

3 + 1

m4 + 3× (n−1)2

(n−2)(n−3)

(2.1)

where n is the sample size, m3 the skewness, and m4 the excess kurtosis (see Free-
man & Dale, 2012; Pfister, Schwarz, Janczyk, Dale, & Freeman, 2013). A uniform
distribution has BC of .555, and so values higher than this constitute evidence
of bimodality. Spivey et al. (2005) also supported their interpretation, although
this method has not been widely adopted, by comparing the distributions of the
conflict and control conditions using the Kolmogorov–Smirnov test. Finding that
there was no significant difference in the shape of the distributions between con-
ditions, they concluded that the greater AUC under conflict was not the result of
a subset of high AUC trials. Freeman and Dale (2012) provided a more in-depth
analysis of tools for distinguishing between unimodal and bimodal distributions,
and recommend, based on simulation results, the use of Hartigan’s Dip Statistic
(Hartigan & Hartigan, 1985). This measure tests the null hypothesis that the data
is unimodally distributed, and so p < .05 indicates that the data is significantly
bimodal. In this thesis, I make use of both BC and Hartigan’s Dip Statistic when
analysing distributions.

In all of the experiments reported in Chapters 3, 4, and 5, I find evidence of dis-
crete attraction: some trials move directly towards the correct response option,
some initial move towards the wrong option before redirecting, while some give
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the wrong response (see Appendix B). It is difficult, from a statistical perspective,
to analyse such data, as most analyses require normally distributed residuals, and
unlike in the case of skewed data such as response latencies, there is no transfor-
mation to map bimodal data onto a normal distribution. Therefore, I instead class
each trajectory as being either direct (from the low-MD sub-population) or a re-
versal (from the high-MD sub-population), and use the proportion of reversals in
each condition as my dependent variable.

To classify trajectories in this way, I use two-sample finite mixture models, mod-
elling the MD distribution as two normally distributed sub-populations, and derive
from this a cut-off value. MDs below this value are classed as direct movements,
and those above it as reversals. I have chosen this approach, rather than others
such as the k-means algorithm, as unlike k-means, finite mixture models allow for
differences in variability between the two sub-populations: we would expect less
variability in direct movements to the response than in reversals, and this is con-
firmed in the data. Figure 2.3 shows this procedure as conducted for Experiment
2. Appendix B shows details of this procedure for each of Experiments 1 to 5.

Figure 2.3: Trajectories classed as direct and reversals in Experiment 2.
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2.2.2 Types of Trajectory

In these mouse tracking experiments, participants chose either the correct option
or the foil, and either traced a direct path, or changed direction while doing so. In
this sense, setting aside questions of when each movement occurs, there are four
kinds of responses, or trajectories, possible in such experiments: direct movements
to the correct response, reversals ending with the correct response, direct move-
ments to the foil, and reversals ending with the foil (see Figure 2.4). It is illustra-
tive to analyse how the proportion of each trajectory changes between conditions
in an experiment, and I do so for Experiments 1 to 5.

Perhaps a more interesting analysis, however, is to look to the decisions par-
ticipants could make over the course of a single trial. I assume that participants
make two decisions on each trial. First, at the onset, they must decide to move ei-
ther towards the correct option, the probability of which I will denote as α, or to
move towards the foil, with probability 1 − α. If they do initially move towards
the correct option, they may subsequently select this option, with probability β, or
change direction and select the foil option instead, with probability 1 − β. Finally,
if they initially move towards the foil, they may still change direction and chose
the correct option, with probability γ, or otherwise persevere to the foil option,
with probability 1 − γ. These probabilities are illustrated in Figure 2.4. Note that
for each decision, the labelled probabilities (α, β, and γ) denote the probability of
moving towards or selecting the correct option, while their compliments (1 − α,
1 − β, and 1 − γ) denote the probability of moving towards or selecting the foil.
Equation 2.2 summarises the definitions of each of these probabilities.

α = P (Initially correct)

β = P (Correct response|Initially correct)

γ = P (Correct response|Initially incorrect)

(2.2)
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Figure 2.4: Mouse trajectories in a given condition can be described in terms of the probability of
initially moving toward the correct option (α), the probability of choosing the correct option after ini-
tially moving towards it (β), and the probability of choosing the correct option despite initially moving
towards the foil (γ).

2.2.3 Time course

Beyond the shape of cursor trajectories, we can analyse their time course. Unsur-
prisingly, there has also been considerable variation in how these time series data
are used in the literature. Spivey et al. (2005) introduced the convention, still used
in most studies, of standardising the time course of trajectories of different du-
rations by interpolating them to 101 discrete time points, corresponding to the
location of the cursor from 0% to 100% of the way through the trial. While this
approach somewhat simplifies further analyses, it is problematic in the current re-
search; when there is considerable variation in response latencies, the 50% point
may be significantly later in one condition than another, and so it would be mis-
leading to compare the location of the cursor at this point between conditions.
An alternative approach, which I use instead, is to use the real time information,
specifically the location of the cursor every 20 msec through the trial. As standard
computer mice typically update their position every 10-15 msec, this frequency
strikes a balance between temporal precision and oversampling of the data.

Most mouse tracking studies include some form of plot showing the average cur-
sor trajectories in each condition. However, for the experiments reported here —
every one of which revealed discrete attraction effects — to do so would be mis-
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leading. As noted by Spivey et al. (2005), if we average trajectories from condi-
tions where some trials initially go towards the alternative option and other go
straight to the correct one, or if we average trajectories from conditions where all
trials were moderately curved, in both cases we end up with a mean trajectory
that follows a smooth curve, like those shown in Figures 2.1 and 2.2. However,
such an average trajectory would be a misleading description of the kind of data
I find in this thesis, as few trials actually follow such a gently curving trajectory
(see Figure 2.5).

Instead, I opted to match these discrete attraction effects with a discrete anal-
ysis. For every 20 msec window, from every trial, I classed the cursor as being ei-
ther in its starting position, on the side of the screen containing the correct option,
or on the side containing the foil. I then investigated the proportion of trials on
each side of the screen, over time.

Beyond visualisation, researchers usually wish to perform some kind of inference
with these data. A crude, but simple method of assessing when conflict occurs,
again introduced by Spivey et al. (2005), is to conduct a series of t tests, usually
on the 101 normalised time steps, but also possibly on the real-time data, com-
paring the x axis position between conditions at each time step, and noting the
window for which the difference is significant. Although this approach does not
provide a valid significance test for comparing conditions in general, it does pro-
vide an easily interpretable indication of when participants are drawn towards a
competing response. It is possible, but rarely done in practice, to derive by means
of simulations the likelihood of achieving a run of significant differences of length n

under the null hypothesis (Dale et al., 2007), and thus calculate a valid p value for
the difference between conditions overall. A similar analysis has also been reported
calculating at each time step the distance between the cursor and the non-chosen
response, and comparing this between conditions (Falke et al., 2013).

Again, though, the experiments reported here reveal discrete movements to-
wards one or other response option, with reversals on some trials, rather than the
graded, curved trajectories seen in much previous work. Therefore, an averaged
trajectory is an inappropriate measure, as it falls somewhere between the direct
trajectories and the reversals (see Figure 2.5). For this reason, in Experiments 1
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Figure 2.5: Averaging direct trajectories (green) and reversals (red) produces an aggregate trajec-
tory that appears to curve gently. However, few of the actual trajectories curve in this way. These
data come from Experiment 2 (Chapter 3).

to 5 I instead code the location of the cursor over time on each trial as being ei-
ther on the side of the screen corresponding to the correct option, or the side cor-
responding to the foil (excluding cases where the cursor is yet to be moved). I then
compared, in every 20 msec window, the probability of being on either side of the
screen to chance, or the probability of being on one or other side between condi-
tions, using logistic mixed effects models (see below). Attraction towards the foil
option is therefore revealed by an increase in the proportion of trials where the
cursor is on that side of the screen.

In line with previous mouse tracking studies, for each time course analysis I run
a series of comparisons, one on each 20 msec time slice, and report the times from
which significant effects emerge and disappear. Instead of t tests, however, I use
logistic mixed models, for reasons outlined below.

Finally, an alternative to running a series of comparisons is to fit polynomial
regression models, or growth curves, to the time course data (Falke et al., 2013;
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see Mirman, 2014b, for an introduction to this method in eye tracking research).
These are regression models in which time, and often polynomial terms such as
time2 and time3, are included as predictors. Such models are often used to model
changes in subjects over time, such as the change in height of a child over a num-
ber of months, hence their name. Growth curves are discussed in detail in Chapter
6.

2.3 Statistical Analyses

Finally, I will use the remainder of this chapter to outline some of the statistical
methods used in this thesis. Again, by covering this material here, I hope to avoid
repeating it throughout the later chapters.

2.3.1 Mixed Effects Models

Throughout this thesis, I use mixed effects regression models (Baayen, Davidson,
& Bates, 2008; A. Gelman & Hill, 2007) — otherwise known as linear or logistic
mixed models (LMMs), hierarchical regression, multilevel regression, and random
effects regression — to analyse my data. I will not provide a full tutorial on these
methods here (see instead Baayen et al., 2008; Bates, Mächler, Bolker, & Walker,
2015; A. Gelman & Hill, 2007; Quené & van den Bergh, 2008). However, in this
section I will explain my motivation in using these approaches, and provide suf-
ficient introduction so that readers can follow the results presented later. Unless
otherwise stated, all analyses were conducted using the R programming language
(R Core Team, 2015), and mixed effects models were fit using the lme4 package
(Bates, Mächler, et al., 2015).

A typical psychology experiment records several data points from each partic-
ipant, one per trial. For illustration, I will use the case of an experiment where
participants p1, p2, ..., pP perform a task in two conditions, c1 and c2, and their re-
sponse times rt are recorded on each trial. In a classical analyses, we would calcu-
late the mean rt for each participant in each condition, and compare each partic-
ipants’ means from c1 to those from c2 using Student’s t test. Furthermore, there
will be individual differences in rt in general, as some participants generally re-
spond faster than others — this data is clustered within participants, in other
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words. Therefore, we can improve our statistical power by using a paired t test,
which accounts for these individual differences in baseline rt.

However, aggregating data in this way is not always appropriate (see Baayen
et al., 2008). Firstly, it discards a great deal of information, and as a result the
statistical power of our tests can be diminished. Secondly, in averaging over multi-
ple stimuli, we ignore any systematic clustering by stimuli (or items) in our data:
some stimuli may produce faster responses than others in general, for example. In
linguistics, where items usually correspond to specific words or phrases, this issue
is traditionally addressed by running two analyses, one aggregating by participant,
and one by item, and reporting the results of both (Clark, 1973).

A more serious problem with aggregation is that it can involve unbalanced data.
In many analyses, we only include trials which meet certain criteria, for instance
only analysing response times for correct responses. In reasoning research, where
participants can often produce many different inferences, this is particularly com-
mon. If one participant gives few correct responses, their average response time
will be estimated from only a few trials, and so will be a noisy measure. In the
classical analysis, however, this datum is given as much weighting as an average
response time from a participant who responded correctly on every trial. When,
as often is the case, there is some relationship between, for instance, accuracy and
response times, this can cause systematic biases in our analysis, hiding true effects
and potentially creating spurious ones (Baayen et al., 2008).

Aggregation is also inappropriate when the dependent variable is not a con-
tinuous quantity such as rt. Most notably, when analysing proportions and per-
centages (e.g. accuracy), aggregate data systematically violate the assumptions
of t tests/ANOVA, in a way which cannot be remedied by transforming the data
(Warton & Hui, 2010). These issues with aggregation can be avoided, however, by
fitting regression models to the data from each trial, rather than the aggregates.

As every undergraduate psychology student is taught, the standard (unpaired) t
test, like the between-subjects ANOVA and many other classical tests, is a special
case of linear regression. The regression equivalent of the unpaired t test for this
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experiment is given as

rti = α + β ∗ Conditioni + ϵ (2.3)

rti is the rt on trial i, and is the sum of α (the mean rt in baseline condition
c1), Conditioni (a dummy variable representing the condition on trial i, set to 0 to
represent c1 and 1 to represent c2), β (the difference in rt between the conditions),
and the normally distributed error term ϵ.

However, like the unpaired t test, this model does not account for individual
differences in rt. To do this, we can extend Equation 2.3 so that the intercept α is
allowed to differ for each participant. This is, in effect, a within-subjects regression
model. The result is a mixed effects model, in that it includes both fixed effects —
the overall intercept term α, and the overall effect of condition β — and random
effects — the individual differences around α. Such a model is said to have random
intercepts for each participant.

Mixed models are even more flexible than this, however. We may also want
to allow for differences between each item in rt. This can be done by including
crossed random intercepts (Baayen et al., 2008) for both participants and items,
allowing α to vary for each participant, and for each item, while still calculating
the overall intercept term. These random effects are not restricted to the intercept
either. The β term reflects the difference between the two conditions. It may be
that this difference is greater for some participants than others, or greater for some
items than others, if the same items are used in both conditions. Therefore, we can
also add random effects of condition for each participant, for each condition, or for
both, as desired.

2.3.2 What Random Effects?

At this point, it should be noted that there is still active debate as to what ran-
dom effects should be included in a model. Barr, Levy, Scheepers, and Tily (2013)
argue for the use of maximal random effects structures, where random effects are
included wherever the design of the experiment allows. However, even with sim-
ple designs such a model cannot always be fit in practice, as the amount of data
required increases exponentially with the number of parameters to be fit. Instead,
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Bates, Kliegl, Vasishth, and Baayen (2015) advise using parsimonious models —
fitting the maximal model, and then removing the parameters that account for
least variation as necessary until the model can be fit. It is this approach I have
taken in this thesis, and in each results section I specify the random effects struc-
ture used for the analysis.

2.3.3 Data Transformations and Binary Outcomes

Being regression models, mixed effects models can also make full use of the data
transformations and link functions used in regression modelling. In this thesis, I
use two such tools. First, it is expected that latency data, such as response times,
movement initiation times, and in Chapter 5, reading times, will have a log-normal
distribution: a distribution like a normal distribution that has been log-transformed.
Therefore, to analyse these measures I simply log-transform them, and apply a
standard linear mixed effects model. Second, several of the measures I analyse, in-
cluding reasoning accuracy, and the number of reversal trajectories per condition,
are binary proportions. These can be analysed by using logistic, rather than linear,
mixed effects models.

2.3.4 Categorical Predictors

Just as the ANOVA is a special case of linear regression, mixed effects models can
be used to evaluate the main effect of a categorical predictor in these complex
repeated-measures designs. In the classical ANOVA, we use the Sum of Squares1 of
models fitted with and without that predictor to compute an F statistic, which re-
flects the main effect of that predictor. However, with mixed effects the degrees of
freedom (DFs) for this F statistic are not easily defined, and so it is difficult to cal-
culate the appropriate p value. In mixed effects models, we therefore compare the
deviance of models (−2 x their log-likelihoods) fitted with and without the pre-
dictor, and use a chi-squared test, with DF corresponding to the number of terms
added by larger model (adding a categorical predictor with three levels adds 2 DF)
to find a p value for that predictor’s main effect.

1More accurately, the sum of the squared deviations from the model fit.
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2.3.5 Reporting

Of course, the output of mixed effects regression models differs from that of a sim-
ple t test. In most analyses, I will be investigating the effect of one or more binary
variables, such as condition, on the dependent variable. This is quantified by the
regression slope (β) for that variable, and so for each comparison I will typically
report the means and standard deviations in each condition, β and its 95% con-
fidence intervals, reflecting the estimated difference between the conditions, and
finally a t test comparing β to 0.2

For analyses where the dependent variable was log-transformed (e.g. response
times), the exponentiated regression weight eβ is reported instead. This indicates
the percentage change in the dependent variable between the conditions. For in-
stance, if the mean response time in condition c1 is 1,000 msec, and the effect of
condition is eβ = 110%, response times in condition c2 are 10% greater than those
of condition c1, for an average of 1,100 msec. eβ is also reported for the logistic
analyses, where it reflects the multiplicative change in the odds of the outcome
in question. For example, if participants gave the wrong response on 20% of tri-
als in condition c1, the odds ratio of wrong to right responses in this condition is
20%
80%

= 0.25. An effect of eβ = 1.5 would mean the odds were one and a half times
greater of doing so in condition c2; odds of 0.25 ∗ 1.5 = 0.375, which correspond to
a probability of 0.375

1+0.373
= 27.3%.

2 In linear regression, the DF for this test would simply be the number of data points minus
the number of variables. When random effects are included, it is not possible to define the DF
in this way. In this thesis, I take the conservative approach of using Satterthwaite’s approxima-
tion (Satterthwaite, 1946) for the DF, as implemented in the lmerTest (Kuznetsova, Brockhoff,
& Christensen, 2015) package for R. For logistic mixed models, the t test is replaced by a z test,
and so it is not necessary to calculate DF.

50



CHAPTER 3

Perceptual Similarity vs. Conceptual Knowledge

in Induction

3.1 Introduction

In Chapter 1, I discussed how people can draw on different sources of information
in induction. In this chapter, I report a pair of experiments in which two such
sources — perceptual similarity, and conceptual knowledge in the form of cate-
gory membership — are placed into conflict. This was done using a mouse track-
ing version of S. A. Gelman and Markman’s (1986) inductive triad task. In Ex-
periment 1, participants learned a biological property of different species in the
natural world, and were asked to project each property to one of two species, one
of which belonged to the same taxonomic group as the base species. In the con-
flict condition, but not the control condition, the base and the foil species looked
alike, and so perceptual cues conflicted with conceptual knowledge. In Experiment
2, participants completed a similar task, but using artificial categories, learned at
the start of the experiment. I also manipulated the nature of the properties par-
ticipants reasoned about in Experiment 2, between participants, to reveal how this
modulated participants’ inferences.

As discussed in Chapter 1, theories of inductive reasoning can be organised into
two groups. One class of theory relies on conceptual knowledge about the cate-
gories to which different entities belong, and the relations between these cate-
gories. Category membership is perhaps the most fundamental such form of con-
ceptual knowledge that we can use as the basis for induction. According to con-
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temporary accounts of categorisation (see Murphy, 2004; Rosch, 1988), a category
consists of a set of entities that have attributes in common. Therefore, if we know
the category to which something belongs, we may believe that it has attributes
that we know are found in other members of that category (Murphy, 2004; Os-
herson et al., 1990). That adults can reason in this way has never been in ques-
tion, and indeed this idea is central to the very notion of categorisation (S. A. Gel-
man & Markman, 1986; Mill, 1856). This principle applies equally to inferences
about people, where it is better known as stereotyping (Greenwald & Banaji, 1995;
Oakes, Alexander, & Turner, 1994). Strikingly, people rely on categorical informa-
tion even when it is disadvantageous to do so. Murphy and Ross (Malt, Ross, &
Murphy, 1995; Murphy, Chen, & Ross, 2012; Murphy & Ross, 1994, 2010) showed,
for instance, that when it is not certain to which category an entity belongs, par-
ticipants nevertheless reason on the basis of it belonging to the most likely cat-
egory. Mishra and Mishra (2010) also report a border bias phenomena: distant
locations in the same state (for instance New York City, and Buffalo, New York)
are perceived as physically closer, and more likely to share properties, than closer
locations divided by state lines (New York City and Princeton, New Jersey.

Category membership is also at the core of many more sophisticated theories of
induction (i.e. Griffiths & Tenenbaum, 2009; Kemp & Tenenbaum, 2009; Osherson
et al., 1990), which combine information about category membership with knowl-
edge about the relationships between various categories.

Other theories of induction are not based on category membership. Similarity
between entities is the most common kind of non-categorical information proposed
to underlie induction: entities that are similar (i.e. that share many features) are
more likely to also share a new feature than things that are dissimilar. This prin-
ciple forms the basis of many feature-based accounts of induction (Fisher et al.,
2015; Rogers & McClelland, 2004; Sloman, 1993; Sloutsky & Fisher, 2004a), dis-
cussed in Chapter 1. Fisher et al. (2015) draw a distinction between two kinds of
similarity, based on either overlapping perceptual cues, or on shared features in
our mental representations. With regard to adults’ inferences, the focus has been
on the latter, representational similarity. While it is usually assumed that adults
are not swayed by inappropriate perceptual cues, overlapping features in our men-
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tal representations of entities form the basis of both Sloman’s (1993) Feature
Based Induction model, and Rogers and McClelland’s (2004) Semantic Cognition
accounts of induction. Sloutsky and Fisher (2004a, 2008) propose an analogous
model to explain children’s inferences, based on perceptual similarity.

Given the importance of conceptual knowledge such as category membership in
induction, why then might perceptual similarity play a role? One reason is that
similarity is a useful proxy for shared category membership: categories are collec-
tions of things that share properties, including visible features, and things which
look alike tend to belong to the same category. Furthermore, regardless of cate-
gory membership, attributes tend to be correlated in the real world: things that
share properties we know of are more likely to also share novel properties (see, e.g.,
Kemp, Shafto, & Tenenbaum, 2012). For both of these reasons, under many cir-
cumstances similarity — even perceptual similarity — and conceptual knowledge
will support the same inferences. However, there do exist problems for which these
two kinds of information disagree, most notably when reasoning about entities
that look more like members of a different category than members of the category
to which they belong (that is, visually atypical category members). The archetypal
examples of such atypical entities are whales, which are mammals, but bear closer
resemblance to fish than to other mammals.

This chapter, like the rest of this thesis, focuses on adults’ reasoning. However,
there has been little prior research on the role of simple perceptual cues in adults’
inductive reasoning, perhaps because it would appear self-evident that adults rely
on conceptual knowledge, or at least representational similarity. There has been
extensive debate, however, as to whether young children make use of conceptual
knowledge at all, or if their inferences are simply driven by perceptual similarity.

There are a number of reasons to believe that children may rely on perceptual-
cues, rather than conceptual knowledge, in induction. Conceptual knowledge must
be acquired through instruction and experience, and so early inferences, by which
infants and children make sense of the world, must be driven by a simpler, associa-
tive process like visual similarity (French, Mareschal, Mermillod, & Quinn, 2004;
Westermann & Mareschal, 2013). In recent years, it has also become apparent that
simple associative mechanisms can produce inferences that are surprisingly com-
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plex and flexible (Hinton & Anderson, 2014; Sloutsky & Fisher, 2008). Indeed,
deep neural networks — neural networks, using simple associative principles but
with many layers — are at the forefront of modern machine learning and artificial
intelligence research (Hinton, Osindero, & Teh, 2006; Mnih et al., 2013).

Sloutsky (i.e. Sloutsky & Fisher, 2004b, 2008; Sloutsky et al., 2007, see Sloutsky,
2003, 2010 for reviews) has therefore argued that young children’s reasoning is of-
ten based on such perceptual cues, with reliance on conceptual knowledge arising
later in development. In contrast, Gelman (i.e. S. A. Gelman & Davidson, 2013;
S. A. Gelman & Markman, 1986; S. A. Gelman & Waxman, 2007; Rhodes & Gel-
man, 2009, see S. A. Gelman, 2004; S. A. Gelman & Meyer, 2011 for reviews) ar-
gues that even toddlers rely on conceptual knowledge about the world, and naive
theories (Carey, 2009; Gopnik, 2003) to make inferences about the world around
them.

S. A. Gelman and Markman’s (1986) triad task, discussed in Chapter 1, has
been widely used as a testing ground for these competing accounts. Recall that
in this task, children were presented with images of two entities (a flamingo and
a bat, for instance), given their labels (“bird” and “bat”), and told a property of
each (“This bird’s legs get cold at night”; “This bat’s legs stay warm at night”).
They were also shown a third species (a blackbird in this example, labelled “bird”,
but which more closely resembled the bat) and asked to indicate which property
it would have (“Do this bird’s legs get cold at night, like this bird’s, or stay warm
at night, like this bat’s?”). S. A. Gelman and Markman (1986) report that chil-
dren as young as four predominantly resist the perceptual cue, and reason based
on shared category membership – projecting a property from the flamingo to the
blackbird, in this case. On the other hand, Sloutsky et al. (2007) present results
with artificial categories that seem to show children ignoring category membership
in favour of perceptual similarity. S. A. Gelman and Davidson (2013), however,
demonstrate that this result only holds under certain circumstances, specifically,
when the nature of the learned categories is obscure and not obviously relevant to
the properties being projected (i.e. a creature’s ratio of buttons to fingers).

In Chapter 1, I introduced Bright and Feeney’s (2014b) hybrid theory of induc-
tion. This proposes that when reasoning inductively, we can draw on either simple,
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associative knowledge — such as similarity — or structured knowledge about the
relationships between entities and the categories they belong to. The distinction
in question in the current chapter, between perceptual cues and simple concep-
tual knowledge, is perhaps a more fundamental one than that made by Bright and
Feeney (2014b) between associative and structured knowledge. Nevertheless, their
hybrid account could easily be extended to include it.

A prediction that emerges from this extended version of the hybrid theory is
that even adults’ inferences may be influenced by perceptual similarity. To date,
there has been little evidence suggesting that adults’ inferences are driven by per-
ceptual cues. However, as discussed in Chapter 1, this may in part be because
methods used in previous work were poorly suited to revealing such conflict, and
so in this chapter I explore this question using the mouse tracking paradigm. How-
ever, previous studies using this triad task (i.e. S. A. Gelman & Davidson, 2013;
S. A. Gelman & Markman, 1986; Sloutsky et al., 2007) both with adult and child
participants, have only included trials in which perceptual similarity and con-
ceptual knowledge have conflicted. Typically, adults overwhelmingly respond on
the basis of conceptual knowledge on such trials, while the debate has focused
on whether children’s responses are driven by conceptual knowledge (S. A. Gel-
man & Davidson, 2013; S. A. Gelman & Markman, 1986) or perceptual similarity
(Sloutsky et al., 2007). By not including trials in which both cues agree, however,
these experiments do not make it possible to see if adults’ reasoning was influ-
enced by perceptual cues in addition to conceptual knowledge: when perceptual
cues disagree with conceptual knowledge, participants may be less likely to give
the conceptually-cued response, or slower to do so, or be otherwise conflicted, than
when the cues agree.

Therefore, in this chapter, I present two experiments, with adult participants,
in which perceptual cues either conflict or agree with conceptual knowledge. If
adult induction is in part driven by perceptual cues, participants should be less
likely to generalise from a base entity to a conceptually-related one when the al-
ternative, foil entity is visually similar to the base. Recording participants’ mouse
cursor trajectories, it is also possible to investigate how these kinds of informa-
tion interact over time. If participants are driven by either perceptual similarity
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or conceptual knowledge on each trial, they should move the mouse directly to
one or other response. Alternatively, if participants are initially driven by quickly-
available perceptual cues, but draw on conceptual knowledge later in the reasoning
process, we may see reversal trajectories, as participants initially move towards the
perceptually-cued option, and change direction mid-trial.

3.2 Experiment 1

In Experiment 1, participants completed a mouse tracking version of S. A. Gel-
man and Markman’s (1986) triad task, with natural categories. In the original
version of this task, children had to choose between generalising a property from
a base species to another conceptually-related species, or to an unrelated but per-
ceptually similar one. This experiment is, to my knowledge, the first to include a
control condition, in which both perceptual and conceptual information cue the
same response. Using this experimental manipulation, it is possible to explore the
role these perceptual cues play in reasoning. Additionally, by recording partici-
pants’ mouse cursor movements, the experiment provides a window into processes
during reasoning, rather than just the final inferences participants make.

3.2.1 Method

Participants

Fifty nine undergraduate students took part in exchange for course credit.

Stimuli & Procedure

At the start of the experiment, participants were presented with a framing story,
based on those used by Sloutsky et al. (2007) and S. A. Gelman and Davidson
(2013). This introduced a boy, Mark, who had moved to a country called Elbee,
where his teacher was teaching him about the plants and animals found there.
They were instructed that they would be told some of the facts that Mark’s teacher
had told him, and shown pictures of three animals. They were also instructed that
their task was to decide, given a fact about one species, which of the two other
species this fact was likely to be true for. This was illustrated using an example.
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Participants then completed ten induction trials, in random order. Induction
stimuli were similar to those used by S. A. Gelman and Markman (1986), but were
created for the current experiment. They consisted of ten sets of species of plants
and animals. The full set of stimuli used can be found in Appendix C. Each set
was made up of a base species, a correct response species belonging to the same
super-ordinate category as the base, and two foil species, belonging to a different
category: one that was intended to be perceptually similar to the base, and one
that was not. Each species was represented in the experiment by a colour pho-
tograph (see Figure 3.1, and Appendix C). For each participant, five stimuli sets
were randomly chosen as conflict trials, and presented with the foil that was per-
ceptually similar to the base. The remaining sets were designated control trials
and presented with the foil dissimilar to the base.

On each trial, the base was presented in the centre of the screen, with a prop-
erty of that species shown above the image. Blank genetic properties were used, of
the form “This one has gene 4ew. What else do you think has gene 4ew?”. After
clicking a button marked “NEXT” in the bottom centre of the screen, images of
the two possible response species appeared in the top left and right corners, with
their positions randomised on each trial (Figure 3.1). Participants responded by
clicking on one or other image, and the position of the mouse cursor was recorded
as they did so.

After the reasoning trials, participants completed a post-test check. This was
to ensure that participants possessed the appropriate structured knowledge about
the relationships between the species used. Each base species was presented twice,
once alongside its corresponding correct response, which belonged to the same bi-
ological category, and once alongside its perceptually similar foil, which did not.
The left-right positioning of these images was randomised for each trial. Partici-
pants were instructed to indicate if each pair of species belonged to the same bi-
ological group. The order of presentation of the post-test stimuli was totally ran-
domised.
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Figure 3.1: Screen shot of conflict trial from Experiment 1. The base image, a striped fish, belongs
to the same category as the correct response option, the goldfish shown in the top left, but is percep-
tually similar to the foil option, the zebra in the top right.

Figure 3.2: Screen shot from the post-test check, Experiment 1.
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3.2.2 Results

On the post-test check, for each stimuli set participants achieved at least 91% ac-
curacy in correctly identifying that the base and correct response option belonged
to the same biological category, and at least 68% accuracy in correctly identify-
ing that the base and the foil option did not belong to the same category (bino-
mial tests by participant, N = 59, p’s < .0075; minimum accuracy required for p
< .01 is 40/59, or 67.8%). Post test scores for each stimulus set are included in
Appendix D. Therefore, data from all stimulus sets were included in the analyses.

I analysed the data using linear or logistic mixed models, with random inter-
cepts for each participant and each stimulus set, and random coefficients for the
effect of condition for each participant (see Chapter 2). Participants selected the
foil species on 4% of trials in the control condition, and 40% of trials in the con-
flict condition; eβ = 209.1, CI = [3.6; 12169.2], z = 2.577, p = .0100). Therefore,
perceptual similarity had a robust effect on their responses, leading them to gener-
alise the property to a foil species belonging to a different biological group, rather
than to the base species, considerably more often when the base and foil looked
alike.

It is worthwhile assessing the pattern of individual differences in this effect.
Figure 3.3 shows the number of foil responses each participant gave, by condi-
tion. Forty nine participants were more likely to select the foil under conflict, eight
never selected it, and two showed the reverse effect, selecting the foil less often un-
der conflict. Therefore, it appears that the effect of visual similarity holds across
almost all of the participants.

The time taken to begin moving the mouse cursor (initiation time; IT), and to
select a response option (response time; RT) both had positively-skewed distribu-
tions, and so were log-transformed before analysis. For correct responses, there
were no significant differences in IT between conditions, taking 976 msec under
conflict (SD = 1,000) and 881 msec in the control condition (SD = 772; t = 0.104,
p > .9). However, RT was significantly slower for conflict trials (2,668 msec, SD
= 1,564) than control trials (2,112 msec, SD = 1,279; eβ = 122.9%, CI = [114.2%;
132.3%], t(58.5) = 5.553, p < .0001).

Maximum Deviation (MD) was bimodally distributed (Bimodality Coefficient
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Figure 3.3: Proportion of foil responses given by each participant, per condition, in Experiment 1.

Table 3.1: Summary statistics for correct responses in each condition. Standard deviations are shown
in parentheses. Correct responses under conflict took significantly longer, and were more likely to be
classed as reversals. There was no difference in movement initiation times.

Condition Response time Initiation time Reversals
Control 2,112 (1,279) 881 (772) 19%
Conflict 2,668 (1,564) 976 (1,000) 43%
p < .0001 > 0.9 < .0001

= .667; Hartigan’s D = 0.025, N = 453, p = .0058), with trajectories either going
directly to the selected response, or moving towards one response, and changing
direction mid-flight (see Appendix B). Trajectories were therefore classed as either
direct or reversals, as described in Chapter 2. When selecting the correct species,
participants were significantly more likely to initially move towards the foil option
on conflict trials (37.7%) than on control trials (15.9%; eβ = 4.8, CI = [2.5, 9.3], z
= 4.699, p < .0001).

As discussed in Chapter 2, there were therefore four kinds of mouse trajectories
observed in this experiment: direct movements to the correct option (Direct Cor-
rect), initial movements towards the foil, which changed direction to the correct
option (Reversal Correct), initial movements towards the correct option, which
changed direction to the foil (Reversal Foil), and direct movements to the foil (Di-
rect Foil). Table 3.2 shows how common each trajectory type was in both condi-
tions, and indicates substantial increases in both incorrect responses and reversal
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Table 3.2: The four different possible kinds of cursor trajectory, broken down by condition.

Direct Correct Reversal Correct Reversal Foil Direct Foil
Control 77.5% 18.7% 1.7% 2.1%
Conflict 34.4% 25.8% 8.2% 31.6%

correct trials, and a decrease in direct correct trials, under conflict.
These different kinds of trial can be better understood in terms of their tran-

sition probabilities (see Chapter 2). At the beginning of a trial, participants ei-
ther move towards the correct option, with probability α, or towards the foil, with
probability 1 − α. After initial movement towards the correct option, they can
either select this option, with probability β, or the foil, with probability 1 − β. Fi-
nally, after moving towards the foil, participants can either change direction and
give the correct response,with probability γ, or persevere and select the foil option,
with probability 1 − γ. Figure 3.4 shows a schematic of these probabilities. Ta-
ble 3.3 show each of them across both conditions. Again, these probabilities were
compared using logistic mixed models, with random intercepts for each stimulus
set, and random intercepts and slopes for each participant.

Participants were significantly more likely to initially move towards the correct
response in the control condition (79% of trials) than the conflict condition (43%;
regression eβ = 7.3, CI = [4.7; 11.3], z = 8.773, p < .0001). After doing so, they
were also more likely to then select the correct response in the control condition
(98%) than the conflict condition (81%; regression eβ = 25.9, CI = [6.6, 101.2], z
= 3.078, p = .0021).1Finally, on trials where they did initially move towards the
foil, participants were more likely to eventually select the correct species in the
control condition (90%) than in the conflict condition (45%; regression eβ = 26.6,
CI = [7.0; 101.2], z = 4.815, p < .0001).

Finally, if the processes drawing participants towards selecting the foil on con-
flict trials operate early in reasoning, we would expect movements towards this op-

1 As the value for the control condition was close to 1, regression parameters here would
normally approach ∞, and the model would be unidentifiable, a phenomena known as perfect
separation (Albert & Anderson, 1984). I therefore used penalised-likelihood estimation to impose
an uninformative prior distribution (Zorn, 2005) on the regression parameters, effectively reflect-
ing a belief that when observed probabilities are close to 0 and 1, the true probabilities are likely
to be higher, or lower, respectively. In this, and all future cases of perfect separation, I impose a
Gaussian prior on the regression weights, with mean 0 and standard deviation 3.

61



Start

Correct
Option

Foil
Option

α

β

γ

1-α

1-β

1-γ

Figure 3.4: The possible cursor transitions that
can occur during a trial.

Parameter Control Conflict
α 79% 43%∗∗

β 98% 81%∗∗

γ 90% 45%∗∗

Note: ∗∗p < .01.

Table 3.3: Transition probabilities for
Experiment 1.

tion to be initiated earlier than those towards the correct species. I found this to
be the case, with initial movements towards the foil initiated after 687 msec on av-
erage (SD = 599), and those towards the correct species initiated after 1,182 msec
(SD = 1,119). Fitting a mixed model with random intercepts for each participant
and each stimulus set, this difference was found to be significant; eβ = 130%, CI =
[120%, 150%], t(204.6) = 4.042, p < .001).

Time course

In order to investigate when participants’ mouse cursor movements were drawn
towards each response option, I examined the position of the cursor over the first
4 seconds of each trial. As participants largely moved discretely to one or other
response, these positions were not normally distributed, and so I coded the loca-
tion of the cursor according to whether or not it was on the foil species’ side of the
screen. By doing so, it is possible to identify at what points in time participants’
mouse movements are guided by perceptual similarity, which drives participants
towards selecting the foil species on conflict trials (see Chapter 2).

Figure 3.5 shows the proportion of trials on the side of the screen corresponding
to each response option. I fitted two series of logistic mixed models, predicting the
probability of being on the foil’s side of the screen, and one the probability of be-
ing on the correct species’ side of the screen. Each series consisted of a set of mod-
els, one fitted to every 20 msec time window, with condition as a predictor, and
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Figure 3.5: Time course of attraction towards each response option. Vertical lines show the points
from which the difference between the two conditions is statistically significant (p < .05). Error bars
show 95% confidence intervals.

Figure 3.6: Time course of attraction towards each response option. Solid lines show the points from
which one response is significantly more likely to be moved towards than the other (p < .05), while
dashed lines for the points from which these differences are no longer significant. Error bars show 95%
confidence intervals.
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random intercepts for each participant, and each base species. I used these series
of models to find the divergence points: the time from which participants were sig-
nificantly more likely to move towards the foil species in conflict trials than control
trials, and the time from which they were significantly more likely to move towards
the correct species in control trials than conflict trials. In both cases, these signifi-
cant differences between the conditions emerged from 380 msec onwards.

Figure 3.6 shows the same data, but with separate lines for each side of the
screen, and separate facets for each condition. In the control condition, partici-
pants were significantly more likely to move towards the correct option than the
foil from 440 msec onwards. In the conflict condition, however, we see the interac-
tion of the two competing cues. Participants were significantly more likely to move
towards the foil option from 300 msec. This preference for the foil persisted un-
til 1,340 msec, at which stage both response options were equally popular. From
1,940 msec, finally, participants were more likely to move towards the correct op-
tion than the foil, as the initial attraction towards the foil option has been largely
inhibited. In other words, participants were initially drawn towards the foil species
on conflict trials, but were later drawn towards the correct species instead.

3.2.3 Discussion

This experiment placed perceptual similarity and conceptual knowledge in conflict
in an inductive reasoning task. My first goal in doing so was to test the predic-
tion, based on Bright and Feeney’s (2014b) hybrid theory, that adults’ inferences
would be influenced by perceptual cues, as well as conceptual knowledge. This pre-
diction was confirmed by participants’ responses: when conceptual knowledge did
not conflict with perceptual similarity, participants selected the conceptually-cued
response on almost every trial. When the foil species looked similar to the base,
however, participants chose the foil 40% of the time. Additionally, this effect was
found for the vast majority of participants, and so is not the result of a few partic-
ipants who are inappropriately swayed by these visual cues. When participants did
give the correct response, it appears that they experienced conflict when percep-
tual cues supported the foil response, taking significantly longer to respond, and
being more likely to initially move towards the perceptually-cued foil option.
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The mouse tracking paradigm makes it possible to go beyond this finding, how-
ever, and work towards a description of how these two sources of information in-
teracted during reasoning. In Chapter 1, I raised two possibilities: participants
may either selectively use one or other cue, or they may use perceptual cues by
default, but reject them in favour of conceptual knowledge when they realise those
cues to be inappropriate. Consistent with both possibilities, on control trials, where
the base and the foil did not look alike, participants initially moved towards the
foil 21% of the time. On conflict trials, where they did look alike, participants ini-
tially moved towards the foil 57% of the time. Furthermore, these movements were
initiated faster than movements towards the correct option in the same condition,
suggesting either that conceptual knowledge takes longer to utilise than perceptual
cues, or that perceptual cues must be inhibited on these trials.

These two possibilities can be distinguished by looking to what participants do
when they have initially moved towards a perceptually-cued foil. In this situation,
participants changed direction on 45% of trials to select the correct option instead.
By comparison, participants who initially moved towards the correct option under
conflict only changed direction to select the foil on 19% of trials. Therefore, it ap-
pears that, at least some of the time, reasoning on the basis of conceptual knowl-
edge required the inhibition of the response based perceptual cues. Together, these
results suggest that perceptual cues are used by default on this task. By this view,
participants can either initiate an early movement, driven by these cues (57% of
the time), and subsequently either inhibit this response (45% of the time), or fol-
low through with it and select the foil species. Alternatively they can override
these cues before they move the cursor (43% of the time), and move directly to-
wards the correct option.

Analysis of the time course data also appears to support this interpretation. In
Figure 3.6 we see that on conflict trials, participants were initially (300 to 1,340
msec) more likely to be on the foil side of the screen than the correct side. By
1,940 msec, however, this trend had reversed, and participants were instead more
likely to be on the side of the correct option.

An interesting question, which this experiment does not answer, is what fac-
tors dictate whether or not participants moving towards the foil ultimately select
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this option, or instead override this initial movement and select the correct species.
This issue has come under increased scrutiny lately in the dual process literature
(see, for instance, De Neys, 2012; Pennycook, Fugelsang, & Koehler, 2015; Thomp-
son & Johnson, 2014; Thompson, Prowse Turner, & Pennycook, 2011), where the
focus has been on whether participants reflect on their intuitive responses. In the
induction literature, S. A. Gelman and Davidson (2013) report a series of experi-
ments with children using the triad task. They show that children are more likely
to use conceptual knowledge, rather than perceptual similarity, when the concep-
tual categories used differed at a high, ontological level, (animals versus robots),
than when they differed at a lower level (kinds of dogs, or creatures categorised ac-
cording to their ratio of fingers to chest buttons, as used by Sloutsky et al., 2007).
They also demonstrated that children are more reliant on conceptual knowledge
when the properties under consideration are meaningfully related to the different
categories, for instance animals being warm blooded, or robots containing bat-
teries. Both of these effects make sense from a normative perspective: categories
which are more conceptually distinct provide a better basis for induction (Rosch,
Mervis, Gray, Johnson, & Boyes-Braem, 1976), and certain kinds of category are
conducive to the projection of certain kinds of property, for instance biological
properties within biological categories (Heit & Rubinstein, 1994; Shafto, Coley,
& Baldwin, 2007; Shipley, 1993). We would expect these same factors to influence
adults’ inferences. However, it is not clear at what point in the reasoning process
such variables are important: they may prompt reasoners to attempt to draw on
conceptual knowledge in the first place, or they may cause them to be more likely
to inhibit their initial inappropriate perceptually-driven responses.

In Experiment 2, I presented participants with a version of this task using arti-
ficial categories, specifically, a kind of animal, and a kind of robot. I also manipu-
lated, between participants, the nature of the kind of properties being considered,
in order to investigate the effect this has on participants’ reasoning.

3.3 Experiment 2

In Experiment 1, perceptual similarity drove participants’ mouse movements early
in reasoning, with conceptual knowledge being drawn on later in the process, and
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in some cases overriding these perceptual cues. In Experiment 2, I attempted to
replicate these finding using artificial categories — a kind of animal, and a kind
of robot — that participants learned in the laboratory. I also manipulated, be-
tween participants, the nature of the properties to be reasoned about, to be either
specific properties, saliently related to the two categories — a robot having bat-
teries, or an animal sleeping at night, for example — or fictional generic proper-
ties — such as being able to make a “zevy sound”. S. A. Gelman and Davidson
(2013) showed that children reasoning about specific properties were more likely
to draw on conceptual knowledge, presumably as such properties make this knowl-
edge more salient or accessible. Here, this manipulation provides a window into
how perceptual cues and structured representations interact during this task.

3.3.1 Method

Participants

Forty eight participants completed the experiment for course credit.

Stimuli & Procedure

Stimuli were adapted from drawings by LaRiccia (2005) used by Sussman, Khem-
lani, and Oppenheimer (2014), and consisted of cartoon pictures of different kinds
of creatures. I created two categories: animals called “Flurps”, and robots called
“Floobits”. There were four possible body shapes, and four possible colourations,
and each body shape and colouration was possible for both Flurps and Floobits
(Figure 3.7, see also Appendix E).

Participants were again presented with a framing story about Mark, who had
just moved to Elbee, but this time told that Mark was learning about different
kinds of things found outdoors there. Two kinds of thing found in Elbee were pre-
sented, animals called “Flurps”, and robots called “Floobits”, designed to closely
resemble Flurps. Participants were told that both Flurps and Floobits had dif-
ferent body types and came in different colourations, with the same body types
and colourations found in both categories. They were also informed that Flurps
and Floobits could be differentiated by looking at their heads: Flurps had animal
heads, with tentacles on top, while Floobits had robotic heads (see Figure 3.7).
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After these instructions, participants completed eight categorisation trials, with
feedback, in which they were presented with four Flurps, and four Floobits, in a
random order, and asked to categorise each. These were intended to emphasise
the distinction between the categories. After the categorisation trials, participants
were told that for the final part of the experiment they would be told a fact about
one Flurp or Floobit, and asked to decide which of two others this fact was most
likely to also be true for. They were then presented with the sixteen induction
trials, in random order. Half of the participants reasoning about generic prop-
erties that were unrelated to the two categories (i.e. “This one can make a zevy
sound”). The remainder reasoned about informative properties, so that Flurps
were presented with properties specific to animals (“This one has a mummy”),
while Floobits were presented with robot-specific properties (“This one has bat-
teries inside”). The full list of properties used can be found in Appendix F.

There were sixteen induction trials, eight with Flurps as bases, and eight with
Floobits, and the response options always consisted of one Flurp and one Floobit.
Half of these were control trials, in that the response entity belonging to the same
category as the base (the correct response) was perceptually identical to the base,
having the same body type and colouration, while the other, foil response entity
was perceptually different, with a different body type and colouration. The re-
mainder were conflict trials (Figure 3.7), where the correct response was percep-
tually different from the base, and the foil response was perceptually similar.

3.3.2 Results

Unless otherwise specified, I analysed the data using linear or logistic mixed mod-
els, with random intercepts for each participant, and random coefficients for the
effect of condition for each participant.

Participants reasoning about generic properties gave the foil response on none
of the control trials (N = 190), but on 46% of the conflict trials. Those reasoning
about specific properties gave the foil response on 4% of control trials, and on 17%
of conflict trials (see Table 3.4). A 2 (condition) x 2 (properties) logistic mixed
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Figure 3.7: A trial from Experiment 2. Participants were told that the Flurp (centre) tries to stay
warm, and asked to decide which of the other two things shown, the Floobit on the left, or the Flurp
on the right, also tries to stay warm. This is a conflict trial: the Floobit has the same colouration and
body type as the base, but its robotic head identifies it as belonging to a different category.

Table 3.4: Foil responses in Experiment 2.

Condition
Properties Control Conflict Mean
Specific 4% 17% 10%
Generic 0% 46% 23%
Mean 2% 32%

model2 found a main effect of condition (eβ = 95.7, CI = [28.6; 320.0], z = 7.403,
p < .0001), and a condition x properties interaction (eβ = 74.2, CI = [7.5; 730.4],
z = 3.691, p < .0001), such that the effect of condition was more pronounced for
participants reasoning about generic properties.

Figure 3.8 shows how this effect was distributed across participants. Recall that
participants completed eight reasoning trials in each condition. Of the 22 partic-
ipants reasoning about generic properties, 16 were more likely to give the foil re-

2 Once again, as all participants gave the correct response in the control condition with
generic properties, I used penalised maximum likelihood to set a normal prior, with mean 0
and SD 3, on the regression coefficients here (Zorn, 2005). This model also omitted the random
coefficients for the effect of condition for each participant, due to convergence issues.
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Table 3.5: Summary statistics for correct responses, by property type and condition, on the odds
of participants selecting the foil option (foil choices), and summary statistics for correct responses:
response time (RT), movement initiation time (IT), and number of reversal trajectories (Reversals).

Properties Condition Foil choices RT (msec) IT (msec) Reversals

Specific Control 4% 1,366 (964) 377 (254) 16%
Conflict 17% 1,611 (1,162) 362 (181) 52%

Generic Control 0% 1,547 (912) 444 (389) 11%
Conflict 46% 2,121 (1293) 509 (576) 59%

sponse under conflict, none were more likely to do so on control trials, and 8 never
gave the foil response. Of the 22 reasoning about specific properties, 11 were more
likely to give the foil response under conflict, 2 more likely to do so on control tri-
als, and 11 never chose the foil option. Therefore, as in Experiment 1, the main
effect does not appear to be driven by an effect only a subset of participants.

Figure 3.8: Proportion of foil responses given by each participant per condition, in Experiment 2.
separately for each property type. A small jitter has been added to vertical positions to show points
which would otherwise overlap.

As in Experiment 1, IT did not differ significantly between conditions or prop-
erty types (p’s > .2). Response times were in general slower in the conflict con-
dition (1,815 msec, SD = 1,239) than the control condition (1,458 msec, SD =
941; eβ = 130%, CI = [120%; 140%], t(186.54) = 7.057, p < .0001), and slower for
generic properties (1,747 msec, SD = 1,094) than specific properties (1478 msec,
SD = 1,064; eβ = 125%, CI = [106%, 146%], t(46.1) = 2.731, p = .0089). There
was a significant condition x property interaction, such that the effect of condi-
tion was more pronounced for generic properties (eβ = 119%, CI = [103%; 138%],
t(186.4) = 2.382, p = .0182).
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Table 3.6: The prevalence of each kind of mouse trajectory, by condition and property type.

Properties Condition Direct
Correct

Reversal
Correct

Reversal
Foil

Direct
Foil

Specific Control 77.4% 18.9% 2.1% 1.6%
Conflict 33.0% 49.7% 4.9% 12.4%

Generic Control 85.8% 14.2% 0% 0%
Conflict 20.6% 33.3% 12.2% 33.9%

MD was bimodally distributed (Bimodality coefficient = .635, Hartigan’s D =
0.02, p = .0341), and so trajectories with MD greater than 0.747 were categorised
as reversals (see Appendix B). For correct responses, these reversals occurred sig-
nificantly more often for conflict trials (61% of trials) than for control trials (17%
of trials; eβ = 9.2, CI = [6.0; 14.2], z = 10.21, p < .0001), with no effect of prop-
erty type, or condition x property interaction.

There were therefore, once again, four kinds of cursor trajectories: Direct Cor-
rect, Reversal Correct, Reversal Foil, and Direct Foil trajectories. Table 3.6 shows
the proportion of each trajectory type, broken down by condition and property
type. Across both property types, participants were less likely to go straight to
the correct option and choose it, and more likely to do so for the foil option, under
conflict. In line with the analysis of reversals above, initial movements towards the
foil, which redirect to choose the correct option, were more common under conflict,
and this difference was more pronounced for specific properties, while this manipu-
lation made participants reasoning about generic properties more likely to instead
give the foil response.

We can better understand these effects, once again, by turning to the transition
probabilities. Table 3.7 shows these transition probabilities, broken down by con-
dition and by property type. I analysed these probabilities using 2 (condition) x
2 (properties) logistic mixed models, with random intercept terms for each par-
ticipant. Initial movements to the correct response, with probability α, were sig-
nificantly more common for control trials (82.6%) than conflict trials (32.3%; eβ

= 10.1, CI = [7.0; 14.6], z = 2.312, p < .0001), but with no main effect of prop-
erty type. A marginally significant condition x property interaction (eβ = 2.0, CI
= [0.9; 4.0], z = 1.904, p = .0569) indicated that the effect of condition on α was
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Table 3.7: Transition probabilities for Experiment 2. Regardless of property type, participants are
more likely to initially move towards the correct option (α), and to ultimately select the correct op-
tion, either after initially moving towards it (β) or after initially moving towards the foil (γ) on control
trials, where the correct option and the base look alike. On conflict trials, participants who initially
moved towards the foil option were more likely to ultimately select the correct option instead (γ)
when reasoning about specific properties than when reasoning about generic properties. Participants
were initially less likely to move towards the correct option on conflict trials (blue), and after initially
moving towards the foil on conflict trials, they were more likely to change direction and select the
correct option if reasoning about specific properties than generic (red).

Condition Properties α β γ

Control
Specific 80% 97% 92%
Generic 86% 100% 100%
Both 83% 99% 96%

Conflict
Specific 38% 87% 80%
Generic 33% 63% 50%
Both 35% 76% 64%

slightly more pronounced for generic properties.
For trials where participants initially moved towards the correct option,3 the

probability of ultimately selecting the correct option (β) was greater in control tri-
als (98.7%) than conflict trials (75.8%; eβ = 46.1, CI = [11.6; 182.9], z = 5.453,
p < .0001). There was no main effect of property type, but there was a signifi-
cant property x condition interaction (eβ = 47.1, CI = [3.7; 601.5], z = 3.692, p
= .0030), such that the effect of condition for generic properties was greater than
that for specific properties. It should be noted, however, that β was largely pos-
itive. Even on conflict trials, with generic properties, participants who initially
moved towards the correct option ended up selecting in 63% of the time.

For the trajectories that initially moved towards the foil, the probability of chang-
ing direction and ultimately selecting the correct option (γ), was lower for conflict
trials (64%) than control trials (95%; eβ = 34.4, CI = [7.1; 166.2], z = 4.402, p
< .0001). There was no main effect of property types, but there was, crucially,
a property x condition interaction (eβ = 66.6, CI = [3.8; 1149.1], z = 2.890, p =
.0039), indicating that the effect of condition was greater for participants reasoning
about generic properties. Post-hoc comparisons showed no difference between par-

3 Again, in both the analysis of β and γ, as means of 0 and 1 occurred in a number of cells,
penalised maximum likelihood logistic regression was used, with a Gaussian prior (mean 0, SD 3)
on each regression coefficient.
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ticipants reasoning about specific and generic properties in the control condition (γ
> 92%; padjusted > .4), but significantly more correct responses after initially mov-
ing towards the foil option on conflict trials when reasoning about specific proper-
ties (80%) than when reasoning about generic properties (50%; eβ = 19.2, CI =

[2.1, 174.5], z = 2.622, padjusted = .0088.
In Experiment 1, I found that initial movements towards the foil option on con-

flict trials were initiated more quickly than those towards the correct option. Here,
I fitted a 2 (initial movement direction) x 2 (property type) logistic mixed model,
with random intercepts for each participant and each base species, and log-transformed
initiation times from the conflict trials as the dependent variable. There was a sig-
nificant effect of initial direction, such that movements towards the foil option (430
msec, SD = 527) were again initiated faster than movements towards the correct
option (558 msec, SD = 564; eβ = 118%, CI = [1.07%, 131%], t(346.2) = 3.325, p
= .0010). There was no effect of property type, or condition by property interac-
tion (ps > .1).

Time course

I repeated the time course analysis reported for Experiment 1, looking at the pro-
portion of trials on the side of the screen corresponding to each response option
over time. Firstly, Figure 3.9 shows the proportion of trials on the side of the screen
containing the foil option, over time, broken down by condition, and property
type. To infer when each variable began to influence participants’ motor output,
I fitted a series of logistic mixed models, predicting the proportion of responses
on the foil side of the screen at each 20 msec interval. To test the effect of condi-
tion, I fitted models with condition as a predictor, and random intercepts for each
participant. To investigate the effect of properties, I fitted models with property
as a predictor, and random intercepts for each participant, to the data from con-
flict trials only, as control trials were unaffected by manipulations of the property.
Participants were more likely to move toward the foil option in conflict trials than
control trials from 280 msec (solid vertical line in Figure 3.9). On conflict trials,
participants reasoning about generic properties were more likely to remain on the
foil side of the screen than those reasoning about specific properties from 620 msec
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Figure 3.9: Proportion of trials on the side of the screen containing the foil option, over time.
Participants were more drawn towards the foil option early in conflict trials (red) than control trials
(blue) from 260 msec (solid vertical line). Later on conflict trials, participants were more likely to re-
main on the foil side when reasoning about generic properties (solid red line) than specific properties
(dashed red line), from 620 msec (dashed vertical line).

(dashed vertical lines). In other words, participants reasoning about specific prop-
erties were more likely to override their movement towards the foil from this point.

Figure 3.10 shows, for conflict trials, the proportion of trials on the side of the
screen corresponding to each response. The top panel shows these trends for par-
ticipants reasoning about specific properties. Participants were significantly more
likely to be on the side of the foil option than the correct option from 300 msec
(first solid vertical line) to 620 (vertical dashed line), and subsequently signifi-
cantly more likely to be on the side of the correct option from 720 msec onwards
(second solid vertical line). The bottom panel, for participants reasoning about
generic properties, shows a similar trend. Participants were again significantly
more likely to be on the side of the foil option from 300 msec (first solid verti-
cal line), but this initial effect persevered for much longer when reasoning about
generic properties, to 1,220 msec (vertical dashed line), and participants never
showed a significant preference for the correct option’s side of the screen.

Therefore, participants reasoning about both kinds of property were initially
driven by perceptual cues in the conflict condition, but those reasoning about spe-
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cific properties were more likely than those reasoning about generic properties to
subsequently draw on conceptual knowledge and move instead to the side of the
screen containing the correct response option, and were faster to do so.

75



Figure 3.10: Time course of attraction towards foil and correct response options on conflict trials
with generic (top) and specific (bottom) properties. Participants reasoning about both kinds of prop-
erty show an early preference for the foil option (statistically significant from the first solid vertical
lines to the dashed vertical lines) which is inhibited quickly for specific properties, and more slowly,
and less often, for generic properties. Only participants reasoning about specific properties showed a
later significant preference for the correct option (second solid vertical line).
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3.3.3 Discussion

In this experiment, participants completed a version of the inductive triad task
using artificial categories. Perceptual cues influenced both participants’ early cur-
sor movements, and their ultimate responses. When perceptual cues and concep-
tual knowledge conflicted, participants were more likely to initially move the cur-
sor towards the foil option, particularly if they were quick to initiate their move-
ment, and were also more likely to ultimately select the correct option, regardless
of initial movement. Similarly, the time course data showed that participants’ cur-
sor movements were driven by these perceptual cues towards the foil option early
on conflict trials, but that this initial tendency was generally overridden. In this
sense, the current experiment replicates the results of Experiment 1.

This experiment goes further by manipulating the kind of property about which
participants reasoned: either specific properties, which were related to the ontolog-
ical distinction between the categories, or uninformative, generic properties, which
were not. This manipulation had no significant effect on participants’ early move-
ments, and indeed in the control condition, where participants rarely moved to-
wards the foil option, they appeared to play very little role at any stage. In the
conflict condition, however, where participants initially moved towards the foil
option on most trials, I found that participants reasoning about specific, distinc-
tive properties were more likely to override their initial, perceptually-driven move-
ment towards the foil than participants reasoning about generic properties. In
other words, although reasoning about specific properties made participants no
less likely to initially rely on perceptual cues during reasoning, it did make them
more likely to reject their initial perceptually cued representation (see Table 3.7,
and Figure 3.10).

3.4 General Discussion

In these two experiments participants completed versions of the inductive triad
task where they were asked to generalise a property from a base category to one
or other response category. They could rely either on conceptual knowledge, and
so generalise the property to the category that belonged to the same category as
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the base, or on perceptual cues, and generalise to the category that looked like the
base. In both experiments, I manipulated whether the cues agreed or disagreed,
so that on conflict trials perceptual cues would lead participants to select the foil
response option rather than the conceptually-related one. On these conflict trials,
participants were more likely to select the foil category. Furthermore, they were
more likely to make fast initial mouse movements towards the foil, which they of-
ten overrode to select the correct category instead. These results are consistent
with Bright and Feeney’s (2014b) hybrid theory of induction.

I also raised the question of how perceptual cues and conceptual knowledge
might interact during induction. One option was that participants selectively re-
lied on perceptual cues or conceptual knowledge. The alternative was that partici-
pants were initially driven by perceptual cues, but sometimes overrode theses cues
when they realised them to be inappropriate, and relied on conceptual knowledge
instead.

The results showed that participants, although usually initially moving towards
the perceptually-cued foil, sometimes moved directly towards the conceptually-
cued option, with these movements generally taking longer to initiate than those
towards the foil. There are two possible explanations for such trials. It may be
that participants simply draw on conceptual knowledge here, a process which takes
longer, and then act on it. Alternatively, participants on these trials may have first
processed the perceptual cues, but inhibited them and replaced them with their
conceptual knowledge before initiating their cursor movement. It is not clear at
present how these possibilities could be disentangled, and so for the time being
this particular issue remains an open question.

In Experiment 2, I manipulated the kinds of properties participants reasoned
about: either specific properties, that were saliently related to the distinction be-
tween the two categories, or generic properties, that were not. This manipulation
mainly affected what participants did on trials where they initially moved towards
a perceptually-cued foil option. Participants reasoning about specific properties
were significantly more likely to override their initial movement and select the cor-
rect option instead than those reasoning about generic properties. The manipu-
lation did not make participants any less likely to initially move towards the foil
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option, and its influence on the time course data emerged relatively late in reason-
ing (see Figure 3.9). It also had no influence on control trials, where participants
almost invariably selected the correct option. Therefore, it would appear that
this manipulation mainly served to make participants more likely to inhibit their
perceptually-driven responses on trials in which they were initially driven towards
giving them. This is consistent with much previous work, both using the current
paradigm (S. A. Gelman & Davidson, 2013) and other inductive tasks (Heit & Ru-
binstein, 1994; Ross & Murphy, 1999), indicating that the kind of information peo-
ple draw on in inductive reasoning is contingent on the nature of the properties to
be projected. A future question raised by this result concerns whether this manip-
ulation serves to make participants more likely to inhibit perceptual cues, or if it
makes certain structured knowledge easier to retrieve by cuing or priming it.

The purpose of these experiments was to investigate adults’ inductive reasoning,
and the results are consistent with Bright and Feeney’s (2014b) hybrid account.
Specifically, they suggest that induction cannot be explained entirely by either ac-
counts based on unstructured associative knowledge such as (perceptual or rep-
resentational) similarity (i.e. Fisher et al., 2015; Rogers & McClelland, 2004; Slo-
man, 1993; Sloutsky & Fisher, 2004a) or by purely structured, conceptual knowl-
edge (i.e. S. A. Gelman & Markman, 1986; Griffiths & Tenenbaum, 2009; Kemp &
Tenenbaum, 2009; Osherson et al., 1990). Instead, both kinds of information ap-
pear to influence adults’ reasoning, with simple perceptual similarity drawn on
earlier in the process, and perhaps serving as a default. However, these results
also have implications for theories of children’s reasoning. As discussed in Chap-
ter 1, and earlier in the current chapter, a number of experiments have claimed to
show that young children’s inferences are either driven by conceptual knowledge
(S. A. Gelman & Davidson, 2013; S. A. Gelman & Markman, 1986; S. A. Gelman
& Waxman, 2007; Rhodes & Gelman, 2009), or that they are driven by percep-
tual similarity (Sloutsky & Fisher, 2004b, 2008; Sloutsky et al., 2007). These pre-
vious experiments (i.e. S. A. Gelman & Davidson, 2013; S. A. Gelman & Mark-
man, 1986; Sloutsky et al., 2007), however, have focused on a binary question: do
children draw on perceptual cues, or on conceptual knowledge during reasoning?
Therefore, these experiments only presented participants with conflict trials, and
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their responses were classed as either consistent with reliance on perceptual sim-
ilarity, consistent with reliance on conceptual knowledge, or not significantly dif-
ferent from chance in either direction. As discussed in Chapter 1, an experimental
control condition, of the type used here, where both cues agree, makes it possible
to discover not only which cue dominates when both conflict, but also whether the
neglected cue, perceptual similarity in this case, has any influence at all.

Therefore, these results with adults suggest a new interpretation of the devel-
opmental data: if both perceptual similarity and conceptual knowledge influence
adults’ reasoning, they likely both also play a role in children’s inferences. This
perspective may make sense of apparently contradictory results in the develop-
mental literature, where children seem to draw on conceptual knowledge in some
scenarios but not others. It is likely that these studies differ in terms of the factors
which make participants more or less likely to inhibit initially influential percep-
tual cues. Thus, while children may have access to both perceptual cues and infor-
mation about conceptual knowledge across all of these experiments, they are more
likely to inhibit the former in favour of the latter when categories differ at a high,
ontological level, when entities are more easily categorised, or when the properties
under consideration are conceptually related to the distinction between the cate-
gories (S. A. Gelman & Davidson, 2013). In short, the current results suggest that
developmental researchers should be less concerned about whether children rely on
similarity or on conceptual knowledge, and instead ask when do children rely on
either form of information.
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CHAPTER 4

Associative vs. Structured Knowledge in

Induction

4.1 Introduction

In Chapter 3, we saw that induction can be driven by more than one kind of in-
formation, as perceptual similarity and conceptual knowledge came into conflict
during reasoning. Bright and Feeney (2014b), in their hybrid theory, proposed
a more subtle distinction in inductive reasoning, between associative and struc-
tured knowledge. While a number of results show that both kinds of knowledge
can drive inductive reasoning, however, less is known about how these kinds of
knowledge interact. This is the question I seek to answer in this chapter.

As Bright and Feeney (2014b) note, theories of induction can be classed in two
ways. Some theories propose that induction is based on structured knowledge: the
world is organised into coherent categories, and specific knowledge about these cat-
egories, and the often complex relationships between them, is used as the basis for
inference. One such theory is Osherson et al.’s (1990) similarity coverage model,
that describes inferences about species of animal with reference to the taxonomic
relationships between them. More recent accounts have generalised this idea, cast-
ing induction as a process of Bayesian inference (Griffiths & Tenenbaum, 2005,
2009; Heit, 1998; Kemp & Tenenbaum, 2009). At the core of these accounts is the
notion that in category-based induction, we attempt to use the information given
in the premises (i.e. “Carrots have disease X”) to update our beliefs about the dis-
tribution of this property across all categories. To do so, we must be able to ex-
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press how various categories are related: the probability that rabbits have a given
disease, given that carrots have it, depends on the means by which diseases can
be transmitted between various species, in this case, through ecological interac-
tions, such as a food chain. Similarly, biological properties, such as genes, are most
strongly projected according to the distance between species in the taxonomic tree
(Heit, 1998; Osherson et al., 1990), while if we know that certain artefacts are
found in one city, geographical distance is used to decide which other cities are
likely to house them (Kemp & Tenenbaum, 2009).

On the other hand, a number of theories of inductive inference, and category-
based induction in particular, rely on simpler, associative forms of knowledge.
Similarity, including visual similarity, discussed in Chapter 3, is one such form of
knowledge; things that are similar (share many properties, or features, that we
know of; see Medin, Goldstone, & Gentner, 1993) are likely to also share novel
properties. For instance, on learning about two animals, both of which live un-
derwater, have scales, and breathe through gills, we do not need to know what a
“fish” is to predict that if one lays eggs, the other likely does as well. Of course, as
discussed in Chapter 3, similarity comes in many forms, and Fisher et al. (2015)
make a useful distinction between perceptual and representational (i.e. knowledge-
based) similarity. Perceptual similarity is most often proposed as the basis of in-
duction in children (Sloutsky, 2010; Sloutsky & Fisher, 2008; Sloutsky et al., 2007,
see also Chapter 3). A number of theories of induction in adults, however, are
based on the overlap of features in our mental representations (Rogers & McClel-
land, 2004, 2008; Sloman, 1993) or perceptual input (Sloutsky & Fisher, 2004a,
2008). Other associative accounts of induction, including of inductive generali-
sation during learning, are based on what is variously referred to as contiguity,
co-occurrence, or thematic relations: things that are often seen together are more
likely to share properties than things that are not (Kruschke, 1992; Rescorla &
Wagner, 1972; Rumelhart, 1986).

Bright and Feeney (2014b) argue that neither structured nor associative ac-
counts of induction alone are complete. As noted by Murphy and Medin (1985),
associative accounts of categorisation and induction fail to capture some of the
flexibility and complexity seen in human reasoning. In particular, participants
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have been shown to be sensitive to property effects when reasoning inductively:
the strength of an argument is dependent on the kind of property projected (Heit
& Rubinstein, 1994; Shafto et al., 2007; Shafto, Kemp, Baraff, Coley, & Tenen-
baum, 2005). Therefore, transmittable properties such as infectious diseases are
thought to be shared by animals that are related ecologically, such as predators
and prey in a food chain, whereas biological properties such as genes are shared
only by animals that are close together in their taxonomic tree. It is difficult to ac-
count for such flexibility in a purely associative account (but see work by Rogers
& McClelland, 2004; Sloutsky & Fisher, 2008). Structured models such as the
Bayesian accounts discussed above (i.e. Kemp & Tenenbaum, 2009), in contrast,
draw on different knowledge structures for different inferences, and so can capture
this flexibility in human reasoning.

At the same time, it seems unlikely that structured knowledge alone drives in-
ductive reasoning. Induction is an ubiquitous phenomena, encompassing any infer-
ence that goes “beyond the information given” (Bruner, 1973). This ranges from
simple perceptual inferences, to the development and postulation of scientific the-
ories (see Kemp & Jern, 2014, for a taxonomy of inductive inferences). Further-
more, inductive reasoning is not exclusive to human adults: similar inferences, al-
though in simpler domains, must be made both by children, and throughout the
animal kingdom. Associative theories of induction provide accounts that make
more reasonable claims about the cognitive abilities required to reason inductively.
Indeed, in the spirit of H. A. Simon (1956), associative processes may satisfice, of-
ten yielding the same inferences as structured accounts, but with considerably less
effort.

Faced with this dichotomy between associative and structured knowledge in in-
duction, Bright and Feeney (2014b) proposed a theory that combines both forms
of knowledge. This hybrid theory claims that both kinds of knowledge are drawn
upon during reasoning, with a key distinction between the two being their process-
ing characteristics. By this account, associative knowledge can be retrieved quickly
and easily, while structured knowledge is slower to retrieve, and places greater de-
mands on working memory to utilise.

Evidence for this hybrid theory comes from experiments that manipulate the
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processing conditions under which participants reason. This research is discussed
in more detail in Chapter 1, but to recapitulate, participants’ inferences (their
choices, or ratings of argument strength) are predicted by measures of associative
knowledge under all circumstances. Furthermore, under favourable conditions only
(i.e. in the absence of time pressure, or cognitive load), inferences are addition-
ally predicted by appropriate measures of structured knowledge, such as whether
participants believed two species belonged to the same taxonomic group when rea-
soning about biological properties.

Of particular relevance to this thesis, which focuses on conflict in reasoning,
Bright and Feeney (submitted, see also Crisp-Bright, 2010, Chapter 5) report a
version of the inductive triad task (S. A. Gelman & Markman, 1986) that places
associative and structured knowledge directly in conflict. In the trial shown in Fig-
ure 4.1, for example, participants were told a biological property of carrots (they
have “C5s cells”), and chose between generalising this property to rabbits, or to
bamboo. Carrots and rabbits are strongly associated, and so a participant rely-
ing on associative knowledge would project a property from carrots to rabbits.
This is despite the fact that the link between the species is a food chain, and so
doesn’t provide a means for them to share a biological property. Carrots and bam-
boo, on the other hand, are both plants, and so are more likely to share such a
property. The associative link between the two species, however, is substantially
weaker, and so projecting the property to bamboo requires that one inhibits the
associative knowledge linking carrots and rabbits before one can draw on the struc-
tured link between carrots and bamboo instead. Consistent with the hybrid the-
ory, participants were less likely to select the taxonomically-related response op-
tion over a strongly associated foil in this task when under heavy cognitive load,
or if they had poor semantic inhibitory control (a measure of their ability to in-
hibit task-irrelevant semantic information; Burgess & Shallice, 1996; Markovits
& Doyon, 2004). Like most studies that analyse only participants’ ultimate re-
sponses, however, while these results do reveal what information drove partici-
pants’ final choices, we are limited in what conclusions we can draw about how
different processes interact during this task. To address this shortcoming, in this
chapter I present a mouse tracking extension of the Bright and Feeney (submitted)
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triad task.

Figure 4.1: A conflict trial from Bright and Feeney (submitted). Participants learn that carrots
posses the given biological property, and asked which of the other two species, bamboo or rabbits,
are likely to share this property.

How might associative and structured knowledge interact during this task? Again,
I propose two possibilities. First, it may be that people selectively draw on asso-
ciative knowledge or structured knowledge for a given inference. In this case, we
would expect to find little evidence of actual conflict during reasoning, as both
kinds of knowledge would not compete during a single trial. This would lead to
cursor trajectories where participants move directly towards one or other option,
and then select it, rather than changing direction mid-flight. The second possi-
bility is that associative knowledge may be activated early in reasoning, but be
later overridden, at least some of the time, by slowly-retrieved, more cognitively
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demanding structured knowledge. In this case, participants would be conflicted
when they do override, or at least attempt to override, their association-driven re-
sponse. Cursor trajectories in this case should largely be initially drawn to the foil
species when it is cued by associative knowledge, but also likely to override this
initial movement and select the correct species instead at least some of the time.

4.2 Experiment 3

In this experiment, I adapted Bright and Feeney’s (submitted) inductive triad
task to record participants’ mouse cursor trajectories as they choose to generalise
a property to one or other species. Analysing participants’ responses, I hoped to
replicate that study’s basic finding, that participants are less likely to select the
taxonomically-related response species when the foil option is strongly associated
with the base species. Going beyond this, however, I hoped to use participants’
mouse cursor data to draw conclusions about the processes leading up to these re-
sponses.

4.2.1 Method

Participants

Forty-one undergraduate students at Queen’s University Belfast participated in ex-
change for course credit. Data were lost from one participant due to a malfunction
in the experimental software. Participants completed the experiment in a labora-
tory. The experiment was programmed using the PsychScript package (see Chap-
ter 2) and run in the web browser.

Stimuli

Stimuli were those used by Bright and Feeney (submitted). There were fourteen
experimental stimulus sets, in which participants reasoned about genetic prop-
erties. Each set consisted of a base species, which participants were told had the
property in question, a correct response species, and two foil species. Each species
was represented in the experiment by a labelled picture (see Figure 4.2). Crisp-
Bright (2010, Chapter 2) collected ratings of the strength of association between
the base and the correct species, and between the base and strongly associated
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species. She presented 18 undergraduate students with pairs of species names (i.e.
“Snails and Octopuses”) and asked them to rate, on a scale from 1 to 9, how strongly
associated they believed the species to be, giving their first, intuitive response.
These average association ratings, along with a table of the species used, can be
found in Appendix G.

In each stimulus set, the base and correct species were moderately associated
with each other, according to Crisp-Bright’s (2010, Chapter 2) ratings, and be-
longed to the same taxonomic category (mammals, reptiles, fish, birds, or plants).
The two possible foil species belonged to a different taxonomic category than the
base. Each set had a conflict foil, that was strongly associated with the base, and
a control foil, assumed to be weakly associated. Each set was presented twice,
once with its conflict foil, and once with its control foil, for a total of twenty eight
experimental trials. All stimuli used on experimental trials can be found in Ap-
pendix H

Figure 4.2: A screen shot from Experiment 3. Participants were told that the base species, Salmon,
had a certain biological property, and where asked which of the two response species, Goldfish or
Bears, were most likely to also have this property.

There were a further fourteen filler stimulus sets, in which participants rea-
soned about diseases. These consisted of the same base species as in the experi-
mental sets, but different response species: the correct response species here were
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the strongly associated foils from the experimental stimulus set, and so related
to the bases in a way that would allow the transmission of disease, while one foil
response belonged to the same taxonomic group as the base, and one did not.
Again, each set was presented twice, once with each foil. These trials were in-
cluded in order to prevent participants from adopting a strategy of always select-
ing the taxonomically-related response species, and were not included in the anal-
yses. Participants were asked about genetic properties on experimental trials, and
diseases on filler trials. Each property was given a fictional, uninformative name,
e.g. “gene 5U3”/“disease 3k0”.

Procedure

The 28 experimental trials and 28 fillers were presented in randomised order. Ta-
ble 4.1 shows the format of the reasoning trials. Each trial began with the word
“GENE” or “DISEASE” displayed in the centre of the screen in large font for 1
second, and then shrinking and moving to the top of the screen where it remained
throughout the trials, to remind participants what kind of property they were rea-
soning about. Participants were next presented with the specific property (text
for filler trials in brackets): “There’s a kind of gene [disease] called x3f, which is
found in the body of [is known to infect] either...’, for 2.4 seconds. They then saw
one species option in the top left corner of the screen, along with the text “...this
species...”, followed by the other species in the top right corner and the text “...or
this species”, for 1.6 seconds each, with only one species shown at a time. The lo-
cation of each response option was randomised on each trial. Both response op-
tions were then displayed, along with the text “Which species do you think is most
likely to have this gene in their bodies [be infected by this disease], given that it is
also found in... [that it also affects...]”.

At this point, participants were required to click a START button in the bot-
tom centre of the screen, after which the text was replaced by a 1.5 second fix-
ation, and then by the base species. After the onset of the base species, partici-
pants responded by clicking one or other response species, and the position of the
mouse cursor was recorded continuously as they did so. Participants were required
to respond within 5 seconds, and were prompted to start moving earlier on tri-
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Table 4.1: The procedure followed on reasoning trials in Experiments 3 and 4.

Stage Stimuli Duration
(msec)

Prime property “GENE” or “DISEASE” in centre of screen 1,000

Property “There’s a kind of gene [disease] called x3f, which is
found in the body of [is known to infect] either …”

2,400

Response species #1 “…this species…” (show species in top left) 1,600

Response species #2 “…or this species.” (show species in top right) 1,600

Prompt to start trial “Which species do you think is most likely to have
this gene in their bodies [be infected by this disease],
given that it is also found in… [that it also affects…]”
(show both response species, and “Next” button)

Click
“Next”
button

Show base species;
Record response

Show base species in centre of screen; Record cursor
position as participants select a response species.

< 5,000

als in which the mouse cursor did not move within the first 1.3 seconds, a time
which was selected based on pretests (see Chapter 2). On trials in which partici-
pants moved the cursor off the start button during the fixation period, they were
brought back to the point before they clicked the START button, and asked not to
start moving until they saw the final species.

Following Bright and Feeney (submitted), after the induction trials participants
completed a post-test check to ensure that they possessed the appropriate struc-
tured knowledge. For each experimental stimulus set, the base species was paired
with the correct response species and both foil species, to create 42 pairs. Partici-
pants were asked to indicate, for each pair, if the two species belonged to the same
“biological group”. There were also 42 filler questions, created by pairing each base
species with its possible responses from the filler induction trials, in which par-
ticipants were asked if the pair belonged to the same “food chain”. Each question
was accompanied by the labelled images of each species used in the induction tri-
als, and participants responded by clicking buttons marked “Yes” or “No”. The 84
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post-test questions were presented in random order.

4.2.2 Results

Post Test Check

The post-test data make it possible to ensure that participants possessed the ap-
propriate structured knowledge for each trial. For instance, if participants did not
realise that dolphins and llamas belong to the same biological group (mammals)
then we cannot asses the interaction of associative and structured knowledge when
reasoning about these species. Appendix I shows the proportion of participants
who correctly identified that the base and correct response species belonged to the
same taxonomic group, and that the base and foil response species did not, for the
stimuli used in the experimental trials. Participants only performed above chance
on the post-test for the correct response species for 7 of the 14 stimuli sets (bino-
mial test, N=40, 67.5% accuracy required for p < .05), and so only these sets were
included in the subsequent analyses.

Reasoning Accuracy

Due to an error in the software used to run the experiment, mouse cursor data
were recorded incorrectly on 40 trials (7.1% of total) in which participants took
more than 2,200 msec to respond, and so these trials were discarded from the anal-
ysis. In the analyses that follow, I fitted linear or logistic mixed models, with ran-
dom intercepts for each participant, and for each stimulus set.

Participants were significantly more likely to choose the foil species on conflict
trials, where the foil and the base were strongly associated (26%), than on control
trials, where they were not (5%; eβ = 10.6, CI = [5.2; 21.8], z = 6.421, p < .0001).
It may be the case that this effect is driven by a subset of participants who are in-
fluenced by associative knowledge. Figure 4.3 shows each participant’s number of
foil responses, by condition. Of the 40 participants, 30 gave the foil response more
often under conflict, none did so more often on control trials, and 10 never gave
the foil response. Therefore, the main effect on participants’ responses appears to
apply across all participants, or at least all participants who did not achieve per-
fect accuracy.
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Figure 4.3: Participants’ number of foil responses, by condition. Of 40 participants, 30 gave more
foil responses under conflict, and 10 never gave the foil response.

Correct Responses

On trials in which the correct response was given, there was no difference in re-
sponse time between the conditions (1,264 msec in conflict condition, SD = 297,
1,273 msec in control condition, SD = 361; t < .8, p > .4). Participants were sig-
nificantly faster to initiate the mouse movements for correct responses in the con-
flict condition (628 msec, SD = 213) than in the control condition (688 msec, SD
= 206; eβ = 89%, CI = [84%, 95%], t(405.2) = 3.670, p < .0001).

Maximum Deviation was bimodally distributed (Bimodality Coefficient = .705;
Hartigan’s D = .0422, N = 520, p < .0001), and trajectories were classified as
either direct trajectories or reversals, as described in Chapter 2 (MD cut-off =
0.524). A significantly greater proportion of trials where participants selected the
correct species were classed as reversals in the conflict condition (16%) than the
control condition (8%; eβ = 2.2, CI = [1.2; 3.9], z = 2.524, p = .0116). Therefore,
although response latencies do not suggest conflict, analysis of participants’ mouse
cursor movements shows that responses based on structured knowledge showed a
greater attraction towards the foil response option when the foil was strongly asso-
ciated with the base species.
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Cursor Trajectories

Once again, cursor trajectories in this experiment can be classed as either Direct
Correct, Reversal Correct, Reversal Foil, or Direct Foil trajectories. Table 4.2 shows
the proportion of each trajectory type by condition. Under conflict, there was a
small increase in the number of Reversal Correct responses, and a considerably
larger increase in the number of incorrect responses.

Table 4.2: Proportion of each trajectory type, by condition. Under conflict, participants were
markedly more likely to directly move to the foil option, and less likely to directly move to the cor-
rect option.

Direct Correct Reversal Correct Reversal Foil Direct Foil
Control 87% 8% 0.8% 4%
Conflict 62% 12% 3% 23%

Transition probabilities for trajectories from this experiment are shown in Ta-
ble 4.3. Participants were significantly more likely to initially move towards the
correct species on control trials (88%) than conflict trials (65%; eβ = 4.7, CI =
[2.9; 7.6], z = 6.284, p < .0001). On trials where they have moved towards the cor-
rect option, participants were also more likely to select it on control trials (99%)
than conflict trials (96%; eβ = 5.2, CI = [1.04; 26.2], z = 2.006, p = .0448), al-
though in both cases participants who initially move towards the correct option
are extremely unlikely to subsequently change direction. Finally, on the trials
where participants did initially move towards the foil option, they are more likely
to change direction and select the correct option instead on control trials (68%)
than on conflict trials (34%; eβ = 16.9, CI = [3.6, 80.2], z = 3.567, p = .0004).

Lastly, on conflict trials, movement initiation times did not differ significantly
between initial movements that were towards the correct option (617 msec, SD =
225) and those towards the foil option (652 msec, SD = 201; t(251.8) = 1.365, p =
.1733).

Time Course

Figure 4.5 plots the proportion of trials in which the cursor is on the foil species’
side of the screen (top), and the correct species’ side (bottom), broken down by
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Figure 4.4: The possible transitions that can
occur during a trial.

Parameter Control Conflict

α 88% 65%∗∗∗

β 99% 96%∗

γ 68% 34%∗∗∗

Note: ∗p < .05; ∗∗p < .01; ∗∗∗p < .001.

Table 4.3: Transition probabilities for Experiment 3.

condition. For each plot, a series of logistic mixed models were fit, with the proba-
bility of the cursor being on that side of the screen predicted by condition (control
or conflict), across each 20 msec window, from 100 to 1,000 msec. Random inter-
cepts were included for each participant and for each base species. By identifying
the points from which there were significant effects of condition in each series of
models, we can see at what point in time manipulating the association of the foil
species affected participants’ cursor trajectories to that side of the screen. Trials
in the conflict condition were more likely to move towards the foil response than
those in the control condition from 480 msec onwards. Those in the control condi-
tion were more likely to move towards the correct response than those in the con-
flict condition from 760 msec onwards.

Figure 4.6 shows the same data, but with separate plots for the control (top)
and conflict (bottom) conditions, and separate lines corresponding to the propor-
tion of trials on each side of the screen. Divergence times were calculated in the
same way, this time reflecting the point, in each condition, that participants be-
came more likely to move towards the correct species than the foil. In both con-
ditions, this divergence occurred at 480 msec. This means that while participants
selected the foil option significantly more often on conflict trials than control tri-
als, they were no slower to show a preference for the correct species under conflict.

Recall that in Experiments 1 and 2, the plots corresponding to the bottom panel
of Figure 4.6 showed a cross-over trend: participants were initially more likely to
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Figure 4.5: Proportion of trials on each half of the screen, over time. Vertical lines show the points
from which there were significant differences between the control and conflict conditions.

Figure 4.6: Proportion of cursors on each half of the screen, over time. Vertical lines show point
from which participants were more likely to move towards the correct option than the foil.
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move towards the foil option, with this initial preference fading, and eventually
reversing, as the correct option was chosen on the majority of trials. Here, instead,
we see that participants are never more likely to move towards the foil option than
the correct one. The implications of these temporal dynamics are discussed below.

4.2.3 Discussion

In this experiment, participants had to generalise a biological property from a
base species to one of two other species: one that belonged to the same taxonomic
group as the base, and one that did not. On conflict trials, but not control trials,
there was a strong association between the base and foil, so participants should
have been drawn towards selecting the foil species on these trials if this irrelevant
associative knowledge plays a role in inductive reasoning. Replicating the core
findings of Bright and Feeney (submitted), I found that participants were more
likely to select the foil species on conflict trials, driven by associative knowledge.

Going beyond previous research, this experiment allows us to draw inferences
about how these two kinds of knowledge interact. Bright and Feeney (submitted)
also showed that participants were more likely to select the foil response under
conflict if they had poor semantic inhibitory control, or were placed under heavy
cognitive load. This suggests that drawing on the structured knowledge needed to
respond correctly on conflict trials requires top-down executive functions. It may
be that the actual utilisation of structured knowledge places demands on these ex-
ecutive processes, or alternatively, that associative knowledge must be inhibited
before structured knowledge can be retrieved. Perhaps consistent with the lat-
ter interpretation, I found that on trials where participants did select the correct
species, they were more likely to initially move towards the foil species on conflict
trials, where the foil was strongly associated with the base.

Other findings, however, make this less clear. The proportion of correct responses
that were reversals, for instance, was low compared to other experiments reported
in this thesis: 8% of control trials, and 16% of conflict trials. The current experi-
ment also differed from Experiments 1 and 2 in that participants’ response times
were no slower for conflict trials than for control trials. Similarly, the participants
initially moved towards the foil species on only 35% of conflict trials, but after do-
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ing so, they only subsequently changed their minds to select the correct species in-
stead 34% of the time. Finally, the time course analysis showed that even on con-
flict trials, participants never were more drawn towards the foil species than the
correct one. Therefore, a more accurate description of these results is as follows.
In some cases participants’ mouse movements were initially driven by associative
knowledge, and later intervened upon on the basis of structured knowledge. On
the majority of conflict trials, however, participants either moved directly to the
species cued by structured knowledge, or moved straight to the response cued by
associative knowledge.

These results differ from those found in Experiments 1 and 2 in a number of
ways. However, before I attempt to interpret these results any further, a limita-
tion of this experiment must be noted. Participants’ performance on the post-test
check, which was used to ensure that they knew that each correct response species
belonged to the same biological group as its corresponding base species, was ex-
tremely poor. Specifically, participants’ performance was not significantly above
chance when it came to knowing that the following species belonged to the same
group: dolphins and llamas, monkeys and seals, snails and octopuses, bananas and
tulips, penguins and chickens, mice and goats, and Orca whales and cows. As a
result, data from these 7 of the 14 stimuli sets were excluded from the analysis.
Given that the purpose of this chapter is to study conflict between associative and
structured knowledge, such poor taxonomic knowledge may be problematic. Con-
sider, for instance, a participant who is drawn towards generalising a gene from
dolphins to cod, rather than from dolphins to llamas. If this participant knows
that dolphins and llamas are mammals, and cod are not, then we can infer that
this attraction is driven by unstructured associative knowledge. However, if this
participant believes that dolphins and cod belong to the same taxonomic group,
then both their associative and structured knowledge would support the same in-
ference. In this case, it is difficult to know what form of knowledge they are draw-
ing upon.

Therefore, In Experiment 4, I attempted to replicate these findings conceptually,
using new stimuli for which the appropriate taxonomic relationships are more ob-
vious. Furthermore, Experiment 3 relied on association ratings collected by Crisp-
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Bright (2010, Chapter 2) from a different pool of university students, and only al-
lowed for the manipulation of the foil species, which was either strongly associated
with the base, according to the prior ratings, or (assumed to be) not associated.
In Experiment 4, in contrast, I collected association ratings for each species pair
from each participant, after they had completed the rest of the experiment. In this
way, it was possible both to investigate the relationship between association rat-
ings and participants’ choices and cursor movements in a more nuanced way, and
to use each participants’ actual beliefs about the strength of association between
species, rather than aggregate ratings from a separate pool of participants, in the
analyses.

4.3 Experiment 4

In Experiment 4, I attempted to replicate the findings of Experiment 3, but with-
out the need to discard data from trials for which participants lacked appropri-
ate taxonomic knowledge. Beyond this, I wished to explore how each participants’
own beliefs about the strength of association between various species interacted
with structured knowledge during reasoning. Therefore, in this experiment, I asked
participants to rate the association between each base species and every response
species it was paired with for the reasoning trials. This improves on the method
used in the previous study in two ways. First, while Crisp-Bright (2010, Chap-
ter 2) collected ratings of the association between the base species, the correct
response species, and the strongly associated foils used in the previous experi-
ment, she did not collect ratings for the associations between the bases and the
foil species assumed to be weakly associated. Second, Crisp-Bright (2010) collected
association ratings from one set of participants, and reasoning data from another.
Therefore, it was the average association rating between species that she used as a
predictor in here analyses. Here, on the other hand, I collected each participants’
own idiosyncratic ratings of the associations between the species, allowing a more
fine-grained analysis of how such associative knowledge influences reasoning.

97



4.3.1 Method

Participants

Forty four undergraduate students completed the experiment in exchange for course
credit, in a laboratory. The experiment was programmed using the OpenSesame
experiment builder (see Chapter 2).

Stimuli

In the experimental trials, participants were asked about biological properties,
specifically cells. Nine new stimulus sets were generated for the experimental tri-
als, intended to be more familiar to participants than those used in Experiment 3.
Each new set had three foil species, one intended to be weakly, one moderately,
and one strongly associated with the base. Each set was presented three times,
once with each foil species. Stimuli were selected according to a number of partial
pretests, in which participants rated the strength of association between species us-
ing the procedure from Crisp-Bright (2010, Chapter 2), described above. The full
set of stimuli can be found in Appendix J.

For the filler trials, where participants were asked about diseases, an additional
fourteen stimulus sets were generated, each containing a base species, a correct
response species likely to share a disease with the base, and three different foil
responses, one for each time the set was presented. One possible concern about
the design of Experiment 3 is that the species designated as the correct response
for each experimental stimulus set was the correct response on every trial it fea-
tured in. Therefore, the fourteen correct response species from the experimental
trials here were used as foil species (that is, the species that were unlikely to share
a disease with the base species) on three different filler trials. This meant that
these species were the correct response option in the three experimental trials in
which they featured, but also the incorrect response option in three filler trials.
The properties to be reasoned about — genes on the experimental trials, and dis-
eases on filler trials — were unchanged from Experiment 3.

To ensure that participants did not complete experimental trials with the same
base species in close succession, the order of trials was randomised with constraints
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for each participant. First, the experimental trials were randomly divided into
three blocks of nine trials, with each block containing three weak, three moder-
ate, and three strong foils, and one trial from each stimulus set in each. Nine of
the twenty-seven filler trials were then added to each block. Finally, the order of
trials within each block was randomised repeatedly, until at least 5 trials separated
repetitions of each base species.

Procedure

There were minimal changes to the reasoning trials from Experiment 3. However,
this experiment was conducted using the OpenSesame platform, which allowed
greater experimental control over the mouse cursor. Therefore, instead of requiring
participants not to move the cursor during the fixation period, the cursor’s posi-
tion was automatically reset to the centre of the START button after the fixation.

After the reasoning trials, participants again completed a post-test check. In
the first part of the post-test, participants rated the strength of association of the
thirty-six base-response species pairs from the experimental trials. These consisted
of the nine base species, each of which was paired with its correct response species
and its three foil species. For this section, participants were presented with the
following instructions, taken directly from Crisp-Bright (2010, Chapter 2, p. 60):

[...] Please think about all kinds of possible associations, such as causal,
functional, categorical, etcetera. Please do not think in detail about the
mechanism by which they are related, just give your intuitive response.
For example, if you believe that ladybirds and butterflies are strongly
associated please give a rating closer to 9. In contrast, if you think cars
and ladybirds are unrelated, please give a rating closer to 1. Please give
the answer that first comes to mind, as fast as possible.

On each rating trial, the labelled images of each species were shown side by side,
with their positions randomised. Participants gave their ratings by clicking on but-
tons labelled 1 to 9 below the images, with 1 subtitled “Not associated at all”, and
9 subtitled “Very strongly associated”.
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The second part of the post-test checked participants’ structured knowledge.
Participants were presented with pairs of species, in the same format as the as-
sociation rating trials, and gave yes or no responses by clicking the marked but-
tons. There were three blocks in this part of the post-test, and the order of trials
within each block was randomised. First, for each of the nine experimental stim-
ulus sets, the base species and the correct response species belonged to the same
taxonomic group. These nine pairs of species were presented along with an addi-
tional nine pairs that did not belong to the same group. Participants were asked
in each case if the pair shown belonged to the same biological group, and told “Bio-
logical groups are the main branches when you think about the ‘family tree’ of the
natural world”, and that the biological groups in the experiment were mammals,
fish, reptiles, birds, and plants.

Second, for five of the experimental stimulus sets, the base species was related
to the moderately and strongly associated foils via a food chain relationship —
one species eats the other. These ten base-foil pairs were presented along with ten
other species pairs not related in this way. Participants were asked if each pair
shown belonged to the same food chain, and told “Species belong to the same food
chain if one is eaten by the other (predators and prey for animals, or a plant which
is eaten by an animal)”.

Finally, for the remaining four experimental stimulus sets, the base species was
related to the moderate and strong foils in that they shared an ecological habitat.1

These eight base-foil pairs were presented along with the eight other pairs that
did not share a habitat, and participants were asked if thee pair shown “live in the
same kind of habitat”.

4.3.2 Results

Post Test Check

For each stimulus set used in the experiment, participants correctly said that the
base species and the correct response species belonged to the same taxonomic
group (accuracy > 70.5%, p’s < .01), and that the moderate and strong foils had

1 This was not technically true for penguins and arctic wolves, and penguins and polar bears,
as these species live in opposite polar regions, but the post-test data showed that participants do
not realise this.
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the appropriate relationship (food chain or shared habitat) with their base species
(accuracy > 75%, p’s < .001). Therefore, no data were excluded from the analyses
on these criteria. Full post-test results can be found in Appendix K.

Reasoning Accuracy

In order to analyse data from the reasoning trials, for each trial I divided that par-
ticipants’ rating of the association between the base and the correct species by
their rating of the association between the base and the foil. This produced a ratio
reflecting the extent to which that participants’ associative knowledge favoured one
or other response option. Values of this ratio ranged from 1

9
(.111; association of 1

for the correct species, and 9 for the foil), to 1
1

(equal association for both species),
to 9

1
(association of 9 for the correct species, and 1 for the foil).

For each analysis, I log-transformed this ratio to create a normally-distributed
linear predictor, as is standard practice when using ratios as regression predictors
(A. Gelman & Hill, 2007). Note that log(1

1
) = 0, and correspondingly log(>1

1
) > 0

and log( 1
>1

) < 0 (see Figure 4.7). Therefore, when using the log-transformed ratio
as a predictor, a positive regression weight means that the dependent variable is
greater/more likely when the ratio is greater than 1

1
, or in other words, when the

association rating favours the correct response.
Some aspects of the analyses based on this ratio are slightly unusual, and so I

will go through my first analysis, predicting participants’ responses, in detail to
familiarise readers with the method. Figure 4.8 plots the proportion of correct re-
sponses (choosing the species belonging to the same taxonomic group as the base)
given, on the y axis, as a function of the association ratio, on the x axis. Note
that the x axis is log-scaled. For plotting, I have divided the log-transformed ra-
tio into 13 equal bins, and plotted the mean and standard error of the dependent
variable within each bin. For the analyses, I fit log-linear, or logistic mixed mod-
els, with random intercepts for each participant, and for each stimulus set. The
log-transformed association ratio from each trial was used as the predictor in the
models.

The association ratio was a significant predictor of the odds of a correct re-
sponse (β = 0.89, CI = [0.68, 1.1], z = 8.604, p < .0001). Interpretation of the re-
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Figure 4.7: To analyse data from Experiment 4, each participants’ rating for the association between
the base species and the correct response species was divided by their rating for the base and the
foil species, to form an association ratio. These ratios were log-transformed to use as predictors in
regression analyses: after log-transformation, the difference between 1 and 0.2 (dividing by five) is the
same as the difference between 1 and 5 (multiplying by five).

gression β here is not straightforward, but positive βs indicate that the dependent
variable (odds of a correct response) was positively related to the size of the asso-
ciation ratio in favour of the correct response. Fortunately, we can simply look to
the predicted values from this model (solid red line in Figure 4.8) to see the mag-
nitude of this effect.

An unusual property of these models is that the intercept parameter is also
meaningful. As the log-transformed association ratio is the only predictor in the
model, the intercept reflects the expected value when this predictor is at 0, or in
other words, for a ratio of 1

1
. If participants do not make use of structured knowl-

edge, we would expect participants to select the correct species 50% of the time
for such trials, something that would correspond to an intercept of 0. The dashed
black line in Figure 4.8 shows the predicted values for such a model, with inter-
cept 0. A significant positive intercept means that participants were more likely
to select the correct species than would be expected from the association ratio
alone, while a negative intercept means they were less likely. There was a signif-
icant positive intercept term in this model (logit(β) = 72%, CI = [56%, 85%], z =
2.585, p = .0010). I report the logit of the regression β weights here as an easily
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Figure 4.8: Correct responses on Experiment 4, as a function of the association ratio in favour of
the correct species. As the ratio increased in favour of the correct species, participants became more
likely to select that species. The fitted model (red line) included a significant positive intercept term,
meaning that participants were more likely to select the correct species than would be predicted based
on the association ratio alone (dashed black line).

interpretable measure of how much participants were biased towards the correct
species. In this case, logit(β) reflects how often participants would be expected
to select the correct species on trials where the association ratio = 1

1
, according

to the fitted model (i.e. where the red line on Figure 4.8 crosses 1 on the x axis).
Together, these results mean that participants were a) more likely to select the
correct species when they rated it as being more strongly associated with the base
than the foil was, and b) biased towards the correct option rather than the foil be-
yond the effect of the association ratio.

To analyse individual differences in the number of correct responses (Figure 4.9),
I calculated the number of correct responses given by each participant both when
the association ratio favoured the foil species, and when it favoured the correct
species, excluding trials where species were rated as equally associated. Of the 44
participants, 40 were more likely to select the correct species when the association
ratio favoured it, and 4 were less likely to do so. Therefore, it appears that almost
all of my participants were influenced by the association between species.

103



Figure 4.9: Participants’ number of correct responses on trials where the association ratio favoured
either the correct species or the foil species. 40 of 44 participants were more likely to select the cor-
rect species when the association ratio favoured it than when the ratio favoured the foil.

Correct Responses

Analysing trials where the correct species was selected, the association ratio had
no effect on participants’ movement initiation times (mean = 574 msec, SD = 285;
t(529.6) = 0.387, p > .6). There was a marginally significant effect of the associ-
ation ratio on participants’ response latencies (mean RT = 1509, SD = 567; eβ =
98%, CI = [96%, 100.4%], t(787.1) = 1.647, p =.100), meaning that participants
were marginally faster to respond correctly as the association ratio in favour of the
correct species increased.

Maximum deviation was once again bimodally distributed (Bimodality Coeffi-
cient = .635; Hartigan’s D = .025, N = 1188, p < .0001), and reversal trajectories
were classified as described in Chapter 2 (MD cut-off = 0.923, see Appendix B).
Figure 4.10 shows the proportion of correct responses that were categorised as re-
versals — that is, where participants moved initially towards the foil before select-
ing the correct species — as a function of the association ratio. A logistic mixed
model (dashed red line) showed that participants were less likely to follow such a
reversal trajectory as the association ratio increased in favour of the correct species
(eβ = .8, CI = [.6, .97], z = 2.152, p = .0314). However, the data were fit slightly
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better2 (∆deviance = 0.715) by an alternative model (solid red line), where the
odds of a trajectory being classed as a reversal when selecting the correct species
were predicted by the absolute magnitude of the log-transformed association ratios
(eβ = .7, CI = [.5, .9], z = 2.289, p = .0221). In other words, when selecting the
correct species, participants were most likely to trace a reversal trajectory when
the species were equally associated, and less likely to do so as the ratio changed in
favour of either species. This trend may appear counter-intuitive, but may make
sense when one considers that this analysis does not include trials where the foil
species was selected. An explanation for the trend is offered in the discussion, be-
low.

Cursor Trajectories

As before, mouse trajectories in this experiment can be described in terms of whether
or not they initially moved towards the correct species (α), whether they selected
the correct species after initially moving towards it (β), and whether they changed
direction to select the correct species after initially moving towards the foil (γ; see
Figure 4.4). I modelled these three parameters using multilevel logistic regression
models, with the log-transformed association ratio and an intercept term as predic-
tors, and random intercepts for each participant and stimulus set.

The model for α (Figure 4.11, top left) had a marginally significant positive in-
tercept (logit(β) = 62%, CI = [50%, 73%], z = 1.886, p = .0593) indicating that
participants initially moved towards the correct species on 62% of trials when the
ratio was 1

1
, more than the 50% that would be expected based on the association

ratio alone. The association ratio was also a significant positive predictor (eβ =
1.7, CI = [1.4, 2.0], z = 6.109, p < .0001) such that participants became more
likely to initially move towards the correct species as it was increasingly favoured
by the association ratio.

The model for β (Figure 4.11, top right) had a robust positive intercept (logit(β)
= 80%, CI = [85%, 92%], z = 10.567, p < .0001), meaning that after initially mov-
ing towards the correct species, participants selected that species 80% of the time

2 As these two models were not nested, and contained the same number of parameters, we
can identify which model best fits the data by comparing the deviance of each, but we cannot
calculate p values for the difference between the models.
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Figure 4.10: The proportion of correct responses where participants initially moved towards the foil
species. A model using the log-transformed association ratio as a predictor (dashed red line) showed
that participants were more likely to produce these reversal trajectories when the association ratio
favoured the foil species. However, the data were slightly better fit by a model (solid red line) which
showed that these reversals were most likely to occur when the association ratio favoured neither re-
sponse.
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Figure 4.11: Transitions probabilities from Experiment 4, as functions of the association ratios. As
the association ratio increased in favour of the correct species, participants became more likely to
initially move towards that species (α, top left), to select that species after initially moving towards
it (β, top right), and to select it even after initially moving towards the foil (γ, bottom left). Dashed
lines show the expected values if participants were influenced by association ratio only. Overview of
the three parameters can be seen in the bottom right.
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when the association ratio was 1
1
. The association ratio was also a significant pos-

itive predictor here (eβ = 2.4, CI = [1.8, 3.2], z = 5.678, p < .0001), meaning that
participants became more likely to select the correct species on trials where they
initially moved towards it as the association ratio in favour of the correct species
increased. In general, however, participants very rarely changed direction after
moving towards the correct species in any case.

Finally, the model for γ (Figure 4.11, bottom left) contained a significant nega-
tive intercept (logit(β) = 37%, CI = [30%, 43%], z = 3.963, p < .0001), indicating
that on trials where they initially moved towards the foil species, participants only
changed direction to select the correct species instead 37% of the time when the
association ratio was 1

1
. The association ratio was again a positive predictor here

(eβ = 2.6, CI = [2.0, 3.5], z = 6.374, p < .0001), meaning that as the strength of
the association ratio in favour of the correct species increased, participants were
more likely to switch direction and select the correct species when they initially
moved towards the foil.

Time course

As usual, the time course of the mouse movements here reveals more about the
points at which participants were drawn towards each response. Figure 4.12 shows
the proportion of trials on the side of the screen corresponding to each species over
time, for trials where the association ratio favours the foil species (N = 359), the
two species were rated as equally associated (N = 397), or the correct species was
more strongly associated (N = 432). To estimate divergence times, I fitted two
series of logistic mixed models, one series predicting the probability of being on
the foil species’ side of the screen, and one the probability of being on the correct
species’ side, separately for every 20 msec time window. Each model included the
log-transformed association ratio as a predictor, and included random intercepts
for each participant and each base species. The divergence points were the times in
each series after which the association ratio is found to be a significant predictor.
The association ratio had a significant effect on participants’ probability of being
on the foil species’ side of the screen from 720 msec, and their probability of being
on the correct species’ side from 620 msec.

107



Figure 4.12: Proportion of trials on side of screen corresponding to the correct species (top) and the
foil species (bottom) over time. The association ratio is a significant predictor of movements towards
the foil from 720 msec, and of movements towards the correct species from 620 msec (solid vertical
lines).

Figure 4.13 shows the proportion of trials on either side of the screen, with sep-
arate plots representing different levels of the association ratio. For this analysis,
I divided the log-transformed association ratio into seven bins of equal width, and
labelled each bin according to the mean association ratio within it: 1

7.2
, 1

3.7
, 1

1.9
,

1
1
, 1.9

1
, 3.7

1
, and 7.2

1
. Within each of these bins, I found the divergence point, af-

ter which participants were more likely to be on one side of the screen than the
other, by fitting a series of logistic mixed models, comparing the probability of be-
ing on either side of the screen, with random intercepts for each participant and
each base species.

As the association ratio in favour of the correct species increased, from 1
1

(both
species equally associated) up to 7.2

1
(correct species 7.2 times more strongly as-

sociated than the foil), we see a clear increase in the number of trials where the
cursor ends up on the correct species’ side, mirroring the earlier analysis of partic-
ipants’ responses. There was little difference, however, in the trends leading up to
these final proportions. For all of these bins, the preference for the correct species
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Figure 4.13: Proportion of trials on the side of the screen corresponding to each response, grouped
by association ratios. When the association ratio favours the correct option,

emerged from 520 – 600 msec, and the shape of the curves were broadly similar,
except for the differences in their overall heights. Thus, structured knowledge be-
gan to influence participants’ motor output from ~600 msec.

When the association ratio was less than 1
1
, however, and so conflicted with

structured knowledge, the trends were less clear. When the ratio was strongest
in favour of the foil species ( 1

7.2
), participants were more likely to move towards

the foil than the correct species from 720 msec. Both species were equally attrac-
tive with a ratio 1

3.7
, however, and with a ratio of 1

1.9
a significant preference for

the foil only emerged from 1,480 msec. Note, however, that even when the associ-
ation ratio conflicts with structured knowledge, there is no evidence of a cross-over
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Table 4.4: Divergence times, and number of trials included, for each binned value of the association
ratio. For ratios of 1

7.2 and 1
1.9 , participants were significantly more likely to be on the foil species’

side of the screen than the correct species’ from the divergence time onwards. For all other ratios,
participants were more likely to be on the correct species’ side of the screen from the divergence time.

Ratio Divergence (msec) N

1
7.2

720 39
1
3.7

N/A 77
1
1.9

1,480 243
1
1

600 397
1.9
1

540 223
3.7
1

520 117
7.2
1

540 92

relationship — in each subplot within Figure 4.13, participants were either drawn
to the correct species, or to the foil, but in no case were they primarily initially
drawn towards the foil, and later drawn towards the correct species.

4.3.3 Discussion

In general, the results of this experiment are consistent with Experiment 3, but
unlike in Experiment 3, I did not exclude any data on the basis of the post-test re-
sults. Participants’ inferences were influenced by both associative and structured
knowledge. Associative knowledge was indexed by the association ratio, reflect-
ing how strongly each participant rated the association between the base and the
correct species, compared to the base and the foil. This was a strong predictor of
their inferences, with participants more likely to project the property to the correct
species as its association with the base increased, relative to the foil. If partici-
pants only relied on associative knowledge, however, they should give the correct
response only 50% of the time when the association ratio favoured each response
equally (ratio of 1

1
). In reality, the fitted model predicted 72% accuracy on such

trials, indicating that participants were also influenced by structured taxonomic
relationships.
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Unlike Experiment 3, the current experiment revealed that response times for
correct responses were marginally faster when the association ratio favoured the
correct species (i.e. when the associative and structured knowledge cued the same
response). There were, however, faster movement initiation times for conflict tri-
als in Experiment 3, a finding that was not replicated here. Of course, these two
results are likely related: initiation times are included in total response times, and
so faster initiation times under conflict in the previous experiment may cancel out
an overall effect on response time. However, my analyses do not rest on these mea-
sures, and so I will not attempt to interpret them further.

More interesting are the analyses of the cursor trajectories. First, I found that
initial cursor movements were strongly predicted by associative knowledge, and
only marginally predicted by structured knowledge: strength of association being
equal, participants are expected to move towards the correct species 62% of the
time. After moving towards the correct species, participants rarely (20% of the
time when the species were equally associated) changed direction to select the foil
instead, although they were more likely to do this if the foil was more strongly as-
sociated than the correct species. After initially moving towards the foil species,
however, participants were somewhat more likely to change direction: they were
predicted to do so 37% of the time when the association strengths were equal, and
more often when the correct species was more strongly associated.

From all of this, we can conclude three things. First, associative knowledge pre-
dicts participants’ movements at every possible juncture, and unsurprisingly, par-
ticipants are more drawn towards a response option when it is more strongly as-
sociated than the alternative. Second, structured knowledge also plays a role at
every juncture. Participants were marginally more likely to initially move towards
the correct species than would be expected based on associative knowledge alone,
and later, participants were in general more likely to change direction to the cor-
rect species after initially moving towards the foil (37%) than to change to the
foil species after initially moving towards the correct one (20%). Third, once they
started moving towards a response option, participants in this experiment were
unlikely to change direction.

Analysing the proportion of correct responses where the cursor trajectory was
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classified as a reversal, an unexpected trend emerged. The data could be modelled
using the association ratio as a predictor: correct responses were more likely to in-
volve initial movements towards the foil when the foil was more strongly associated
than the correct species. However, the data were slightly better fit by a model that
used the magnitude of this ratio (how far it was from a ratio of 1

1
, in either direc-

tion), resulting in the inverted U trend seen in Figure 4.10.
However, while this pattern was unexpected, it can be understood in light of the

transition probabilities, discussed above. Participants were, first of all, more likely
to initially move towards the correct species when the association ratio favoured
this response. Additionally, regardless of their initial movement, participants were
also more likely to ultimately select the correct species when it was favoured by
the association ratio. Combined, these factors produce three kinds of trajectory.
When the association ratio strongly favoured the correct species, participants moved
straight towards that species, and selected it, rarely moving to the foil at all, and
yielding few reversals. When the ratio favoured the foil species, participants who
moved towards the foil usually ended up selecting it, leaving few who moved to
the foil before selecting the correct species. When the ratio did not favour either
species, however, some participants moved towards the foil initially, and some of
these changed their minds, yielding a higher number of reversal trajectories.

Finally, the time course trends here are consistent with those found in Experi-
ment 3. As the association ratio becomes stronger in favour of the correct species,
participants became more likely to ultimately select this species, but there were
no striking changes in the trends leading up to these responses. Additionally, con-
sistent with the analysis of the transition probabilities, even when associative and
structured knowledge conflicted strongly, there was no indication that participants
were first driven by associative knowledge, and then by structured knowledge. This
is again consistent with the trends seen for Experiment 3.

4.4 General Discussion

Across two experiments, this chapter investigated how associative and structured
knowledge interact during inductive reasoning, using a task that places both forms
of knowledge in conflict. Consistent with previous work (Bright & Feeney, 2014b,
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submitted; Crisp-Bright, 2010, Chapter 5), participants’ inferences were influenced
by both forms of knowledge. In Experiment 3, participants overwhelmingly gen-
eralised genetic properties among species belonging to the same taxonomic group
when the foil species was only weakly associated with the base. When the foil was
strongly associated, however, participants selected it instead on a number of trials.
Similarly, in Experiment 4, while participants were more likely to generalise the
property to the taxonomically-related species overall, they were less likely to do so
when the foil was more strongly associated with the base than the correct species
was.

The current studies go beyond previous work in that I recorded participants’
mouse cursor movements as they completed the reasoning tasks. The transition
probability analysis showed the proportion of trials where the cursor was moved
initially towards each response option, and subsequently the proportion in which
participants changed their mind to select the alternative option. In contrast to
Experiments 1 and 2, where participants often moved towards one response and
then changed their minds, participants here generally moved towards one or other
response option, and then stayed there. There were, however, some changes of
mind; participants who initially moved towards the foil did sometimes change di-
rection and select the correct species instead. However, again in contrast to Ex-
periments 1 and 2, participants reversed their initial movements towards the foil
considerably less than half the time, and additionally, these reversals made up only
a small number of the total correct responses. The time course analyses tell a sim-
ilar story. In Experiments 1 and 2, we saw cross-overs in the time course, as par-
ticipants were predominantly drawn towards the foil, but then ultimately selected
the correct option. Here, on the other hand, whenever the majority of participants
were drawn towards the foil, they majority also ended up selecting it.

Together, these patterns would suggest that participants completing these tasks
draw selectively on either associative knowledge or structured knowledge. This
stands in contrast to the results of Experiments 1 and 2, on a similar task that
pitted perceptual similarity against conceptual knowledge, which suggested that
perceptual similarity was usually drawn on first, but later overridden by concep-
tual knowledge. I compare the results of these two sets of experiments in detail in
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Chapter 7.
Of course, these results have implications for theories of inductive reasoning.

Broadly speaking, participants’ inferences were consistent with an account based
on structured knowledge: participants recognise that species that belong to the
same taxonomic group are more likely to share biological properties than species
that do not. In this sense, these results are consistent with a wealth of previous
work showing that people use information about category membership, and between-
category relationships, when reasoning inductively (S. A. Gelman & Markman,
1986; Murphy, 2004; Murphy & Medin, 1985; Murphy & Ross, 2010; Osherson et
al., 1990; Rips, 1975). However, these inferences were also influenced by associative
knowledge, a result that is difficult to account for in a theory based on structured
knowledge alone. It supports, however, the hybrid theory of induction proposed by
Bright and Feeney (2014b; Crisp-Bright, 2010), which allows for both associative
and structured forms of knowledge to be used in reasoning.

Finally, the mouse cursor data collected in this experiment are somewhat equiv-
ocal. Participants did in some cases move initially towards the foil species cued by
associative knowledge before changing direction and selecting the correct species.
However, these reversals constituted only a minority of trajectories; on most trials,
participants moved straight to one or other species. As noted above, these results
differ from those found in Chapter 3, where reversal trajectories were considerably
more common, and these chapters will be compared in detail in Chapter 7.
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CHAPTER 5

Descriptions vs. Statistics in Reasoning

5.1 Introduction

Chapters 3 and 4 explored conflict between different kinds of information in category-
based induction. In the reasoning literature, however, there is another form of con-
flict that has received considerably more attention, between two qualitatively dif-
ferent types of cognitive process. Such conflicts are the domain of dual process the-
ories of reasoning (Evans, 2006; Evans & Stanovich, 2013; Kahneman, 2011; Slo-
man, 1996), which typically distinguish between fast, effortless, and autonomous
Type 1 processes, and slower, demanding, and controlled Type 2 processes.

These dual process theories have been discussed in detail in Chapter 1. How-
ever, it is worth noting again that it is only in recent years that much attention
has been given to questions of how Type 1 and Type 2 processes interact during
reasoning. Two questions in particular are relevant to the current chapter. First,
it is not yet clear how conflict between these processes is resolved, with Evans
(2007) outlining three possibilities: a pre-emptive conflict resolution account (e.g.
Chaiken, 1987; Klaczynski, 2000; Klaczynski & Cottrell, 2004), by which one or
other process is selectively activated for a given decision, a default-interventionist
account (e.g. Evans, 2006; Kahneman & Frederick, 2002) where Type 1 processes
provide default responses, which are inspected, and sometimes overridden by Type
2 processes, and a parallel-competitive model (e.g. Sloman, 1996, 2014b), where
both kinds of process are activated simultaneously, and compete to dictate the re-
sponse given.
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A second question, spurred by the intuitive logic theory (De Neys, 2012, 2014)),
concerns the usual assumption in dual process theories that, while Type 1 pro-
cesses implement the heuristics that lead to systematic biases in human reasoning
(Kahneman, 2011; Kahneman & Frederick, 2005), logical reasoning requires the
engagement of Type 2 processes. According to this account, Type 1 processes can
simultaneously generate both logical and heuristic responses, and as a result that
even when we produce heuristic responses, we implicitly and automatically detect
the conflict between these multiple Type 1 responses. As discussed in Chapter 1, a
number of seemingly implicit measures have supported this implicit conflict moni-
toring prediction: on tasks in which the heuristic and logically-valid response con-
flict, even when producing heuristic responses, participants are, for instance, slower
to respond (De Neys & Glumicic, 2008), less confident in their heuristic responses
(De Neys et al., 2013), sweat more during reasoning (De Neys et al., 2010), look
more at the logically-relevant information (De Neys & Glumicic, 2008), and even
appear to “like” logically valid syllogisms more than invalid ones (Morsanyi &
Handley, 2012). Explicit measures such as participants’ verbal reports, on the
other hand, rarely show such evidence of conflict (De Neys & Glumicic, 2008), sug-
gesting that conflict is detected by Type 1, rather than Type 2 processes. These
questions are relevant to reasoning in every domain. However, the base rate neglect
paradigm in particular is extensively used as a testing ground both for dual pro-
cess accounts more generally, and for the intuitive logic theory specifically. It is
this paradigm I use here.

5.1.1 Base rates in Reasoning

In the psychology of judgement and reasoning, few phenomena have received as
much attention as base rate neglect. The phenomena was introduced by Kahne-
man and Tversky’s (1973) Tom W. problem. In its original form, participants read
a description of Tom, a randomly chosen student:

Tom W is of high intelligence, although lacking in true creativity. He
has a need for order and clarity, and for neat and tidy systems in which
every detail finds its appropriate place. His writing is rather dull and
mechanical, occasionally enlivened by somewhat corny puns and by
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flashes of imagination of the sci-fi type. He has a strong drive for com-
petence. He seems to have little feel and little sympathy for other peo-
ple and does not enjoy interacting with others. Self-centered, he nonethe-
less has a deep moral sense.

Participants were given a list of undergraduate degrees, and variously required
to indicate what proportion of American students were enrolled in each degree (the
base rate of each degree), how similar Tom W. was to a typical student of each
subject, or how likely Tom W. was to be studying for each degree. Kahneman and
Tversky (1973) found that likelihood judgements for each degree correlated almost
perfectly (r = .97) with similarity judgements (Tom sounds like a typical computer
science student) but were unrelated to the base rate judgements (more students
study the humanities than anything else). In other words, when asked to make a
decision about likelihood, participants responded with a judgement of similarity,
or representativeness and completely ignored their knowledge about the statistical
base rate for each degree. Thus, Kahneman and Tversky’s (1973) participants,
like many since, displayed base rate neglect.

Following this first demonstration, researchers have created a range of base rate
problems, where statistical base rate information is available, but typically ignored
or underweighted in favour of other evidence. One class of problem pits base rate
probabilities against statistics directly about the object at hand This chapter, how-
ever, focuses on a different kind of base rate problem, where base rates are typi-
cally ignored in favour of qualitative information, such as a description that allows
participants to base their response on how representative something or someone
is of a given category (Kahneman & Frederick, 2002; Kahneman & Tversky, 1973;
Tversky & Kahneman, 1974). In their original forms, such problems were typically
quite complex, such as the example seen at the start of this chapter, from Kahne-
man and Tversky (1973). In the same paper, they present a simpler test of partici-
pants’ use of base rates. Participants were told of a group containing 70 engineers,
and 30 lawyers (or 30 engineers, and 70 lawyers), and presented with a description
of a randomly chosen member of this group, for instance:

Jack is a 45-year-old man. He is married and has four children. He is
generally conservative, careful, and ambitious. He shows no interest
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in political and social issues and spends most of his free time on his
many hobbies which include home carpentry, sailing, and mathematical
puzzles.

Participants were asked to indicate the probability that Jack was either an en-
gineer, or a lawyer. Across five descriptions, participants’ ratings were minimally
influenced by the base rates. When the sample consisted of 30 engineers and 70
lawyers, participants on average said that there was a 50% probability of Jack
being an engineer. When it consisted of 70 engineers and 30 lawyers, the average
probability was 55%. Therefore, the base rate information was almost completely
ignored. Even with an uninformative description (but not with a person for whom
no description at all was provided), base rate information was used minimally, or
not at all.

More recently, base rate neglect, along with many other phenomena in the heuris-
tics and biases literature, has been reinterpreted in terms of dual process accounts
of cognition (see Barbey & Sloman, 2007; Kahneman, 2011; Kahneman & Fred-
erick, 2002, 2005). From this perspective, Type 1 processes are responsible for re-
sponses based entirely on representativeness, while Type 2 processes are required
to override the description-cued response, and to integrate this information with
base rates/prior probabilities. Of course, as noted by Stanovich and West (2000),
use of base rate information requires that participants a) are aware of its relevance
(see also Bar-Hillel, 1980), b) are motivated to attempt to use it, c) have the cog-
nitive capacity to hold both kinds of information in working memory, and d) can
inhibit the intuitively appealing non-base rate response.

More recently still, De Neys and Glumicic (2008) introduced a simplified version
of the lawyer-engineer problem that, like the original, placed base-rates and repre-
sentative descriptions directly in conflict. Participants were told about a different
sample on each trial, that contained, for instance, 955 of one social group and 5
of the other. They were again given a description of a “randomly chosen” person
from that sample. Their task, in this simplified forced-choice paradigm, was to in-
dicate which group they thought the person described belonged to, rather than
give a probability estimate, as in the original version of the task. For each trial,
the base rate and description either suggested the same response, or conflicted.
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While protocol analysis of participants’ “thinking aloud” during reasoning revealed
little evidence that they explicitly considered the base rate information, they were
nevertheless more likely to correctly remember base rate information from conflict
trials, where base rates and descriptions supported different responses, suggest-
ing greater processing of such information those trials, even if not to a degree that
participants were explicitly aware of. In a second experiment, De Neys and Glu-
micic (2008) also showed that even when consistently giving the response consis-
tent with the description, participants took longer to do so, and were more likely
to look back at the base rate information, when the cues conflicted. Again, this
indicates that participants processed the base rate information, and experienced
conflict as a result, on these trials, even when it rarely affected their responses.

The simplified base rate task presented by De Neys and Glumicic (2008) has be-
come a popular tool for testing theories of conflict in reasoning. In an fMRI study,
De Neys et al. (2008) presented participants with conflict and no-conflict problems,
along with additional control conditions in which either the description was unin-
formative, or the base rates were equal (500:500). Behaviourally, they found that
when the cues conflicted, participants selected the base rate-cued response on 45%
of trials. Additionally, they found that both kinds of response were slower under
conflict than any other condition, suggesting that even when participants based
their decisions under conflict on the description provided, rather than the base
rate, they were to some degree slowed by the conflict between the two cues. De
Neys et al. (2008) also presented neuroimaging results supporting this interpreta-
tion, with greater activation of the anterior cingulate cortex, thought to reflect the
detection of conflict (M. M. Botvinick et al., 2004), on conflict trials regardless of
the response given than in any other condition. They also found greater activation
of the dorsolateral prefrontal cortex, usually an indicator of inhibitory processes
(Aron et al., 2004), for base-rate consistent responses under conflict compared to
description consistent responses. This suggests that responding based on the base
rate requires inhibition of the description-cued response.

A number of other studies have used this forced-choice version of the base rate
paradigm. Franssens and De Neys (2009) showed that while placing participants
under secondary load led them to be even less likely to select the base rate-cued
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response, their recognition memory for the base rate information was unaffected,
suggesting that this conflict detection is not cognitively demanding. In a similar
vein, De Neys and Franssens (2009) asked participants to complete a lexical deci-
sion task after conflict and control base rate trials. They showed that in the lex-
ical decision task, participants were slower to identify words used in descriptions
that conflicted with base rates. This effect was found even for those participants
who predominantly failed to give the base rate-cued response on such trials, sug-
gesting that even these participants were to some degree attempting to inhibit the
description, although unsuccessfully. De Neys et al. (2011) also showed that par-
ticipants were less confident in their description-cued responses when the base rate
disagreed with them, again suggesting some awareness of this conflict.

Collectively, these results provide support for De Neys’ (i.e. De Neys & Glu-
micic, 2008; De Neys et al., 2008) claim that heuristic reasoners are aware that
their responses are biased, at least on the base rate neglect paradigm (see Chap-
ters 1 and 6 for evidence for this claim in other paradigms). In the last few years,
a number of studies have provided evidence for a stronger claim made by De Neys
(2012, 2014), that intuitive Type 1 processes can simultaneously cue both heuristic
(description-based, in the base rate paradigm) and logical (base rate-based) re-
sponses. Of course, this claim goes against classical dual processes accounts of base
rate neglect (Barbey & Sloman, 2007; Kahneman & Frederick, 2005), which claim
that Type 2 processes underlie base rate-based responding.

In one study, Pennycook and Thompson (2012) presented participants with
problems featuring no base rate information, and problems with base rates that
were either consistent or conflicted with the descriptions. Participants were asked
to judge the probability of the person described belonging to one or other group.
They then analysed the distribution of these probability judgements. Using prob-
lems without base rate information as a baseline, they found that when base rates
agreed with the descriptions, the probabilities were shifted in the direction con-
sistent with both of these cues. When the base rates disagreed with the descrip-
tions, however, the distribution of the probabilities became bimodal, as partici-
pants gave either a rating consistent with the description, or one consistent with
the base rate. Crucially, they argue that this pattern of results requires that par-
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ticipants always process the base rate, in order that they should integrate it with
the description when they agree, or decide to rely on one or other cue when they
conflict.

A particularly compelling result is reported by Pennycook, Trippas, Handley,
and Thompson (2014), who presented participants with base rate problems where
the cues either conflicted or agreed, and instructed them to either base their re-
sponse on the base rate, or on the descriptions. They analysed the probability
judgements participants gave, their confidence in these judgements, and their re-
sponse times. They found that conflict occurred in both directions. Regardless
of what cue they were told to use, participants probability judgements were af-
fected by manipulations of the other cue. These interference effects persisted even
when participants responded under time pressure, where they were also slower to
respond under conflict, regardless of what cue they were using. Recall that classi-
cal dual process accounts (Barbey & Sloman, 2007; Evans, 2006) hold that process-
ing of descriptions is quick, effortless, and obligatory, driven by Type 1 processes,
while processing of base rates is slow, effortful, and deliberate, driven by Type 2
processes. These results would suggest that processing both kinds of information
can be quick, effortless, and obligatory. Handley and Trippas (2015) further de-
velop this idea, arguing that much of the information processing usually ascribed
to Type 1 or Type 2 processes can actually be performed by both sets of processes.

5.1.2 What Mouse Tracking can add to the Debate

The work cited above goes some way towards revealing the processes that underlie
base rate neglect and respect. However, questions remain, which in this chapter I
will attempt to address using the mouse tracking paradigm.

To date, work in the base rate problem has been typically based on the anal-
ysis of certain form of data, specifically, binary choices, probability judgements,
confidence ratings, and response latencies, as well more subtle measures such as
recall of base rate information (De Neys & Glumicic, 2008), or subsequent lexical
decision times for words from the description (De Neys & Franssens, 2009). The
mouse tracking paradigm, however, differs from these methods in that it both al-
lows for the detection of conflict between competing responses on a single trial,
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and provides some insight as to the nature of this conflict — for instance, initial
movements towards one response option that are later overridden, or changes in
the time taken to select a response, in the absence of such cursor reversals.

Naturally, different accounts of the base rate paradigm yield different predictions
about what mouse tracking will reveal here. Usually, studies of base rate neglect
are couched in terms of dual process theories. However, as discussed in Chapter 1,
such theories come in many varieties. First, selective, pre-emptive conflict resolu-
tion accounts (e.g. Klaczynski, 2000) would predict that participants engage either
Type 1 processes sensitive to the contents of the description, or Type 2 processes
also sensitive to the base rate information. Such an account would predict that
participants take longer to give the base rate-cued response (using Type 2 pro-
cesses) than to give to the description-cued response (using only Type 1 processes).
However, because only one or other kind of process is activated, it would not pre-
dict that participants should be conflicted. Therefore participants giving the base
rate-cued response should not be slower to do so, or more likely to move towards
the alternative option, if the description cues the alternative response. Likewise,
participants giving the description-cued response should not be influenced by ma-
nipulations of the base rate.

A default-interventionist account (Evans, 2006; Evans & Elqayam, 2007; Kahne-
man & Frederick, 2002, 2005), on the other hand, would predict that participants
are initially driven by Type 1 processes to give description-cued responses. How-
ever, this default may be overridden by Type 2 processes that take into account
base rate information later in the process. The predictions made by such an ac-
count are clear: in addition to the latencies discussed above, early cursor move-
ments should be driven by the contents of the description, but the base rate may
become influential later. Therefore, participants giving the base rate-cued response
should be slower to respond or initially drawn towards the alternative option when
the description cues it instead, and faster when the description agrees with the
base rate. However, because these accounts hold that Type 2 processes are only
engaged when they override Type 1 responses, participants responding based on
the description should be unaffected by manipulations of the base rate.

A number of previous findings, however, discussed above, do suggest that con-
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flict occurs in both directions — including many results indicating that partici-
pants are sensitive to a conflict with the base rate even when giving the description-
cued response (De Neys & Glumicic, 2008; De Neys et al., 2008; Pennycook, Fugel-
sang, & Koehler, 2012), and Pennycook et al.’s (2014) finding that regardless of
which cue participants were told to use, their judgements were influenced by the
other cue. One theory that may account for such findings is the parallel-competitive
dual processes theory (i.e. Sloman, 1996, 2014b), which claims that both Type 1
and Type 2 processes are activated simultaneously, and compete to produce re-
sponses. Alternatively, and more commonly, these findings can be seen as evidence
for the intuitive logic theory (De Neys, 2012), by which account Type 1 processes
can simultaneously cue both description-based and base rate-based responses, lead-
ing to both the implicit detection of conflict, and the interference when the cues
conflict, regardless of the response actually given. The account proposed by Hand-
ley and Trippas (2015) is in many ways similar. They suggest that both base rates
and descriptions can be processed by both Type 1 and Type 2 processes. All of
these accounts yield largely the same predictions here: under conflict, participants
should be drawn to the competing response, regardless of what response they ul-
timately give. In other words, beyond the effect of descriptions on base rate-cued
responses predicted by the other accounts, they predict that participants giving
the description-cued response should be affected by manipulations of the base
rate, and show greater evidence of conflict when it disagrees with the description.
These accounts do, however, allow for some asymmetries: the description-cued re-
sponse is thought to be stronger, either because it is generated by the faster Type
1 processes (Kahneman & Frederick, 2002, 2005), or because it is the prepotent of
the two Type 1 generated responses, and so its interference on base rate-cued re-
sponses may be greater than the interference in the other direction (see De Neys,
2012). In this experiment, I use the mouse tracking paradigm to test these predic-
tions.
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5.2 Method

5.2.1 Participants

Fifty undergraduate students at Queen’s University Belfast took part in the exper-
iment in return for course credit.

5.2.2 Stimuli

Stimuli were adapted from De Neys et al. (2008), and consisted of forty reason-
ing problems where participants were presented with the base rates for two social
categories within a sample population of one thousand people, followed by a de-
scription of a randomly chosen member of that sample, and asked to use this in-
formation to decide which social category the chosen individual was most likely to
belong to. The base rate information could either indicate a large majority of the
sample belonging to one of the groups (995 vs. 5), or an equal distribution of the
two groups (500 vs. 500). The description could either match common stereotypes
about one or other of the groups, or be totally uninformative.

Questions were presented in four conditions, with 10 questions in each: the base
rate and description could both suggest the same response (congruent trials), or
could disagree (incongruent trials), the base rate could be uninformative (500 peo-
ple from each group; description only trials), or the description could be uninfor-
mative (equally consistent with both groups; base rate only trials). Examples of
each kind of trial are shown in Table 5.1.

The same ten questions, with deliberately uninformative descriptions, were used
for the base rate only trials for all participants. The remaining thirty questions
were randomly allocated base rates (agreeing with the description, disagreeing, or
uninformative) for each participant.

5.2.3 Procedure

The experiment was programmed using the OpenSesame program (see Chapter
2). The 40 trials were presented in a random order for each participant. At the
beginning of each trial, the base rate information was presented in a boxed region
in the top centre of the screen. After 4 seconds, the description text was also dis-
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Table 5.1: Examples of the each kind of problem used in Experiment 5. On congruent trials, the
base rate and description cued the same response. On incongruent trials, they cued different re-
sponses. On base rate only trials, the description was uninformative, and only the base rate cued a
response. On description only trials, the base rate was uninformative (500:500), and so only the de-
scription cued a response.

Congruent trials
Base rates: 995 Engineers; 5 Lawyers
Description: Jack is 36. He is not married and is somewhat intro-

verted. He likes to spend his free time reading science
fiction and writing computer programs.

Question: What is Jack’s occupation?
Options: EngineerBR,D; Lawyer
Incongruent trials
Base rates: 995 violinists; 5 rappers
Description: Jason is 20. He grew up in a poor family in a neglected

neighbourhood in Birmingham, and didn’t finish his
A-levels.

Question: What is Jason?
Options: ViolinistBR; RapperD

Base rate only trials
Base rates: 995 Rolling Stones fans; 5 Beatles fans
Description: Mark is 43 years old. He weighs 12 stone and is 5 ft

9 inches tall. He has one younger brother and lives in
Manchester.

Question: Which band does Mark prefer?
Options: The Rolling StonesBR; The Beatles
Description only trials
Base rates: 500 60-year-olds; 500 30-year-olds
Description: Gladys is a quiet woman. She lives in a little house with

her Yorkshire Terrier where she spends most of her time
knitting.

Question: What age is Gladys?
Options: 60D; 30
Note: BR Base rate-cued option; D Description-cued option
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played, below the base rates. After a further 5 seconds, a button marked “NEXT”
appeared in the bottom centre of the screen. On clicking this, a fixation cross was
displayed for 600 msec. After this, the probe question was shown in large font in
the centre of the screen, and the two possible response options appeared as but-
tons in the top left and right corners. At the same time, a timer was displayed
below the probe question, which filled up from the bottom over the course of the
next 6 seconds, in which time participants were required to give their response by
clicking on one of the response buttons. With the onset of the probe question, the
mouse cursor was reset to the centre of the “NEXT” button. A screen-shot from a
trial is shown in Figure 5.1.

Figure 5.1: A screen shot from Experiment 5. The description suggests that Jack is more likely to
be an engineer (the response option on the left), but the base rates suggest he is more likely to be a
lawyer (the option on the right). The green timer in the centre of the screen is empty at the start of
each trial, and fills up from the bottom over six seconds.

Following trials in which no response was given within 6 seconds (N = 2), par-
ticipants were asked to try to respond more quickly. On trials where participants
did not move the mouse cursor from the “NEXT” button within 2 seconds of the
onset of the probe question (N = 4), a message reminding them that they were un-
der time pressure and asking them to “try to start moving as soon as you see the
target”, was shown.

For each trial, I recorded the time taken to finish reading the description and
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click on the “NEXT” button (reading time, measured from the appearance of the
“NEXT” button, 5 seconds after the onset of the description itself), the response
chosen, the time from the onset of the probe text taken to respond, and the posi-
tion of the mouse cursor, sampled at 50 Hz (every 20 milliseconds).

5.3 Results

The current results section follows the same format used previously in this thesis;
I first present analyses of participants’ responses, followed by measures of conflict
on trials where a particular response was given, then the cursor transition prob-
abilities, and finally the time course data. Each of these analyses is broken into
three sections. First, I investigated what happens on trials where both cues con-
flict. Then, I tested the effect of descriptions on base rate-driven reasoning.

There were three kinds of trial in which participants could use base rate infor-
mation in this task: trials where both the base rate and the description cued the
same response (i.e. the description agreed with the base rate), trials where the
base rate provided the only useful information (the description was uninforma-
tive), and trials where the description cued the opposite response (the description
disagreed with the base rate). Most dual process theories would predict that de-
scriptions, being more easily and readily processed, should interfere with base rate-
based reasoning.

I also test the effect of base rates on description-cued reasoning. There were also
three types of trial where participants could rely on the description: trials where
the description and the base rate cued the same response (i.e. the base rate agreed
with the description) trials where only the description was useful (the base rate
was uninformative; 500:500), and trials where the base rate cued the opposite re-
sponse (the base rate disagreed with the description).

Analyses were conducted using multilevel models, with random intercepts for
each participant, and for each problem, unless otherwise stated. As before, log-
linear models were used for the latency data (reading time, movement initiation
time, and response time), and logistic models for analysis of participants’ responses,
and the transition probability analysis.
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5.3.1 Responses

Table 5.2 shows the proportion of responses consistent with each cue in each condi-
tion. When the cues disagreed, participants selected the description-cued response
on 80.4% of trials, and the base rate-cued response on 19.6%, a statistically signifi-
cant difference (z = 5.958, p < .0001).

Table 5.2: Responses consistent with each cue, according to whether the other cue agreed with it, is
uninformative, or disagreed with it, in Experiment 5.

Description Base rate
responses Base rate Description

responses
Agreed 94.4% Agreed 94.4%
Uninformative 69.4% Uninformative 93.6%
Disagreed 19.6% Disagreed 80.4%

Effect of descriptions on base rate choices

Descriptions had a significant main effect on the probability of participants’ giving
the base rate-cued response (χ2 = 741.6, DF = 21, p < .0001). Participants were
significantly more likely2to give the base rate cued response when the base rate
and description agreed (94.4% of trials) than when the description was uninforma-
tive (69.4%) or when the description disagreed with the base rate (19.6%) They
were also significantly more likely to do so when the description was uninformative
than when the description disagreed (z’s > 8, p’s < .0001).

Figure 5.2 plots the number of base rate cued responses given by each partici-
pant, by condition, and indicates that these effects seem to be operate consistently
across all participants, rather than being driven by a subset of participants who
are influenced by the description. Of the 50 participants, 49 were less likely to give
the base rate cued response when base rates and descriptions disagreed than when
they agreed, and 1 always gave the base rate cued response.

1 Recall from Chapter 2 that Chi-squared tests are used in place of ANOVA F tests for mixed
models analysis — a significant chi-squared test denotes a significant main effect of condition
here.

2All post-hoc comparisons report Tukey adjusted p values and confidence intervals.
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Figure 5.2: Number of base rate responses per condition, by participant, in Experiment 5.

Effect of base rates on description choices

Base rates had a significant main effect on the number of description-cued re-
sponses given (χ2 = 67.7, DF = 2, p < .0001). Pairwise comparisons showed that
participants were less likely to give the description-cued response when the base
rate disagreed with the description (80.4%) than when it agreed (94.4%; eβ = 0.20,
CI = [0.12, 0.36], z = 6.655, p < .0001) or when the base rate was uninformative
(93.6%; eβ = 0.24, CI = [0.14, 0.42], z = 6.128, p < .0001). There was no differ-
ence between trials in which the base rate agreed and those where the base rate
was uninformative (z < .3, p > .7), with both conditions close to ceiling. There-
fore, participants were at least in some way sensitive to the base rate information,
and in a minority of cases relied on it instead of the description when the two con-
flicted.

Once again, it is useful to investigate individual differences in this effect. The
left panel of Figure 5.3 shows the proportion of description-cued responses given
by each participant by condition. This shows three participants who were substan-
tially less likely to give the description-cued response when the base rate disagreed
with it. The right panel shows the difference, for each participant, in the num-
ber of description-cued responses given from when the base rate agreed to when
it disagreed. This shows that, along with the three participants who showed a sub-
stantial change, most participants showed a moderate effect in the same direction:
they were slightly less likely to select the description-cued response when the base
rate disagreed with it, suggesting that base rates had some effect on the majority
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of participants. Out of 50 participants, 28 were less likely to select the description-
cued response when the base rate disagreed, 13 were equally likely to do so (in-
cluding 10 who always gave this response), and 9 were actually more likely to se-
lect the description-cued response when the description disagreed.

Figure 5.3: Left: Proportion of base rate-cued responses given in each condition, by participant.
Right: Difference in the proportion of description-cued responses given by each participant between
when the base rate agreed and disagreed with the description. Values below 0 indicate a participant
was less likely to select the description-cued response when it conflicted with the base rate than when
it agreed.

5.3.2 Descriptive statistics

Next, I calculated a number of descriptive statistics for each trial. Maximum de-
viation of mouse cursor trajectories was bimodally distributed (see Chapter 2; Bi-
modality Coefficient = .567; Hartigan’s D = .0224, N = 1499, p < .0001) and so
trajectories were classified as either direct or reversals, as described in Appendix B
(reversal cut-off: MD > 0.972).

When the cues conflicted, participants who gave the base rate-cued response
spent more time reading the description (3,229 msec, SD = 2,943) than those who
gave the description-cued response (2,406 msec, SD = 2.789; eβ = 125%, CI =
[104%, 150%], t(484.0) = 2.368, p = .018), and were slower to initiate their mouse
movements (456 msec, SD = 266 vs. 476 msec, SD = 326; eβ = 119%, CI = [110%,
129%], t(486.8) = 4.496, p < .0001), but did not differ in their response times (p
> .5). Participants were also more likely to initially move towards the description-
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cued option before selecting the base rate-cued one (38% of base rate responses)
than to initially move towards the base rate-cued option and ultimately select the
description-cued one (27% of description-cued responses; eβ = 1.7, CI = [1.03, 2.9],
z = 2.109, p = .035).

Effect of descriptions on base rate choices

Table 5.3 shows these descriptive statistics for trials where the base rate response
was given, broken down for each type of description. Table 5.4 shows effect sizes
for the main effect of description type, and pairwise comparisons between descrip-
tions, for each variable shown in Table 5.3.
Table 5.3: Descriptive statistics for trials where the base rate-cued response was given in Experiment
5. All times are in msec. Standard deviations are shown in parentheses. Trials are broken down ac-
cording to whether the description agreed with the base rate, was uninformative, or disagreed with the
base rate.
Note: N = Number of trials in which this response was given.

Description Reading time Initiation
time

Response
time

Reversals N

Agreed 2,186 (2,153) 444 (247) 1,372 (522) 26% 472
Uninformative 3,046 (2,890) 451 (241) 1,509 (666) 31% 347
Disagreed 3,229 (2,943) 476 (326) 1,776 (739) 35% 98

There was a significant main effect of descriptions on reading times (χ2 = 21.7,
N = 2, p < .0001). When giving the base rate-cued response, participants were
significantly faster to read the description when it agreed with the base rate (2,186
msec, SD = 2,153) than when it was uninformative (3,046 msec, SD = 2,890; eβ =
76.1%, CI = [60.9%, 95.2%], t(33.4) = 2.841, p = .0202), or when it disagreed with
it (3,229 msec, SD = 2,943; eβ = 70.8%, CI = [60.1%, 83.5%], t(878.3) = 4.111,
p < .0001). Reading times did not differ between uninformative descriptions and
those that disagreed with the base rate (t < .7, p > .8).

Initiation times did not differ according to description type (χ2 < .5, N = 2, p >
.8). However, there was a main effect of description on response times (χ2 = 34.9,
N = 2, p < .0001). Participants were faster to give the base rate-cued response
when the description agreed with the base rate (1,372 msec, SD = 522) than either
when the description was uninformative (1,509 msec, SD = 666) or when descrip-
tion disagreed with the base rate (1,776 msec, SD = 739). They were also faster
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Table 5.4: Main effects and pairwise comparisons between conditions for the effect of condition on
the descriptive statistics shown in Table 5.3, from trials where the base rate-cued response was given.
For the main effect, the χ2 statistic is shown, which was subjected to a chi-squared test with 2 de-
grees of freedom in each case. For pairwise comparisons, the exponentiated regression weights eβ are
shown, reflecting the percentage change in the variables that were log transformed (reading, initiation,
and response times), and the odds ratio change for the binary outcome (reversals).

Comparison Reading
time

Initiation
time

Response
time Reversals

Main effect (χ2) 21.68 ∗∗∗∗ 0.42 34.93 ∗∗∗∗ 4.78 .

Agreed/Uninformative 76% ∗ 98% 93% ∗∗∗ 0.7
Agreed/Disagreed 70% ∗∗∗ 97% 82% ∗∗∗ 0.7
Uninformative/Disagreed 93% 99% 89% ∗∗ 0.95
Note: . p < .1; ∗p < .05; ∗∗p < .01; ∗∗∗p < .001; ∗∗∗∗p < .0001

when the description was uninformative than when it disagreed with the base rate.
All comparisons were statistically significant (t’s > 3.2, p’s < .01).

There was a marginally significant effect of descriptions on reversals — the prob-
ability of initially moving towards the alternative option before giving the base
rate response (χ2 = 4.8, N = 2, p = .0916). Despite this, none of the post-hoc
comparisons approached significance. However, the trends were in the direction
predicted by dual process accounts. On trials where participants gave the base
rate-cued response, a greater proportion changed their mind while doing so when
the description cued the opposite response than when the description was uninfor-
mative, and fewer again did so when the description agreed with the base rate.

In summary, consistent with what would be predicted by most dual process ac-
counts, participants were indeed slower to give the base rate-cued response when it
went against the contents of the description, and spent longer reading the descrip-
tion for such problems. For trials where the base rate-cued response was given,
descriptions did not have a significant effect on participants’ initial cursor move-
ments, in contrast to previous experiments. This pattern, however, can be better
understood by considering the transition probability analyses, below.

Effect of base rates on description choices

Table 5.5 shows descriptive statistics for trials in which the description-cued re-
sponse was given, by condition. Contrary to a number of previous studies that
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found evidence that base rates interfere with participants’ description-cued re-
sponses, there was no main effect of condition found on any of the descriptive mea-
sures here (χ2 < 3.4, DF = 2, p > .18). Focusing on response time, the measure
most commonly analysed in previous studies, reveals a weak trend in the expected
direction. Response times when both cues agreed (1,372 msec, SD = 522) were al-
most identical to when only the description was informative (1,369 msec, SD =
464), but slightly faster than when the base rate cued the opposite response (1,402
msec, SD = 563).

Table 5.5: Descriptive statistics for trials where the description-cued response was given in Experi-
ment 5. Trials are broken according to whether the base rate agreed with the description, was uninfor-
mative, or disagreed with the description.
Note: N = Number of trials in which this response was given.

Base rate Reading time Initiation
time

Response
time

Reversals N

Agreed 2,186 (2,153) 444 (247) 1,372 (522) 29% 472
Uninformative 2,309 (2,260) 447 (258) 1,369 (464) 28% 467
Disagreed 2,406 (2,789) 456 (266) 1,402 (563) 27% 401

In previous tests of the intuitive logic theory (e.g. De Neys et al., 2011; Mevel
et al., 2014, see also Pennycook, Fugelsang, & Koehler, 2015), researchers have ex-
plored the relationship between individual differences in overt sensitivity to nor-
mative principles (i.e. the proportion of normatively correct responses given on
conflict trials) and implicit measures of conflict. Therefore, I calculated, for each
participant, the proportion of description-cued responses on conflict trials. Of the
50 participants, 26 gave the description-cued response on 9 or 10 of the 10 conflict
trials, and were classed as description-driven reasoners. The remaining 24 partic-
ipants gave the description-cued response on average 62% of the time, and were
classed as equivocal reasoners. Only 4 of these participants gave the base rate-cued
response on more than half of the conflict trials.

I repeated the analyses described above — analysing reading time, movement
initiation time, response time, and proportion of reversals, on trials where the base
rate-cued response was given — using 3 (description: agreed, uninformative, or
disagreed with base rate) by 2 (type of reasoner: description-driven or equivocal)
factorial mixed models, with random intercepts for each participant and each prob-
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lem. None of these models showed significant description by type of reasoner inter-
actions (p’s > .1), indicating that there were no substantial individual differences
in the null effects of manipulating the description reported above.

However, the analyses reported here are in some ways conservative. Working
within the null hypothesis significance testing (NHST) framework, I have calcu-
lated p values, comparing the main effect of base rate types on participants’ re-
sponse times to what would be expected under the null hypothesis. Because there
were three kinds of base rate — they could agree with the descriptions, be unin-
formative, or disagree — I then performed pairwise comparisons, using the Tukey
HSD method to adjust the p values to maintain a Type 1 error rate of 5%. While
I was unable to reject the null hypothesis — that base rates did not influence par-
ticipants on trials where they gave the description-cued response — this framework
does not make it possible to accept this null hypothesis either.

Therefore, I conducted a follow up analysis, comparing responses where the base
rate agreed with the description to those where it disagreed, and used Bayesian in-
ference to estimate the magnitude of the difference in response time between these
two conditions. Participants on average responded in 1,372 msec (SD 522 msec)
when the cues agreed, and 1,402 msec (SD 563 msec) when they disagreed, a slow-
down of 30 msec, or 2.1%.

I fit a Bayesian multilevel model using Stan (Stan Development Team, 2015),
where log-transformed response times for description-cued responses when the base
rate agreed with the description where compared to those where the base rate dis-
agreed. The model included random intercepts for each participant, and for each
problem. Uninformative priors were set on all model parameters. The full model
specification can be found in Appendix L.

After sampling,3 the posterior distribution for the intercept term (the mean
response time when the base rate agreed), had a median estimate of 1,357 msec
and a 95% credible interval4 of [1,285 msec; 1,423 msec]. More importantly, poste-
rior on the regression weight eB is shown in Figure 5.4. The median estimate was

3 I ran 8 MCMC chains of 1000 iterations each, with 500 warm-up draws discarded from each
chain.

4 A Bayesian 95% credible interval can be interpreted in the way that frequentist confidence
intervals are often misinterpreted: we can be 95% sure that the true value lies between these
lower and upper bounds, given our prior beliefs and the current data.
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102.8%, indicating a 2.8% slowdown under conflict, and the 95% credible interval
was [99.0%; 106.7%]. Therefore, while the most credible effect is a very small slow-
down under conflict, there is considerable uncertainty around this effect. We can
further understand this estimate by looking to the mass of the posterior above and
below certain values. For instance, we can be 91.9% certain that response times
under conflict were slower than those when the cues agreed — that is, eβ > 100%
— but also 99.1% certain that the slowdown did not exceed 10% of the response
time when the cues agreed. Another way of interpreting a posterior of this sort
(Kruschke, 2011) is to define a range of effect sizes that we would consider to be
trivial — that is, to define a region of practical equivalence; ROPE. For us to be
95% confident that this effect constitutes a null result, we would need to define all
changes in response time from 94% to 106% as being essentially null effects. As I
believe that effects within this range would be of theoretical importance, the cur-
rent results do not support the null hypothesis.

Figure 5.4: Posterior samples for the eβ regression weight, reflecting the difference in response times
between description-based responses when the base rate agreed with the description and those when
the base rate disagreed. The median estimate of 102.8% (solid red line, dashed lines show 95% cred-
ible intervals) indicates that participants were 2.8% slower when the base rate disagreed. The solid
black line shows the null effect.

In summary, the evidence here was not sufficient to reject the null hypothesis
in a NHST ANOVA design. However, when I directly contrasted trials where the
base rate agreed with the description to those where they disagreed, the data sup-
ported an extremely small conflict effect with considerable uncertainty, rather than
the null hypothesis of no effect whatsoever. Ultimately, the present data are incon-
clusive, and fail to provide strong evidence either of a slow-down under conflict, or
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of the absence of such a slow-down.

5.3.3 Cursor trajectories

As described in Chapter 2, cursor transition probabilities were calculated for each
condition. When base rates and descriptions disagreed, participants initially moved
towards the option cued by the description on 66% of trials, selected this option
after initially moving towards it 89% of the time, and selected the base rate-cued
option after initially moving towards it 36% of the time.

Effect of descriptions on base rate choices

Start

Base Rate
cued

α

β

γ

1-α

1-β

1-γ

Alternative

Figure 5.5: The possible transitions that can
occur during a trial where the base rate cues a
response.

Description α β γ

Agreed 69.4% 96.5% 89.5%
Uninformative 57.4% 79.1% 56.3%
Disagreed 33.8% 36.1% 11.2%

Table 5.6: Transition probabilities for trials where
the description either agreed with the base rate,
was uninformative, or disagreed with the base rate.
There were significant main effects of description
type, and significant pairwise differences between
each description, on all measures.

There was a significant main effect of the description type on the proportion,
α of trials where initially moved towards the base rate-cued option (χ2 = 135.9,
DF = 2, p < .0001). Participants were most likely to initially move towards this
option when the description also cued it (69.4%), less likely when the description
was uninformative (57.4%) and least likely when the description cued the alterna-
tive option (33.9%). Pairwise comparisons between each description type were all
statistically significant (z’s > 3.9, p’s < .001).
β indicates the proportion of trials where participants selected the base rate-

cued option after initially moving towards it. There was a significant main effect
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of description type on this measure (χ2 = 262.7, DF = 2, p < .0001). Participants
were most likely to select the base rate-cued option after initially moving towards
it when the description also cued that option (96.5% of trials), less likely when the
description was uninformative (79.1%) and least likely when the description cued
the alternative option (36.1%). Pairwise comparisons between each description
type were again all statistically significant (z’s > 5, p’s < .0001).

Lastly, γ reflects the proportion of trials where participants selected the base
rate-cued option after initially moving towards the alternative option. There was
a significant main effect of description type (χ2 = 301.4, DF = 2, p < .0001). Par-
ticipants were most likely to change direction and select the base rate-cued option
after initially moving towards the alternative when the description agreed with
the base rate (89.5% of trials), less likely when the description was uninforma-
tive (56.3%), and were very unlikely to change direction when that alternative was
cued by the description (11.2%). Pairwise comparisons between each description
type were once again all statistically significant (z’s > 5, p’s < .0001).

These results show that description interfered with participants’ base rate-based
reasoning at every juncture, influencing both their initial mouse movements, and
their subsequent responses, regardless of their initial movement.

Effect of base rates on description choices

The transition probability analysis was repeated to explore the effect of manipu-
lating the base rate on participants’ movements towards the description-cued op-
tion. Transition probabilities, broken down according to the base rate, are shown
in Table 5.7. Here, α represents the proportion of trials where participants initially
moved towards the description-cued option. There was no main effect of base rate
on this proportion (χ2 = 1.5, DF = 2, p > .4): participants initially moved to-
wards the description-cued option on average 68% of the time, regardless of the
base rate information.

There were, however, main effects of base rate type on β, the proportion of tri-
als where the description-cued option was selected after participants initially moved
towards it, and γ, the proportion of trials where the it was selected after partic-
ipants initially moved towards the alternative option (χ2s > 30, DF = 2, p’s <
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Figure 5.6: The possible transitions that can
occur during a trial where the description cues a
response.

Base rate α β γ

Agreed 69.4% 96.5% 89.5%
Uninformative 68.5% 98.0% 84.1%
Disagreed 66.1% 88.8% 63.7%

Table 5.7: Transition probabilities for trials where
the base rate either agreed with the description,
was uninformative, or disagreed with the descrip-
tion. There was no effect of base rate type on α. β
and γ were both significantly lower (that is, partici-
pants were less likely to select the description-cued
option, regardless of initial movement direction)
when the base rate disagreed with the description.

.0001). In both cases, participants were less likely to ultimately select the description-
cued option when the base rate cued the other response option than when the base
rate was uninformative or when it agreed with the description (z’s > 3, p’s < .001;
see Table 5.7).

Therefore, base rates had no early impact on participants’ description-based rea-
soning, and did not influence their initial mouse movements. They showed some
effect, however, on ultimate responses, as participants were less likely to select the
description-cued option, regardless of what direction they initially moved the cur-
sor.

5.3.4 Time Course

There are many time course analyses that could be presented for this experiment,
and so for brevity, I report only the most informative comparisons here. To ex-
plore the effect of varying the description on participants’ base rate-based reason-
ing, I examined the proportion of trials on the side of the screen containing the
base rate-cued option, on trials containing such an option. Likewise, to explore the
effect of varying the base rate on description-based reasoning, I examined the pro-
portion of trials on the side of the screen containing the description-cued option,
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on trials such an option existed. Both comparisons are plotted in Figure 5.7.

Figure 5.7: Top: Proportion of trials where the cursor is on the side of the screen containing the
base rate-cued option, over time, for trials where the description agreed with the description, is unin-
formative, or disagreed with it. Line A shows the onset of a significant difference between when the
description disagreed with the base rate and the other two conditions. Line B shows the onset of a
difference between when the description agreed and when it is uninformative.
Bottom: Proportion on the side containing the description-cued option, for trials where the base rate
agreed with the description, is uninformative, or disagreed with it. Line C shows the onset of a differ-
ence between when the base rate disagreed with the description and the other two conditions.

Divergence points were found as before, by fitting two series of logistic mixed
models. The first predicted the proportion of trials on the base rate-cued option’s
side of the screen, with description type (agreed with base rate, uninformative, or
disagreed) as a predictor. The second predicted the proportion of trials on the de-
scription cued option’s side of the screen, with base rate type (agreed with descrip-
tion, uninformative, or disagreed) as a predictor. All models included random in-
tercepts for each participant. In each series, a model was fit to each 20 msec time
window, and divergence points for each pairwise comparison were defined as the
times after which these comparisons were found to be statistically significant.

In both plots shown in Figure 5.7, participants were equally likely to move to-
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wards each option in any condition over the first 500 msec of each trial, indicating
that neither descriptions nor base rates influenced participants’ cursor movements
before this time.

The effect of descriptions on base rate-driven reasoning was the first to mani-
fest: participants were significantly less likely to place the cursor on the side of the
base rate-cued option when the description disagreed with the base rate than when
it agreed, or was uninformative, from 520 msec onwards (line A in Figure 5.7).
Later, they were more likely to move the cursor to this side of the screen when the
description agreed with the base rate than when it was uninformative from 660
msec (line B in Figure 5.7).

The effect of the base rates on description-driven reasoning was slowest to arise.
Participants became less likely to be on the side of the screen containing the description-
cued option when the base rate disagreed with the description than when it was
agreed or was uninformative from 740 msec onwards (line C in Figure 5.7). Mirror-
ing the analysis of responses on these trials, above, no difference emerged between
trials where the base rate agreed with the description and trials where the base
rate was uninformative.

5.4 Discussion

In this experiment, I combined mouse tracking with a forced choice version of the
base rate neglect task, where I manipulated both the descriptions, and the base
rates participants reasoned about. In doing so, I build on two lines of research.
Much earlier work in the heuristics and biases and dual process literature (i.e.
Kahneman, 2011; Kahneman & Tversky, 1973) claims that descriptions are pro-
cessed easily and automatically by Type 1 processes, while processing base rate
information requires the optional later engagement of more effortful Type 2 pro-
cesses. As a result, base rates are more likely to be ignored or underweighted.
More recent accounts (i.e. Barbey & Sloman, 2007; De Neys, 2012) mostly agree
with this fundamental dual process interpretation, but argue that base rates play
a more involved role in reasoning, either because they can be processed by Type 1
processes (De Neys, 2012), or because Type 1 and 2 processes operate in parallel
(Barbey & Sloman, 2007; Sloman, 1996).
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Analysis of problems in this experiment where base rates and descriptions con-
flicted provided support for a generic dual process account. Participants gave the
response cued by the description on 80% of such trials, and when doing so were
faster to read the description, faster to respond, and less likely to initially move
the mouse cursor towards the opposite option than on trials where they gave the
base rate-cued response. Participants were also much more likely to initially move
the mouse cursor towards the description-cued option than the base rate-cued
option when the cues disagreed (doing so 66% of the time), and more likely to
change direction if their initial movement was towards the base rate-cued option.

Most dual processes accounts — the exception being a selective model (Chaiken,
1987; Klaczynski, 2000) where one or other kind of processing is engaged for a
given task — would predict that participants who do give the response cued by the
base rate should be conflicted while doing so, as they must inhibit the pull of the
description-cued response. This prediction was tested by analysing all trials where
participants could rely on the base rate, and looking at effect of manipulating the
description.

Consistent with this prediction, the contents of a problem’s description had a
strong effect on participants’ base rate-cued reasoning, as participants were most
likely to give the base rate-cued response when this response was also supported
by the description (94% of trials), less likely when the description was uninfor-
mative (69%), and as mentioned above, only selected the base rate-cued response
when it conflicted with the description on 20% of trials.

Similarly, when they did give this base rate-cued response, participants both
spent longer reading the description, and spent longer responding, when the de-
scription conflicted with the description than when it agreed. This suggests that
participants had to inhibit the description-cued response before they could give the
base rate-cued response instead. Unlike previous experiments in this thesis, how-
ever, participants’ were not significantly more likely to trace reversal trajectories
towards the base rate-cued option under conflict, although the trend was in this
direction.

The transition probability analysis (Table 5.6) similarly showed that descrip-
tions had a pervasive effect on participants’ base rate-driven reasoning, influenc-
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ing both their initial movements, and their ultimate responses regardless of initial
movement direction. The transition probabilities also allow us to make sense of the
non-significant effect of descriptions on the probability of participants following a
reversal trajectory when giving the base rate-cued response. Regardless of the base
rate, participants initially moved towards the description-cued option, where avail-
able, on two thirds of trials. Given that they were no more likely to initially move
towards the alternative option when the base rate cued it than when it did not,
we must assume that base rates play no role at this point. Later in reasoning, the
influence of the description is even greater, dictating 80% of final responses when
it conflicts with the base rate, and 94% both when it agreed and when the base
rate was uninformative. At this point, base rates also clearly play a role, as the re-
sponse not cued by the description is given on only 6% of trials when it is not cued
by the base rate either, but 20% when it is cued by the base rate. To simplify, it
appears that only the descriptions, and random variations, have an effect on ini-
tial movements, while later movements are even more influenced by descriptions,
and also slightly influenced by base rates. The time course data are also in line
with this interpretation, as base rates had no influence on early movements. When
they did show an effect, after 740 msec, this only slightly reduced the pull of the
description-cued option rather than reversing it, as was the case in Experiments 1
and 2, for instance (see the bottom panel of Figure 5.7).

While these results are consistent with most dual process accounts of this task,
some accounts, such as the intuitive logic theory (De Neys, 2012; Handley & Trip-
pas, 2015), or a parallel-competitive dual process theory (Barbey & Sloman, 2007;
Sloman, 1996), further predict conflict in the opposite direction, with participants
who base their responses on descriptions nevertheless showing sensitivity to the
base rate information, and experiencing conflict when base rates and descriptions
disagree.

Analysis of participants’ responses on trials where the description cued a re-
sponse showed some evidence of sensitivity to base rates, with participants less
likely to give the description-cued response when it conflicted with the base rate
than when the base rate agreed with the description, or was uninformative. How-
ever, on such conflict trials participants still overwhelmingly gave the response
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cued by the description. Analysis of individual differences here (Figure 5.3) showed
that the majority of participants’ responses appeared to be slightly influenced by
the base rate, with a small minority strongly influenced by it.

In contrast to previous tests of the intuitive logic theory, however, (De Neys
& Glumicic, 2008; De Neys et al., 2008; Franssens & De Neys, 2009; Pennycook,
Fugelsang, & Koehler, 2012) there was no significant evidence that participants
were influenced by base rates on trials where their responses were driven by the
description, as their reading times, movement initiation times, response times, and
cursor trajectories did not differ significantly when the base rate agreed with the
description, was uninformative, or disagreed with it. However, the trends were
in the direction predicted by the intuitive logic account, with participants slower
to respond when the base rate conflicted with the description. An exploratory
Bayesian analysis suggested that the most plausible effect size was a 2.8% increase
in response times under conflict, although the data was largely inconclusive. there
was considerable uncertainty around this tiny effect.

Analyses of the transition probabilities and the time course data told the same
story. Participants’ initial mouse movements, and the position of the cursor before
740 msec, were not influenced by changes in the base rate on trials where partici-
pants could rely on the description. Instead, participants were slightly less likely to
select the description-cued response option, or to be on its side of the screen from
740 msec onwards, when the base rate cued the alternative response. Taken to-
gether, these results suggest that base rates either dictated participants’ response
to a problem, or were almost totally ignored

To recapitulate, the results of this experiment provide further support for a dual
process interpretation of base rate neglect (Kahneman & Frederick, 2002, 2005),
where, fast, effortless, automatic Type 1 processes underlie description-based rea-
soning, and slower, effortful Type 2 processes underlie base rate-based reasoning.
Results consistent with this interpretation were found in all of the analyses re-
ported. Participants predominantly gave the description-cued response when the
base rate also cued it and when the base rate was uninformative, and only did so
slightly less when the base rate conflicted with the base rate. Even when giving
base rate-cued responses, participants were conflicted when the description dis-
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agreed with the base rate. Analysis of the cursor trajectories and the time course
data showed that descriptions dictated both early movements (from half a second)
and participants’ actual responses.

The data were less consistent, however, with some intuitive logic accounts (i.e.
De Neys, 2012, 2014; Handley & Trippas, 2015). These would predict that even
when participants give the response cued by the description, they should be sen-
sitive to manipulations of the base rate, and previous studies have found such
effects (i.e. De Neys & Glumicic, 2008; Pennycook, Fugelsang, & Koehler, 2012;
Pennycook et al., 2014). Here, I found no significant effects of manipulating the
base rate on participants’ cursor movements or response times when they gave the
description-cued response. An exploratory Bayesian analysis, however, showed that
participants were very slightly slower (around 30 msec) on these trials when the
base rate disagreed with the description. Thus, it is not possible to draw strong
conclusions either for or against the intuitive logic account from the current data.

The absence of a significant intuitive logic effect on response times in particular
was surprising, as response times have been used as a measure of this conflict in
a number of previous studies (i.e. De Neys & Glumicic, 2008; Pennycook, Fugel-
sang, & Koehler, 2012), outlined in Table 5.8. Although it is difficult to say with
certainty why this experiment differs from previous work, I can identify a number
of possibilities.

First, a number of changes were made to the procedure used by De Neys et al.
(2008) in order for it to be compatible with the mouse tracking paradigm. As dis-
cussed above, the way in which information was presented here meant that partic-
ipants were able to process each trials’ information at two points: before clicking
on the “NEXT” button to reveal the question (reading time), and after seeing the
question but before responding (response time). However, even when I combined
these times (not reported), there was little evidence of participants being slower to
give the description-cued response when it conflicted with the base rate.

The mouse tracking paradigm also requires that participants respond under time
pressure, in this case within 6 seconds. A visual timer in the centre of the screen
was used in this experiment to reinforce this idea, filling up over the course of the
allowed time. As this time limit was only exceeded on 2 trials out of 2,000, and
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average response times were below 2 seconds in all conditions, I can be quite con-
fident that participants did reason quickly, although again this does not include
time spent reading the description.

These response are considerably faster than those reported in the majority of
previous conflict detection studies that used the base rate paradigm and measured
response latencies, outlined in Table 5.8. Moreover, of these studies, only two re-
quired participants to respond before a deadline. De Neys and Glumicic (2008)
presented participants in an fMRI scanner with problems almost identical to those
used here, and required them to respond within 8.5 seconds of seeing the ques-
tions. They found that participants were slower to give description-cued responses
when the cues conflicted (3.5 seconds) than any other condition (∼2.8 seconds).
However, it should be noted that these response times were almost a second longer
than those reported here, at a time scale where this constitutes a ∼66% increase.
Their result, while moderate in size (η2p = .28), was also not robustly statisti-
cally significant, with F (1, 12) = 4.6, prep = .87 (corresponding to approximately
p = .05).

The other study reporting conflict effects at such a short time scale was Ex-
periment 2 of Pennycook et al. (2014), where participants were asked to respond
within 5 seconds. Note, however, that this was an unusual base rate experiment.
Participants were instructed before each trial to base their response on either “be-
lief”, or “statistics”, and in Experiment 2 asked to respond within 5 seconds. Anal-
ysis of response latencies revealed conflict effects in both directions — when rea-
soning based on statistics, participants were slower if the description cued the op-
posite response, and likewise slower when reasoning based on belief if the base rate
cued the opposite response. However, these times remain a second or more slower
than those reported in the current experiment. Furthermore, the magnitude of this
effect was extremely small — going from 3.70 to 3.79 for statistics-based decisions
— a small effect size (η2p) of .08. It should also be noted that in Experiment 2 of
Pennycook et al. (2014), instructions to rely on belief or statistics were manipu-
lated within-participants, and so the effect within this short time window could
be in part due to task-switching effects (Monsell, 2003). Experiment 3 of the same
paper demonstrated a similar effect with a between-participants manipulation, but
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participants were not asked to respond quickly, and the dependent variables were
participants’ probability judgements and confidence ratings, not their response
times. Therefore, it seems possible that in the current experiment a) participants
responded too quickly in most cases to detect the conflict between their responses
and the base rate; b) having not been explicitly told to use the base rate on 50%
of trials, participants may have been less sensitive to the base rate than those in
Pennycook et al. (2014).

Another factor may be the scarcity of base rate-cued responses in general in the
current experiment. Reasonably, one would expect conflict detection to be related
to participants’ responses: experiments that yield many base rate-cued responses
should also yield greater detection of conflict on problems in which the description-
cued response is given. In this experiment, on the other hand, the base rate-cued
response was given on only 20% of conflict problems, perhaps unsurprisingly given
the fast response times here, and the robust finding that base rate responses are
slower than description responses. Consequently, it may not be so surprising that
an experiment which yielded relatively few base rate-cued responses should also
show little influence of base rates on more subtle measures such as response time.

Lastly, recent work (e.g. De Neys et al., 2010; Mevel et al., 2014) has highlighted
that there are individual differences in this conflict detection process — not all
participants are slower, or less confident, when their responses conflict with base
rates, or with logical principles. At present, we know relatively little about the
factors that make some participants, but not others, sensitive to these conflicts.
Therefore, given that almost all studies in this area reveal some participants for
whom the conflict detection effects do not hold, it should perhaps not be surpris-
ing that these effects are not found in every study.

Conclusions

To conclude, this chapter reports one of the first uses of the mouse tracking paradigm
to investigate the interaction of dual processes during reasoning. Results are con-
sistent with a default-interventionist dual process accounts (Evans, 2006; Evans
& Stanovich, 2013; Kahneman & Frederick, 2002), by which descriptions are pro-
cessed easily and automatically by Type 1 processes, but base rates, thought to
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Table 5.8: Number of base rate-cued responses under conflict, and response latencies for description-
cued responses when cues either agreed or conflicted, in previous base rate studies.
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require Type 2 processes to process. play less of a role in reasoning on most trials.
In fact, when the base rates were attended to, they tended to dictate participants’
responses outright. The rich, temporal dynamics of the data collected using this
paradigm reveal much more about the underlying processes, for instance that only
descriptions influence the initial direction of participants’ cursor movements, and
that the descriptions have a discernible effect on cursor movements from around
500 msec, while the weaker effect of base rates is not apparent until around 750
msec.

A number of recent studies have also shown evidence of conflict in the opposite
direction, as base rates have some effect on participants even when their responses
appear to be dictated by descriptions alone. The current data, however, did not
support this idea, although this may in part be due to the ways in which the ex-
perimental paradigm had to be adapted to suit the mouse tracking paradigm, in
particular, the extremely faster response times, and unusual presentation of infor-
mation. Despite this, however, the current chapter demonstrates another point at
which conflict can be found in reasoning, when the right kind of data is collected.
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CHAPTER 6

Intuition vs. Reflection in Reasoning

6.1 Introduction

In Experiment 5 (Chapter 5), I used the mouse tracking paradigm to study the in-
teraction of two kinds of processes in cognition: fast, intuitive Type 1 processes,
and slower, deliberative Type 2 processes. In that experiment, participants were
asked to respond within 5 seconds of seeing the probe question, and my analy-
ses focused on the responses they gave, their response latencies, and whether they
moved the mouse straight to their response option or went the wrong way initially.
However, reasoning is one of the most complex, high-level cognitive processes pos-
sible, and naturally not all reasoning happens in less than 5 seconds. In this chap-
ter, I use a slightly different kind of mouse tracking paradigm to investigate con-
flict in reasoning over a considerably longer time scale. I do this for a task that
has become perhaps the classic means of pitting intuition against logic: the Cog-
nitive Reflection Test (Frederick, 2005). Like Chapter 5, this chapter addresses
the question of just how Type 1 and Type 2 processes interact in dual process ac-
counts of cognition.

6.1.1 Cognitive Reflection and Reasoning

The Cognitive Reflection Test (CRT; Frederick, 2005) is a brief test designed to
measure individuals’ ability to inhibit intuitive responses in favour of reflective and
deliberative reasoning. In the bat-and-ball problem, one of the best-know CRT
items, participants are asked:
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“A bat and a ball together cost £1.10.
A bat costs £1 more than a ball.
How much does a ball cost?”

The appealing but incorrect response, to say “10p”, is believed to be generated
effortlessly and automatically. Arriving at the correct response of “5p” may require
that this intuitive response is inhibited in favour of the result of sustained, effortful
deliberation.

The CRT has become a widely-used measure of individual differences in cog-
nition. Higher CRT scores predict better performance on various cognitive tasks,
including reduced framing effects, less discounting of delayed rewards (Cokely
& Kelley, 2009; Frederick, 2005) and probability matching (Koehler & James,
2009), resistance to the illusion of explanatory depth (Fernbach, Rogers, Fox, &
Sloman, 2013) and conjunction fallacies (Oechssler, Roider, & Schmitz, 2009),
greater metacognitive awareness (Mata, Fiedler, Ferreira, & Almeida, 2013), and
less endorsement of supernatural beliefs (Pennycook, Cheyne, Seli, Koehler, &
Fugelsang, 2012; Shenhav, Rand, & Greene, 2012), less endorsement of vacuous
statements as profound (Pennycook, Cheyne, Barr, Koehler, & Fugelsang, 2015),
as well as performance on various tasks that pit normative responding against in-
tuition (Toplak, West, & Stanovich, 2011) Scores on the CRT correlate with mea-
sures of IQ and personality characteristics, and usually predict performance even
when these are controlled for (Toplak et al., 2011).

6.1.2 Dual Process Accounts

The CRT is widely seen as a an archetypal application of dual process theories of
cognition (De Neys et al., 2013; Frederick, 2005; Kahneman & Frederick, 2005).
Consistent with this, performance on the CRT is related to performance on a num-
ber of other traditional dual process tasks (Toplak et al., 2011), and to disposi-
tional factors related to willingness to engage in analytic thinking (Böckenholt,
2012; Campitelli & Gerrans, 2013; Campitelli & Labollita, 2010).

However, dual process theories differ in their account of CRT performance. As
discussed in Chapter 1, there are a number of ways in which Type 1 and Type
2 processes can interact during reasoning. As has been my focus throughout this
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thesis, I will concentrate on the predictions made by each account with regard to
when conflict occurs during reasoning. Although I am interested in reasoning in
general, I discuss these accounts in terms of the specific points at which they pre-
dict conflict should occur during the CRT. According to a selective dual process
account (e.g. Klaczynski & Cottrell, 2004), the CRT, like all such tasks, should not
evoke any conflict. Instead, participants should selectively draw on heuristic Type
1 processes, which usually produce a response of “10p” on the bat-and-ball prob-
lem, or draw on Type 2 processes to apply the simple mathematical rules needed
to reach a correct response of “5p”. On the other hand, Type 1 processes are al-
ways automatically activated in default-interventionist models (Evans, 2006; Kah-
neman, 2011; Kahneman & Frederick, 2005). Therefore, such accounts would pre-
dict that heuristic responses (“10p”) come to mind automatically for most partici-
pants, and that giving the correct response requires that this heuristic response is
inhibited, and that Type 2 processes are engaged to derive the correct response.
Such a default-interventionist account is assumed, for instance, in Frederick’s
(2005) paper introducing the CRT, and Toplak et al.’s (2011) work outlining the
relationship between the task and other dual process problems.

A third option (Sloman, 1996, 2014b) is that both Type 1 and Type 2 processes
are activated simultaneously, and that they compete for control of behaviour. In
common with default-interventionist models, these accounts predict that Type 1
intuitive responses must be inhibited in order to reason correctly. Uniquely though,
parallel models would also predict Type 2 processes should attempt to signal the
correct response, even when failing to overrule the output of Type 1 processes.

The intuitive logic model (De Neys, 2012, 2014) has also been applied to per-
formance on the CRT (De Neys et al., 2013). This model modifies the traditional
default-interventionist model to account for many findings which indicate that
when participants provide biased, heuristic responses, they are often implicitly
aware of some conflict between their responses and the normative standard. Ac-
cording to this model, Type 1 processes are sensitive to normative principles, such
as logical principles in syllogistic reasoning tasks, or mathematical rules on the
bat-and-ball problem. As a result, they implicitly signal a conflict when the incor-
rect heuristic response is given. However, because the heuristic response is usu-
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ally prepotent, participants often fail to inhibit it, even when they do detect that
it conflicts with normative principles. It is unclear at present, however, how this
conflict is actually detected. One possibility is that Type 1 processes simultane-
ously produce both heuristic and correct responses, and it is the conflict between
these two partially active beliefs which is detected directly. In Chapter 1, it is this
proposition that I refer to as the intuitive logic theory. Alternatively, the process
may be more subtle, with Type 1 processes not generating a fully-formed correct
response, but rather detecting, through some other means, that the heuristic re-
sponse is questionable. I refer to this proposition in Chapter 1 as the dual pro-
cess conflict monitoring theory. Clearly, these two possibilities make different pre-
dictions about conflict between competing response options during reasoning. In
the former case, the intuitive logic model would, like a parallel-competitive ac-
count, predict that because both responses are partially cued, participants should
be drawn towards giving the correct response, even when they ultimately give the
heuristic one. In the latter case, if Type 1 processes can signal conflict without ac-
tually generating the correct response, participants may experience conflict and
uncertainty, but not be actually drawn towards the correct response when giv-
ing the heuristic one. For the purposes of this experiment, the same predictions
are made by the slightly different intuitive logic account offered by Handley and
Trippas (2015). For simplicity, I will refer to De Neys’ (2012) account through-
out, with the understanding that the same points generally apply to other intuitive
logic accounts.

As discussed in previous chapters, evidence of the implicit conflict detection pre-
dicted by the intuitive logic model comes from a range of experimental paradigms
(see also De Neys, 2012, for a review). Typically, these studies compare conflict
problems, where the intuitive, heuristic response is incorrect, to analogous no-
conflict versions, where both heuristics and normative principles cue the same
response. Type 1 processes cue both the heuristic response on conflict problems
and the correct response on no-conflict problems. If participants detect the con-
flict between normative principles and their heuristic responses, they should show
greater evidence of conflict on these problems, compared to the no-conflict prob-
lems. Such conflict has been measured using confidence ratings (De Neys et al.,
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2011), response times (De Neys & Glumicic, 2008), neuroimaging (De Neys et al.,
2008), and galvanic skin response (De Neys et al., 2010), among other measures.

Two studies, however, directly test the intuitive logic model against the CRT.
De Neys et al. (2013) showed that heuristic responses on conflict problems were
given with less confidence than correct responses on no-conflict versions of the
same problems. Gangemi, Bourgeois-Gironde, and Mancini (2015) report similar
effects, asking participants to fill out a brief questionnaire measuring their “feeling
of error” after answering either the original bat-and-ball problem or a no-conflict
control version, both when participants were asked to generate their responses, and
when asked to choose between the heuristic and correct responses. These findings
all suggest that participants are to some extent aware of the inadequacy of their
heuristic responses.

In this chapter I use a novel version of the mouse tracking paradigm to explore
this topic. Participants completed a computer-based multiple-choice version of the
CRT, including both conflict problems, where the intuitively appealing heuris-
tic response was incorrect, and no-conflict versions of the same problems, where
the appealing response was the correct one. There were four response options for
each problem, located in each corner of the display. While participants decided
on their response, their mouse cursor movements were recorded as they moved the
cursor around the screen. Unlike in previous mouse tracking studies, participants
were not placed under time pressure, and their mouse movements over the first 60
seconds of each trial were analysed. Rather than moving the cursor directly from
its starting point to a response option and clicking on it, participants typically
moved the cursor around the screen a number of times on each trial, passing close
to multiple response options. As mentioned in Chapter 1, mouse movements over
such long time scales have been used in the past as part of research on human-
computer interaction, typically involving users interacting with web pages, such as
web search results pages (e.g. M. C. Chen et al., 2001; Huang et al., 2011; Rodden
et al., 2008) This allowed me to use the patterns in these cursor movements to test
predictions derived from the various forms of dual process theory.

According to a selective dual process account, participants should move to the
response option they eventually chose without showing any particular attraction
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towards any of the other options along the way. According to a traditional default-
interventionist account, on conflict trials participants should initially be drawn to-
wards the heuristic response option, but in some cases inhibit this response and
instead select the correct option. A parallel-competitive account would likewise
predict that participants are drawn towards the heuristic option on trials where
they eventually give the correct response, but would also predict the reverse — be-
cause Type 2 processes are activated in parallel with Type 1, participants should
be in some cases drawn towards the correct option even on trials where they end
up giving the heuristic response. The predictions of the intuitive logic model de-
pend on the nature of the conflict detection process. If participants detect con-
flict because both responses are simultaneously generated by Type 1 processes,
then the intuitive logic model, like the parallel-competitive model, would predict
conflict in both directions. Alternatively, if the conflict detection process is more
subtle (c.f. the dual process conflict monitoring theory, Chapter 1) then like the
classic default-interventionist account it would predict that participants should be
drawn to the heuristic option when selecting the correct one, but not the other
way around.

6.2 Method

6.2.1 Participants

One hundred and thirty one students at Queen’s University Belfast participated in
exchange for course credit.

6.2.2 Materials

Eight problems were adapted from Primi, Morsanyi, Chiesi, Donati, and Hamil-
ton’s (2015) extended version of the CRT. Each of these problems was modified to
create a set of eight corresponding non-conflict problems, in which the intuitively
appealing responses were also the correct ones (see the Appendix M). Participants
were randomly allocated to complete either conflict versions of items 1, 3, 5, and
7 and no-conflict versions of the rest, or vice versa. Each problem was presented
in a 4-option multiple choice format. For the conflict items, the possible responses
were the correct option, the incorrect heuristic option, and two incorrect foil op-
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tions. For the non-conflict items the correct intuitive option was presented with
three incorrect foils.

6.2.3 Procedure

The experiment was administered on personal computers, programmed using Psy-
chScript (see Chapter 2), and run in the web browser. Participants were instructed
to respond in their own time to each CRT problem by clicking on one of the four
response options presented in the four corners of the display (Figure 6.1). Par-
ticipants were not made aware of the mouse tracking aspect of the experiment in
advance.

Figure 6.1: A screen shot from the CRT.

Each problem was preceded by onscreen instructions to click on a button marked
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“Go”, presented in the centre of the monitor. This was done to ensure the mouse
cursor was located in the same central position at the beginning of each trial. The
button was then replaced by the problem text and the four response options ap-
peared simultaneously in the corners (Figure 6.1). The response options were ran-
domly assigned to the four locations on each trial, with the constraint that the cor-
rect and heuristic response options were always adjacent for conflict problems. The
mouse cursor was no longer visible at the onset of each trial to prevent it from ob-
scuring the question text. The cursor reappeared once it had been moved more
than 5% of the width of the display. Mouse cursor location was recorded every 20
msec.

6.3 Results

6.3.1 By-trial analyses

After excluding data from 3 participants who did not complete the experiment
within the 15 minutes allocated, and 7 trials with response times greater than
100 seconds (.6% of the total), participants selected the correct option on 79.5%
of non-conflict problems. On the conflict problems, the correct option was chosen
36% of the time, the heuristic option 58%, and one of the foils 6% of the time.

In the first stage of the analysis, I calculate a number of summary statistics for
each trial, and compare these between problem types, and between responses. The
measures were response time, the distance travelled by the mouse cursor (scaled
so that a straight line from the start point to the response corresponds to 1 unit),
the number of times the cursor was moved during a trial (with movements defined
as windows of 100 msec or more in motion, separated by 100 msec or more not
moving), the closest proximity achieved between the cursor and the non-chosen op-
tion (closest proximity to the heuristic response option on trials where the correct
option was chosen, and vice versa). These measures were compared using linear
mixed models, with crossed random intercepts for each participant, and each prob-
lem (Baayen et al., 2008). Response latencies, and the distance travelled by the
mouse cursor were log-transformed to normalise their distributions, and a gener-
alised mixed model with a Poisson link was used to model the number of move-
ments.
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Consistent with a dual process interpretation, whereby heuristic responses are
generated by Type 1 processes, and correct responses under conflict by Type 2
processes, for conflict problems there was greater evidence of conflict across all
measures when participants gave the correct response (N = 181) than the heuristic
one (N = 297). The average time to respond was 27.3 seconds (SD = 16.3) for cor-
rect responses, and 21.0 seconds (SD = 13.4) for heuristic responses (eβ = 114%,
CI = [102%, 129%], t(470.8) = 2.349, p = .0192). The mouse cursor travelled a
greater distance before selecting a correct option (6.11 times the minimum needed
distance, SD = 5.6) than an heuristic option (5.66 times, SD = 4.74; eβ = 116%,
CI = [102%, 133%], t(298.4) = 2.267, p = .0241). There were also more cursor
movements on trials in which the correct response was given (5.4, SD = 4.8) than
when the heuristic response was given (4.9, SD = 4.5; eβ = 1.15, CI = [1.02, 1.29],
z = 2.337, p = .0195). Finally, the minimum distance between the cursor and the
heuristic option on trials in which the correct option was chosen was on average
49% of the display width (SD = 24%), significantly less than the minimum dis-
tance between the cursor and the correct option on trials in which the intuitive op-
tion was chosen (55.5%, SD = 18%, eβ = 0.92, CI = [0.89, 0.96], t(72.1) = 4.119, p
< .0001).

Most tests of the intuitive logic model compare correct responses on no-conflict
problems with heuristic responses on conflict problems, on the basis that heuris-
tic, Type 1 processes should cue both kinds of response, but the chosen response
conflicts with normative principles on conflict problems only. Evidence for the in-
tuitive logic model therefore comes from results which indicate greater conflict for
heuristic responses to conflict problems (N = 404). However, there was no such
reduction in conflict for no-conflict problems on any of the applicable measures: re-
sponse time (23.1 seconds, SD = 15.3; t(14.3) = 0.222, p > .8), distance travelled
(5.6, SD = 5.0; t(15.0) = 0.359, p > .7) and number of movements per trial (5.2,
SD = 4.6; z = 0.064, p > .95).

Following previous intuitive logic studies (e.g. De Neys et al., 2011; Mevel et al.,
2014, see also Pennycook, Fugelsang, & Koehler, 2015), I also calculated the num-
ber of heuristic responses given by each participant on conflict problems, and cat-
egorised each participant as either “majority heuristic” (3 or 4 heuristic responses
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out of four, 53 participants) or “minority heuristic” (0 to 2 heuristic responses, 75
participants). I entered this measure as a participant-level predictor in the models,
but found that it was not involved with any interactions in the analyses above (t’s
< .9, p’s > .4). I also repeated this analyses for the most (4 heuristic responses)
and least (one heuristic response) biased reasoners only, again finding so signifi-
cant interactions (t’s < 1.1, p’s > .25). Therefore, these analyses revealed no evi-
dence for logical intuitions in either biased or unbiased participants.

6.3.2 Time Course Analyses

Figure 6.2: A typical mouse cursor trajectory from the conflict condition. Numerical values indicate
the time elapsed in seconds. Cursors meandered as participants generated their responses, passing
near the response options located in the corners of the display

In most previous mouse tracking research, both in this thesis and in general (e.g.
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Freeman, Dale, & Farmer, 2011; Spivey et al., 2005), the location of the cursor is
recorded over a few seconds, as participants move it from a starting position to
a response option located in either top corner of the screen. Almost invariably,
this path follows either a single movement (curved or otherwise) to a response, or
as has been more the case in this thesis, a movement towards one response, that
changes direction mid-flight. In the current data, unfolding over up to 60 seconds,
participants move and rest the cursor many times throughout a trial, an average
of 5.1 times, and a maximum of 30. Thus, this data is in ways more similar to eye
movement data. A typical mouse cursor trajectory is shown in Figure 6.2, show-
ing a number of movements which pass near to several response options. In order
to analyse participants’ attraction to each response option over time, the display
was divided into quadrants corresponding to each response option. For the first
60 seconds of each trial, the mouse cursor positions at each 200 millisecond time
slice were coded according to which section of the screen they occupied, similar to
fixation analyses of eye-tracking data.

Figure 6.3 shows, for each response region, the proportion of trials in which
the cursor is in that region, over time, for both conflict and no-conflict problems.
While the proportions at 60 seconds here largely reflect participants’ ultimate re-
sponses, earlier proportions show how these preferences developed over time. Both
correct responses to no-conflict problems and heuristic responses to conflict prob-
lems were intuitively appealing, and participants began to move towards both op-
tions from before 5 seconds. At approximately 10 seconds, participants also began
to move towards the correct response option on conflict problems, and the accu-
mulation of cursors in the region of the heuristic option under conflict slowed ac-
cordingly. The proportion of cursors in the region of these foil response options de-
clined steadily in both conditions. Note that the proportions for the foil response
options are averaged across the two foil options on conflict problems, and three
options on no-conflict problems.

Bayesian Change Point Analysis

Inspecting Figure 6.3, participants are initially equally likely to move toward each
of the four response options on conflict trials, doing so 25% of the time. This is the
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Figure 6.3: Proportion of mouse cursors in the region of the screen corresponding to each response
options, over time, for conflict and no-conflict problems.

Figure 6.4: Top: ∆(Heuristic), the difference between the probability of the cursor being in the
region of the heuristic option and the probability of being in the region of a foil option.
Bottom: ∆(Correct), the difference between the probability of being in the region of the correct op-
tion, and of being in the region of a foil option. Solid red lines show non-linear regression fits. Dashed
vertical lines show change points, after which participants began to be drawn towards the option in
question.
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case until some time before 5 seconds, at which point participants become more
likely to be in the region of the heuristic option than the correct option, or either
of the foils, reflecting the point at which processes driving participants towards the
heuristic response exert their influence. Similarly participants were equally likely
to be in the region of the correct option as the foils until around 10 seconds, and
after this point more likely to be in the region of the correct option, indicating
that participants begin to be drawn towards the correct option from this time.

Of course, visual inspection of these curves is not a particularly accurate means
of revealing when participants begin to be drawn towards each response option.
To formally estimate the times at which participants began to move towards each
response, I calculated, across each 40 msec, ∆(Heuristic): the difference between
the average probability of the cursor being in the region of the heuristic option and
the probability of being in the region of either foil option, as well as ∆(Correct):
the difference between the average probability of being in the region of the correct
option and of being in the region of the foil option. This yielded two series of val-
ues (Figure 6.4) that were close to 0 until participants began to be drawn towards
the response in question, and increased over time after that point.

I modelled these series using a non-linear regression model of the form

∆(R) =

0 if t < τR

β ∗ (t− τR) otherwise

where t is the time in seconds, τR is the point at which participants begin to be
drawn towards response R, and β is the slope of the regression line after time τR.

Modelling ∆(Heuristic), I analysed the first 10 seconds of each trial, and set a
uniform prior on the value of τHeuristic between 0 and 10 seconds (i.e. that partic-
ipants were equally likely to start being drawn towards the heuristic response any
time between 0 and 10 seconds into a trial). Modelling ∆(Correct), I analysed the
first 20 second, and again set a uniform prior on τCorrect between 0 and 20 seconds.
In both cases, I set an uninformative normal prior with mean 0 and SD 1 on the
slope, β.

Figure 6.4 shows the fitted regression models, and Table 6.1 shows the poste-
rior estimates for the parameters. The posteriors for the τ parameters represent
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Table 6.1: Posterior estimates from the change point analysis. Participants began to be drawn to-
wards the heuristic option from 3.65 seconds, and the correct option from 9.30 seconds.

Parameter Median 2.5% 97.5%
τHeuristic 3.65 3.36 3.93
τCorrect 9.30 8.86 9.64
βHeuristic 0.027 0.025 0.029
βCorrect 0.015 0.014 0.016

estimates of the point at which participants began to be drawn to each response.
The median posterior estimate for τHeuristic was 3.65 seconds (95% credible interval
[3.36, 3.93 seconds]), and the estimate for τCorrect was 9.30 seconds (95% credible
interval [8.86, 9.64 seconds]). The β parameters reflect how quickly the proportion
of participants in the region of each option increased after time τ . The estimate
for βHeuristic (median 0.027, or a 2.7% increase per second, 95% credible inter-
val [2.5%, 2.9%]) was almost twice as large as that for βCorrect (median 0.015, or
a 1.5% increase per second, 95% credible interval [1.4%, 1.6%]). To summarise,
participants began to be drawn towards the heuristic option from 3.6 seconds,
and towards the correct option from 9.3 seconds. After these onsets of attraction,
there was a greater increase in the proportion of trials where the cursor was in the
region of the heuristic option (2.7% per second) than in the proportion of trials
where it was in the region of the correct option (1.5% per second).

Growth curve modelling

This time course data also allows us to supplement the response time analyses re-
ported above by looking at the speed at which participants moved the mouse cur-
sor to the region of the response option they eventually did select. Figure 4 shows
this measure for correct responses to no-conflict problems, and for both heuris-
tic and correct responses to conflict problems. The curve for each response region
over time was modelled using third-order polynomial logistic regression models (or
growth curves; see Mirman, 2014b), such that the log odds of the cursor being in
that region were given as α + β1t + β2t

2 + β3t
3. Natural polynomials were used,

meaning that the intercept corresponded to the log odds at 0 seconds, the linear
term to the simple change over time, and the quadratic and cubic terms to higher-
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Figure 6.5: Proportion of mouse cursors in the region of the response option which was ultimately
selected on that trial.

order ’wiggles’ later in the time course.1

To test for a significant difference between two curves, a null model, in which
the weights were the same for each curve, was compared with a full model, in which
there were different weights for each curve. Chi-squared tests were used to com-
pare the deviance of each model, with degrees of freedom corresponding to the
number of parameters added in the full model. Note that α, the intercept, was not
allowed to vary between curves. Finally, a random effect for the linear time term
was included for each participant, to allow for individual variability in how quickly
each participant moved towards a response in general. Random effects on other
terms, by participant, or by problem, were considered, but led to convergence is-
sues, and so only this term, which was found to account for the most variance, was
included.

Mirroring the response time analyses, and as predicted by all dual process ac-
counts, participant were faster to move towards the heuristic response option when
selecting it than the correct option for conflict problems (χ2 = 4515.7, DF = 3, p
< .0001), with the curves differing significantly on the linear, quadratic, and cu-

1 One disadvantage of using these natural polynomial terms is that they are by definition
correlated, and so the model suffers from mild multicollinearity, which leads to some loss of sta-
tistical power. However, as the alternative, orthogonal polynomial terms would be difficult to
interpret individually, I believe this approach lends itself to a clearer description of the data.
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bic terms (z’s > 5, p’s < .0001; see Figure 6.5). Again consistent with the response
time analyses, and contrary to previous findings supportive of the intuitive logic
model, participants were faster to move towards the heuristic response on conflict
problems then to move towards the correct response on no-conflict problems (χ2,
DF = 3, p < .0001). This effect was mainly driven by a significant difference on
the linear term between the curves (z = 2.352, p = .0187).

Most dual process theories, including default-interventionist, parallel-competitive,
and intuitive logic accounts, would predict that participants should be drawn to-
wards the heuristic option on trials where they ultimately give the correct response.
In order to test for this attraction, I compared the probability over time of the
cursor being in the region of the heuristic option with the average probability of
it being in the region of either foil option on those trials (Figure 6.6). A higher
probability of being in the region of the heuristic option than the foils constitutes
evidence of an attraction towards that heuristic response. Visual inspection of Fig-
ure 6.6 shows that this is the case from approximately 10 seconds onwards. Again,
third order polynomial regression models were fit to this data, which showed that
the difference between the curves was statistically significant (χ2 = 428.2, DF =
3, p < .0001), with significant differences on the linear, quadratic, and cubic terms
(z’s > 2.1, p’s < .05). Therefore, when selecting the correct response, participants
were more drawn to the heuristic option than to the foils, as predicted both by
default-interventionist and parallel-competitive or intuitive logic accounts.

A more interesting comparison is between the attraction towards the correct
response option, and that towards the foil options, on conflict trials where the
heuristic response is given. According to the default-interventionist account, Type
2 processes have not become engaged at this point, and so the correct response
option should not be any more attractive than the foil options. According to the
parallel-competitive account, on the other hand, both Type 1 and Type 2 pro-
cesses should be engaged on such trials, and so participants should be drawn to-
wards giving the response cued by Type 2 processes (that is, the correct response).
Either result could be consistent with the intuitive logic theory, depending on
the mechanism by which conflict is actually detected. If conflict detection occurs
because Type 1 processes simultaneously cue both the correct and heuristic re-
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Figure 6.6: Proportion of trials in the region of each option, over time, for trials in which the cor-
rect option was eventually chosen, for conflict problems. Error bars show standard error of measure-
ment. Lines show fitted polynomial regression curves. Participants were more likely to be in the region
of the heuristic response from around 10 seconds onwards.

Figure 6.7: Proportion of trials in the region of each option, over time, for trials in which the intu-
itive option was eventually chosen, for conflict problems. Participants were less or equally likely to be
in the region of the correct option than a foil throughout.

165



sponses, then attraction towards the correct response option should be seen here.
Conversely, if conflict is detected without Type 1 processes actually producing the
correct response, then the intuitive logic theory, like the classic default-interventionist
account, would predict no attraction towards the correct response option here. Of
course, no conflict would be predicted by a selective theory.

Figure 6.7 shows that, contrary to the prediction of the parallel-competitive and
intuitive logic accounts, participants are not more likely to move towards the cor-
rect response option than either of the foils before giving the heuristic response.
Participants were in fact less likely to be in the region of the correct option than
the foils. The polynomial regression model showed that the difference between the
curves shown is again significant (χ2 = 208.0, DF = 3, p < .0001), with significant
differences between the curves on the linear, quadratic, and cubic terms (z’s > 9,
p’s < .0001). This result indicates that the correct responses were on average ac-
tually less attractive than the foils. This is perhaps unsurprising, given that part
of the difficulty of the CRT lies in the failure of intuition to support the correct
response.

6.4 Discussion

These results are broadly consistent with a default-interventionist dual process the-
ory (Evans, 2006; Kahneman & Frederick, 2005). On problems with an incorrect
but intuitively appealing heuristic response, this response was given more quickly,
and with less evidence of conflict, than the correct response. Participants began to
systematically move the mouse cursor to the region of the heuristic response op-
tion within approximately 5 seconds, compared to 10 seconds for movements to the
correct response option, and this trend was evident both when analysing all tri-
als, and trials in which the response in question was given. This also appears to be
true of both biased and unbiased participants.

When participants did give the correct response on these conflict problems, they
spent more time in the region of the heuristic response option than either of the
foil options before doing so — a finding consistent with default-interventionist,
parallel-competitive, and intuitive logic accounts, suggesting that these partici-
pants considered the heuristic response before they reached the correct one. This
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finding is also consistent with modelling work (Böckenholt, 2012; Campitelli &
Gerrans, 2013), and individual differences studies (Liberali, Reyna, Furlan, Stein,
& Pardo, 2012) which have shown that inhibition of the heuristic response is an
important predictor of accuracy on the CRT. However, contrary to the prediction
made from a parallel-competitive dual process theory (Sloman, 1996, 2014b) or
by the intuitive logic account (De Neys, 2012, 2014; Handley & Trippas, 2015) on
trials where the heuristic response was given participants were no more likely to
place the cursor in the region of the correct response option than either foil option.

These results also have implications for the logical intuitions theory (De Neys,
2012, 2014). First, a number of previous studies using simpler reasoning tasks
have found that heuristic responses to conflict problems take longer than correct
responses to no-conflict problems, despite both being cued by Type 1 processes
(De Neys & Glumicic, 2008; Stupple & Ball, 2008). To my knowledge, the cur-
rent study is the first to report response times for conflict and no-conflict versions
of the CRT, and although this analysis was not the main focus of the this experi-
ment, I found no such effect. In fact, when analysing participants speed of move-
ment to the response option they ultimately selected, a more sensitive measure,
I found the opposite effect, with participants faster to move to the heuristic op-
tion under conflict than the correct option for no-conflict problems on trials where
these responses were given. All of these findings were true for both participants
who gave the heuristic response to most conflict problems, and those who did not.
Thus, unlike a number of studies using simpler reasoning problems, I found no ev-
idence that participants were slower to give intuitively-cued responses which were
wrong than intuitively-cued responses which were right.

Secondly, as discussed above, I found no evidence of an attraction towards the
correct response option on conflict problems where the heuristic response was given.
This suggests that Type 1 processes did not simultaneously cue both responses on
such trials. This result is not, however, totally inconsistent with the logical intu-
itions theory. Previously, I differentiated between a dual process conflict moni-
toring account (De Neys & Glumicic, 2008; De Neys et al., 2008), that proposes
that we detect when our reasoning is biased, and a fully-fledged intuitive logic the-
ory (De Neys, 2012, 2014; Handley & Trippas, 2015), where this conflict detection
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is the result of Type 1 processes simultaneously cuing both the correct and the
heuristic response. These results would appear to contradict the latter account,
whereby Type 1 processes cue both the heuristic response (“10p”) and the cor-
rect response (“5p”) at the same time for the bat-and-ball problem and other CRT
items. They do not, however, rule out the possibility that participants experience
uncertainty (De Neys et al., 2013), or a feeling of wrongness (Gangemi et al., 2015)
while solving these conflict problems. If this is the case, further work is needed to
reveal how this feeling comes about.

At this point, I would like to note again that, De Neys et al. (2013) and (Gangemi
et al., 2015) notwithstanding, previous evidence for the intuitive logic theory has
come from simpler experiments, such as simple syllogistic reasoning (Morsanyi &
Handley, 2012) and forced-choice base rate neglect (De Neys & Glumicic, 2008)
paradigms. The operations required to reach the correct answer to these CRT
problems are considerably more complex than those needed to evaluate a simple
syllogism, or apply basic statistical principles. Therefore, while I do not find evi-
dence that Type 1 processes automatically generate correct responses on the CRT,
this does not rule out the possibility that they can generate correct responses on
these simpler tasks. For instance, it has been demonstrated that participants re-
port “liking” syllogisms which are logically valid more than those which are in-
valid, even when not asked to evaluate their logical status (Morsanyi & Hand-
ley, 2012), but also that this effect only holds for simpler logical forms (Klauer &
Singmann, 2013, see also Handley & Trippas, 2015). Indeed, De Neys (2012), when
proposing the intuitive logic account raised the possibility that it may not apply to
all problems.

One might argue that the absence of evidence for either the parallel-competitive
or intuitive logical theories here do not reflect evidence against these accounts, but
rather the inability of this paradigm to reveal the effects predicted by these ac-
counts. It may be the case, according to this line of reasoning, that participants
are drawn towards the correct option on trials where they give the heuristic re-
sponse, or that participants are more conflicted when their heuristic responses
are wrong than when they are right, but that I was unable to detect these mental
states using this new paradigm. While I cannot completely rule out this possibil-
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ity, I believe two factors go against such an interpretation. First, this paradigm
does reveal effects, such as attraction towards the heuristic option before giving
the correct response, consistent with the default-interventionist model. Second, for
the two comparisons above, rather than finding no effect, I found significant effects
in the opposite direction to those predicted by parallel-competitive and intuitive
logic accounts.

Additionally, there is extensive evidence that even subtle, implicit cognitive
processes influence motor output in detectable ways (Bargh, 2006; Miles, Betka,
Pendry, & Macrae, 2010; Tucker & Ellis, 2004; Xiao & Yamauchi, 2014). There-
fore, if participants do experience conflict, but this conflict does not influence their
motor output, then this raises the question of what mechanism produces this con-
flict while not influencing motor output. I return to this issue in Chapter 7. Fi-
nally, I would note again that these results should be interpreted as constraining
the intuitive logic account, rather than falsifying it.

Of course, all of the above assumes a dual process interpretation of the CRT,
as most treatments of the task do. Even in accounts which focus instead on dis-
positional factors (Campitelli & Gerrans, 2013; Campitelli & Labollita, 2010), it
is acknowledged that responding correctly typically requires the inhibition of the
heuristic response. While I am unaware of any accounts of the CRT which do not
rely on such an inhibition, I cannot rule out the possibility of such explanations
being offered in future. The current results, however, provide an additional con-
straint to such accounts, in that they should predict not only observed choices, but
also the patterns at the process level reported here.

As a side note, it may be noted that it is unusual to present the CRT as a multiple-
choice test, and that this may affect the processes engaged during this experiment.
However, multiple-choice versions for the test have been previously reported by
Morsanyi, Busdraghi, and Primi (2014), Primi et al. (2015, Experiment 3), and
Gangemi et al. (2015, Experiment 2), without any clear effect on participants’ re-
sponses.

Finally, since its introduction in 2005, the CRT has been hugely popular as a
measure of individual differences in thinking, despite only limited evidence as to
what underlies performance on the task. These results go some way towards fill-
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ing this gap, and suggest that responding correctly does require the activation of
otherwise dormant Type 2 processes to override incorrect intuitions. Future work
might address the relationship between conflict on this task and individual differ-
ences. Stanovich and West (2008) proposed that normative decision making re-
quires (1) awareness of the limitations of intuition; (2) desire to overcome those
limitations; (3) inhibition of the intuitive response and (4) ability to generate the
correct response. Each of these requirements is a distinct reason for failure to pro-
duce the correct response on the CRT, and each should produce a distinctive pat-
tern in mouse cursor movement data.

To conclude, I recorded participants’ mouse cursor movements over a consid-
erable period of time while they reasoned about CRT problems. Trends in these
movements were consistent with a default-interventionist dual process theory of
reasoning, where participants are initially drawn towards heuristic responses only,
but in some cases engage further effortful processing to find correct solutions. I did
not find evidence that participants were drawn to correct responses on trials where
these responses were not actually given, inconsistent with a parallel-competitive
dual process account. Finally, contrary to previous work using simpler reasoning
tasks, and confidence ratings collected on the CRT, I found no evidence that par-
ticipants were conflicted when giving incorrect heuristic responses.
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CHAPTER 7

Summary, Discussion and Final Conclusions

7.1 Recapitulation

In this thesis, I have used the mouse tracking paradigm across a series of experi-
ments to investigate conflict in reasoning. In doing so, I hoped to further under-
stand under what circumstances conflict arises, what form this conflict takes, and
at what points in time it occurs.

In Experiments 1 and 2 (Chapter 3), I pitted perceptual cues in the form of vi-
sual similarity, against conceptual knowledge in the form of category membership,
in a forced-choice induction task, using both natural (Experiment 1) and artifi-
cial categories (Experiment 2). In both experiments, I found that perceptual cues
are an early driver of participants’ motor output, and that conceptual knowledge
is brought online later in reasoning, sometimes causing participants to change di-
rection if they had begun to move towards the perceptually-cued option. Analysis
of the time course data showed that participants began to be drawn towards the
perceptually-cued foil from 300 msec (in both experiments), and did not begin to
inhibit this attraction until ~750–1,500 msec. In Experiment 2, I further showed
that participants were more likely to override their perceptually-driven movements
when reasoning about properties that were conceptually related to the distinction
between the categories, likely because these properties make conceptual knowledge
more accessible, or help participants realise that the perceptual cues were inap-
propriate. Again, this effect, being dependent on conceptual knowledge, was not
visible until ~620 msec.
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Experiments 3 and 4 (Chapter 4) were similar, but pitted associative knowledge
against structured knowledge. In Experiment 3, I contrasted conflict trials, where
the foil response was strongly associated with the base according to separate as-
sociation ratings, to control trials, where it was not. In Experiment 4, I collected
association ratings from each participant for each pair of species. This allowed
me to conduct regression analyses with both each participants’ associative knowl-
edge (the ratio of the association ratings in favour of each response) and structured
knowledge as predictors.

In both experiments, I again found that participants were influenced by both
kinds of information: in Experiment 3 participants gave the correct response on
~95% of control trials but only ~75% of conflict trials, while in Experiment 4 both
structured and associative knowledge were significant predictors of participants’
responses. However, compared to the previous experiments, there was less evidence
here that participants were initially drawn towards the associatively-cued option,
and then subsequently towards the structured response. While this did happen
on some trials, on most trials participants either moved straight to one response
option, or straight to the other.

In Experiments 5 and 6, I explored conflict from the perspective of dual pro-
cess theories of reasoning. In Experiment 5 (Chapter 5), participants completed a
mouse tracking version of the base rate neglect task (De Neys & Glumicic, 2008;
Kahneman & Tversky, 1973) where they could draw on either stereotypical de-
scriptions or statistical base rates to decide someone’s social category. I manip-
ulated both the descriptions and the base rates, so that they could either agree,
disagree, or only one cue was informative.

Consistent with a default-interventionist dual process model (i.e. Evans, 2006), I
found that participants’ responses were predominantly determined by the contents
of the descriptions, and that participants who opted to ignore the description and
rely on the base rate instead experienced conflict. In line with previous work (e.g.
Kahneman & Tversky, 1973; Tversky & Kahneman, 1982), but counter to intuitive
logic accounts (De Neys & Glumicic, 2008; Pennycook et al., 2014) or a parallel-
competitive dual-process account (Sloman, 1996), the influence of the base rates
was less pronounced. Specifically, participants did sometimes give the base rate-
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cued response even when it conflicted with the description (~20% of trials). Aside
from this, however, participants responding on the basis of the descriptions did
not show signs of conflict when the base rate was manipulated to disagree with the
description. A Bayesian follow-up analysis, finally, showed that despite the non-
significant effect, there was not considerable evidence for the existence of a null
effect either. Rather, it seems that participants were very slightly (~3%, or around
30 msec) slower giving the description-cued response when it disagreed with the
base rate.

In Experiment 6 (Chapter 6), participants completed the more complicated Cog-
nitive Reflection Test (CRT; Frederick, 2005): a series of questions for which the
first response that comes to mind is often incorrect. Unlike Experiments 1 to 5,
there were four response options here, located in each corner of the screen. Par-
ticipants were allowed to respond in their own time, and I analysed movements of
the mouse cursor over the first sixty seconds of each trial as participants moved
the mouse around the screen deciding on a response. This novel form of mouse
tracking made it possible to record participants’ ongoing decisions over a longer
period of time. It also allowed me to infer participants’ attraction towards four
response options, rather than the two used in standard mouse tracking. This was
useful in differentiating between effects where participants are actually drawn to-
wards a particular alternative response option, and those where participants are
merely slow to move towards the option they do choose. I also included, following
De Neys et al. (2013), no-conflict versions of the CRT problems to serve as a con-
trol condition where participants’ first, heuristic responses are the correct ones. Fi-
nally, this experiment was, to my knowledge, the first to record response latencies
on any version of the CRT.

Consistent with a dual process perspective, heuristic responses on the CRT were
given more quickly, and participants were faster to approach these response op-
tions before selecting them, than correct options. Contrary to response time analy-
ses of other tasks (e.g. De Neys & Glumicic, 2008) and confidence rating data from
the CRT (De Neys et al., 2013; Gangemi et al., 2015) however, participants were
no faster to give the heuristic (and correct) response on no-conflict problems than
to give the heuristic (and incorrect) response on conflict problems.
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The nature of the mouse tracking data here allowed for a number of novel anal-
yses. First, I demonstrated that on conflict problems participants began to be
drawn towards the heuristic option from 3.7 seconds, and towards the correct op-
tion from 9.3 seconds, including time spent reading the problems. More relevantly,
to test for the presence of conflict I calculated, for trials where participants gave
one response, the degree to which their mouse cursor was in the region of the al-
ternative, competitor response beforehand, compared to the regions of the other
two non-competing responses. Thus, for instance, if a participant giving the cor-
rect response is drawn towards the heuristic option while doing so, their cursor
will spend more time in the region of the heuristic option, on average, than either
of the other two foil options. Again in line with a default-interventionist model,
I found exactly this effect, as participants were drawn towards the heuristic op-
tion before selecting the correct one. However, contrary to some other accounts,
the reverse was not true: participants did not hover over the correct option before
ultimately selecting the heuristic one.

In this final chapter, I try to make sense of these results and discuss the impli-
cations they have for what we know about conflict in reasoning. I do this both
within the specific sub-domains that these experiments addressed — information
selection in induction, and dual process theories of reasoning — and in terms of
conflict in reasoning and cognition more broadly.

7.2 Conflict in Reasoning

It is clear, both from this thesis and from a wealth of previous work (M. M. Botvinick
et al., 2004; Crisp-Bright, 2010; De Neys, 2012; E. K. Miller & Cohen, 2001), that
conflict in cognition arises in many places. In Chapter 1, I introduced two particu-
lar junctures: conflict between competing representations in induction, and conflict
between Type 1 and Type 2 processes. At this point, it is worthwhile considering
how these two forms of conflict fit into the broader scope of the interacting pro-
cesses that underlie reasoning.

I propose that both kinds of conflict can be understood in terms of the role of
working memory in reasoning, and the interaction of working memory-based pro-
cesses with other cognitive processes.
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Some cognitive functions are almost certainly achieved by fast, associative, pro-
cesses. Typical, but not defining properties of these processes are that they are
autonomous (they operate automatically when presented with their triggering
cues), they are associative (rather than rule-based), they generally operate quickly,
and are not cognitively demanding. In dual process accounts of cognition, these
are known as Type 1 processes (or, in the past, as System 1; e.g. Sloman, 1996).
Stanovich (2005, 2009a), highlighting the diversity of these processes, labels them
the Autonomous Set of Systems. In his definition of this set of processes, Stanovich
(2009a) includes both domain specific evolved modules, and general learned asso-
ciations, which have become autonomous through practice or repeated exposure.
While some of these Type 1 processes serve to provide information to other cog-
nitive process, including for use in more effortful, deliberate cognition, others can
affect our actions directly without being mediated by other processes.

Clearly, under this definition, many cognitive processes are autonomous. To
fully catalogue these processes would take a lifetime, and so for the purpose of
this discussion it suffices to say that there exist a constellation of processes that
are generally fast, associative, and autonomic. Well-known such processes include
face recognition (largely an evolved processes, localised to the fusiform gyrus; Kan-
wisher, McDermott, & Chun, 1997), reading text (a learned skill that maps onto
the left fusifom gyrus; McCandliss, Cohen, & Dehaene, 2003), and word recogni-
tion (e.g. Spivey et al., 2005).

Other processes, however, require the sustained representation, maintenance,
and manipulation of information in working memory, decoupled from interfer-
ence from competing Type 1 processes (Evans & Stanovich, 2013; Gilbert, 1991;
Stanovich & West, 2008). More recent dual process accounts (see Evans & Over,
2004; Evans & Stanovich, 2013; Stanovich & Toplak, 2012) propose that this de-
coupling in working memory is the defining feature of Type 2 processes. In this ac-
count, Type 1 processes, in contrast, are simply those that are autonomous, or do
not require controlled attention or working memory resources (Evans & Stanovich,
2013, p. 236).

These Type 2 processes, making use of working memory, have the advantage of
being extremely flexible. Many Type 1 processes are thought to be domain specific
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(see Cosmides & Tooby, 1994), in that they are restricted to processing only one
kind of information. An archetypal example of this is the process responsible for
face perception, a small system localised to the bilateral fusiform gyri (or fusiform
face areas; see Kanwisher et al., 1997). This system is exquisitely well adapted
to recognise human faces in visual input, but when presented with other stimuli
will either not activate, or mistakenly indicate that it has seen a face.1 Type 2
processes, however, are domain general, and can equally well process information
about faces, words, geographical locations, and abstract concepts. These processes
are also thought to be unique in their ability to sequentially apply rule-based oper-
ations (Anderson, 1996; Anderson & Fincham, 2014; Cooper & Shepard, 1973), in
contrast to Type 1 processes, which are thought to work on associative principles
(see Sloman, 1996). This flexibility comes at the cost, however, of limited capacity.
Working memory capacity — and thus the capacity of Type 2 processes — is lim-
ited first of all in that, compared to Type 1 processes, through which an enormous
amount of information streams in parallel, only a very small amount of informa-
tion can be held in working memory at one time (famously 7 chunks of informa-
tion, ± 2, according to G. A. Miller, 1956). Working memory is limited secondly in
that many theories hold that only one state of the world, or mental representation,
can be held in working memory at any one time. This means that we can consider
one possible mental representation, followed by another, but that we cannot si-
multaneously consider two contradictory representations. This limitation has been
noted across a number of research traditions, including in dual process theories as
the singularity principle (Evans, 1984, 2006), in mental models accounts of reason-
ing (Johnson-Laird, 1983) as focusing (Legrenzi, Girotto, & Johnson-Laird, 1993),
by those interested in diagnosis as an inability to consider more than one hypoth-
esis at a time (Mynatt, Doherty, & Dragan, 1993), as well as in the literature on
working memory itself (Baddeley, 2007).

My proposition is as follows. First, the inductive triad tasks used in Chapters
3 and 4 require that participants hold the three categories presented in working
memory, to compare the inductive potential from the base to each of the candi-
date responses. To do this, they must draw on information about the relationships

1 The common illusion of perceiving faces in non-facial stimuli is known as pareidolia.
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between the categories shown. This information, naturally, must come from else-
where, and in these tasks it can come from a number of Type 1 processes: from
the visual system, for instance, or from different aspects of long term memory
(Jackson et al., 2015), including both associative and structured knowledge. As
only one representation of the world can be held in working memory at a time,
conflict arises when multiple Type 1 processes provide multiple contradictory rep-
resentations. I contend that the induction tasks reported here involve conflict in
this sense, as representations based on perceptual cues or conceptual knowledge
(Experiments 1 and 2), or on associative and structured knowledge (Experiments 3
and 4) vie to be realised.

Second, there are some problems for which responses can be cued either by Type
1 processes, operating on associative principles and placing few demands on work-
ing memory, and by Type 2 processes that involve maintaining information in
working memory while applying sequential, rule-based operations. These are, of
course, the problems addressed by dual process theories of reasoning. (e.g. Evans,
2008; Evans & Stanovich, 2013; Kahneman, 2011). I investigated two such prob-
lems in this thesis: reasoning about base rates and stereotypes (Experiments 5),
and the Cognitive Reflection Test (Experiment 6). My account for performance
on these tasks is no different from the generic dual process account. On the base
rate task, Type 1 processes are responsible for processing the descriptions, and au-
tomatically cue stereotype-consistent responses. To process and respond on the
basis of the base rates, however, one must engage Type 2 processes to relate the
statistical information to the task at hand and choose a response (and, under most
accounts, to inhibit the description-cued response). Similarly, on the CRT, Type
1 processes automatically cue incorrect heuristic responses, without the need for
sustained Type 2 processing. To reach the correct response, however, participants
must represent the problem in working memory and apply the rules of arithmetic,
an archetypal Type 2 operation.

Figure 7.1 shows a simple sketch of this framework for thinking about conflict in
reasoning. In short, conflict can arise both as multiple Type 1 processes attempt
to project information to working memory, or because both Type 1 and Type 2
processes attempt to produce responses to the same problem. With this framework
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Figure 7.1: A simple framework for conflict in reasoning. Reasoning requires the interaction of as-
sociative, Type 1 processes (AP1, AP2, AP3, etc.), and Type 2 processes, reliant on working memory.
Conflict in reasoning arises a) when multiple Type 1 processes attempt to project information to work-
ing memory (C1), and b) when both Type 1 and Type 2 processes attempt to produce responses (C2).
I propose that conflict of type C1 occurs when multiple sources of information, such as perceptual
cues, associative knowledge, or structured knowledge, are available during inductive reasoning. Con-
flict of type C2, conversely, occurs in reasoning when both Type 1 and Type 2 processes can generate
responses, for instance description and base rate-cued responses in Experiment 5, or heuristic and
correct responses in Experiment 6.

in mind, I now return to the interpretation of my results.

7.3 Knowledge and Reasoning

In Experiments 1 and 2 (Chapter 3) and 3 and 4 (Chapter 4), I looked at what in-
formation people drew on during inductive reasoning, using triad tasks. In these,
participants were asked to project a property from a base category, known to have
the property in question, to one of the two other categories. Above, I argued that
this task requires that participants represent the three categories in working mem-
ory, and then draw on information about each category to decide to which of the
two response categories the property likely generalises. Thus, the framework above
provides a mechanistic account of the operations proposed by Bright and Feeney’s
(2014b) hybrid theory of induction.
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In Experiments 1 and 2, I pitted perceptual cues against conceptual knowl-
edge, and in Experiments 3 and 4, I pitted associative knowledge against struc-
tured knowledge. An interesting question that arises at this point, therefore, is if
these two kinds of conflict really unfold in the same way. In Experiments 1 and
2, the interaction of perceptual cues and conceptual knowledge was straightfor-
ward: perceptual cues drove participants’ motor output early in reasoning, and
conceptual knowledge was retrieved later, causing participants driven towards the
foil response to sometimes change direction to select the right one instead. In Ex-
periments 3 and 4 the picture was less clear. On the one hand, participants did
sometimes initially move towards the foil option before giving the correct response,
and a greater proportion of correct responses were reversals under conflict. On the
other hand, these reversals were considerably rarer than in Experiments 1 and 2,
as participants for the most part moved towards one other response option, and
then selected it.

These differences can be captured by two of the parameters in my analysis of
the transition probabilities of cursor trajectories: 1 − α, the probability of initially
moving towards the foil option, which was higher for perceptual cues (~50%) than
for associative knowledge (~35%), and γ, the probability of overriding an initial
movement towards the foil, which was again higher for perceptual cues (~50–80%)
than associative knowledge (~25–35%).

One possibility here is that the differences between the two sets of experiments
are only quantitative. It may be that participants are very prone to draw on per-
ceptual cues during reasoning, but that they are also relatively good at overriding
the influence of these cues, doing so, at minimum, on 50% of trials. Conversely,
it may be that associative knowledge may only be retrieved some of the time, but
participants who do retrieve this knowledge are considerably less likely to subse-
quently inhibit or override it. From this point of view, the phenomena studied in
both Experiments 1 and 2 and in Experiments 3 and 4 are examples of conflict oc-
curring as different Type 1 processes attempt to project information to working
memory.

An alternative possibility, however, is that the difference between the two sets of
experiments is qualitative. An extensive body of research (see Goodale, Westwood,
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& Milner, 2004, for a review) shows that information passes through the human
visual system in two streams. A dorsal stream leads from the visual cortices to the
prefrontal cortex and allows us to consciously perceive stimuli and to hold them
in working memory. A ventral stream, however, leads directly to the motor cor-
tex and allows our actions to be informed by perceptual cues without conscious
awareness.2 It could be the case that rather than participants seeing the visual
cues in Experiments 1 and 2, representing this information in working memory,
and reasoning from there, this information may have been passed directly from the
perceptual system to the motor cortex. In this case, these results could also be in-
terpreted as a dual process phenomenon, if we allow that this perceptual-action
coupling constitutes a Type 1 process.

On the basis of the current data, it is not possible to differentiate between these
two possibilities. A possible future approach, however, may be to investigate the
relationship between performance on both of these versions of the triad task and
measures of different kinds of inhibitory control. According to Diamond (2013),
there are broadly speaking two kinds of inhibitory processes. One is response inhi-
bition, which allows us to override automatically executed motor commands. The
purest (i.e. least confounded by other factors) measures of this kind of control are
the Go/No-Go (Donders, 1868/1969) and Stop-signal (Lappin & Eriksen, 1966)
tasks. Both of these require participants to quickly give a response associated with
a given stimulus, except on trials where a no-go or stop signal is presented. The
other inhibitory process is cognitive inhibition, which inhibits and filters out irrele-
vant or unwanted mental representations and information. Of particular relevance
here is semantic inhibitory control, a subset of cognitive inhibition measured using
the Hayling task (Burgess & Shallice, 1997). In the non-clinical version of this task
(Markovits & Doyon, 2004), participants are primed with incomplete sentences
(e.g. “The captain wanted to stay with the sinking “), and then shown a sin-
gle word and asked to indicate if it is an appropriate word with which to finish the
sentence. Crucially, on lure trials the probe was a pseudo-word similar to a real
word primed by the sentence — i.e. “shifp” when “ship” was expected. This re-

2 In the extreme, damage to ventral system can leave individuals able to respond to visual
stimuli, without being consciously aware of seeing them, a condition known as blindsight (Salti et
al., 2015; Weiskrantz, 1986)
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quires that participants inhibit their automatically primed semantic knowledge to
correctly reject this word.

Bright and Feeney (submitted) presented participants with the triad task from
Experiment 3, which placed associative and structured knowledge in conflict. They
also collected measures of both response inhibition (the Stop-signal task) and se-
mantic inhibition (the Hayling task). Their results showed that the effect of asso-
ciative knowledge — fewer correct responses when associative knowledge cued the
foil — was more pronounced for participants who performed poorly on the Hayling
task (responded that the lure pseudo-words were appropriate), but was not related
to individual differences in performance on a Stop-signal task. Therefore, they con-
cluded that foil responses on this task are the result of a failure to inhibit inappro-
priate semantic knowledge in favour of structured knowledge, rather than a failure
to inhibit the inappropriate response itself.

Applying this logic to Experiments 1 and 2, I would predict that if foil responses
on these tasks are the result of conflict between representations in working mem-
ory like foil responses in Experiment 3 and 4, and in Bright and Feeney’s (sub-
mitted) experiment, participants lacking in semantic inhibitory control should be
more likely to err in this way. Conversely, if these foil responses are instead the
result of a failure to inhibit the response automatically cued by the visual cues, it
should be participants with poorer response inhibition that err in this way instead.
Clearly, further research is needed to resolve this question.

Beyond this question, however, the experiments reported in both Chapters 3
and 4 have implications for theories of induction more broadly. First, these results
are consistent with Bright and Feeney’s (2014b) argument that theories of induc-
tion that draw on just one kind of knowledge are incomplete. Instead, it seems
that induction can be driven by multiple forms of information. Bright and Feeney
(2014b) showed that different sources of information are used depending both on
individual differences (semantic inhibitory control) and on situational factors (the
presence of secondary load). The current results showed that multiple kinds of in-
formation can drive reasoning even within a single trial, leading to conflict.

Formal modelling plays an important role in research on induction (see, e.g.,
Hawkins et al., 2015; Kemp & Tenenbaum, 2009; Osherson et al., 1990; Sloman,
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1993). These results, however, are challenging to model using existing frameworks.
A natural next step, following on from Bright and Feeney’s (2014b) hybrid ac-
count, would be to attempt to model these time course data using a hybrid of ex-
isting models based on associative and structured knowledge.

This could potentially be achieved, for instance, by a change-point model where
reasoning is driven by one kind of information before time t, and by another model
afterwards. Another potentially interesting avenue here is the CLARION cogni-
tive architecture (e.g. Sun, 1995; Sun & Zhang, 2006), which combines implicit
similarity-driven and explicit rule-based operations. Sun and Zhang (2006), for
instance, use this architecture to model performance on a number of inductive rea-
soning problems. However, at present this model does not account for the time
course data presented here, and so further work would be needed to model the full
temporal dynamics of reasoning.

7.4 Dual Processes and Reasoning

In Experiments 5 and 6 (Chapters 5 and 6), I tested the predictions of dual pro-
cess theories of reasoning. At the outset, I introduced a number of types of dual
process architecture outlined by Evans (2007): selective/pre-emptive conflict res-
olution models, where reasoners selectively draw on Type 1 or Type 2 processes
each time; corrective/default-interventionist models, where Type 1 processes are
activated automatically, and optionally overridden by Type 2 processes; and parallel-
competitive models, where both types of process operate in parallel, and compete
for control of behaviour. I also discussed what I referred to as the dual process
conflict monitoring account (e.g. De Neys & Glumicic, 2008; De Neys et al., 2008),
which proposes that participants implicitly detect that their heuristic reasoning
conflicts with normative standards, and the more recent intuitive logic accounts
of reasoning (De Neys, 2012, 2014; Handley & Trippas, 2015), which propose that
this conflict detection happens because Type 1 processes can simultaneously cue
both biased heuristic responses and normatively correct ones.

These accounts differ in when they predict conflict should occur, and mouse
tracking provides a means of detecting this conflict when it does take place. Pre-
emptive conflict resolution models predict that Type 1 and 2 processes never con-
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flict, as we selectively activate only one or other kind of process on each task. Default-
interventionist models predict conflict only when we activate Type 2 processes
to override Type 1 responses. Parallel-competitive models, however, predict con-
flict to be more common, as both types of process usually compete to control be-
haviour. Like parallel-competitive models, intuitive logic accounts would predict
that we are often conflicted during reasoning, but while the former claim this is
because Type 1 and Type 2 process cue conflicting responses, the latter claim this
occurs because Type 1 processes simultaneously cue multiple responses, often in-
cluding both biased heuristic responses and normative correct ones.

Experiments 5 and 6 both tested these various predictions: Experiment 5 us-
ing the base rate neglect paradigm, where participants responded within five sec-
onds, and Experiment 6 using the four-alternative Cognitive Reflection Test (CRT;
Frederick, 2005), where participants were not placed under time pressure. In both
cases, I found results strongly in favour of a default-interventionist model. First,
in the base rate neglect task, Type 1 processes are traditionally thought to under-
lie description-driven responses, and Type 2 processes to underlie base rate-driven
responses (Barbey & Sloman, 2007; Kahneman & Frederick, 2002, 2005). Partici-
pants’ early, initial movements were sensitive to manipulations of the description,
but not to manipulations of the base rate, as they moved towards the description-
cued option ~66% of the time, regardless of the base rate. It was only later in the
reasoning process (after 750 msec or so) that base rates began to influence partic-
ipants’ movements, and ultimately, some of their responses. Therefore, it appears
that descriptions were processed automatically, by default, and only in some cases
did participants attend to the base rates and override their default responses. Also
consistent with a dual process interpretation, when the two cues conflicted partic-
ipants overwhelmingly gave the description-cued response, and were less conflicted
while doing so.

In the CRT, similarly, Type 1 processes are traditionally held (Frederick, 2005;
Kahneman & Frederick, 2005) to drive heuristic responses (e.g. “10p” on the bat-
and-ball problem) whereas Type 2 processes drive correct responses (e.g. “5p”).
Consistent with this, participants predominantly gave the heuristic response on
conflict problems, and were faster to do so, showed less signs of conflict, and were
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also faster to approach this heuristic response before clicking it. Analysis of par-
ticipants’ cursor movements also showed that participants giving the correct re-
sponse were more likely to hover in the region of the heuristic option than any
of the other foil options before doing so. This would indicate that these heuristic
responses must be inhibited before Type 2 processes can produce the correct re-
sponse.

The dual process conflict monitoring theory (e.g. De Neys & Glumicic, 2008; De
Neys et al., 2008), intuitive logic accounts (De Neys, 2012, 2014; Handley & Trip-
pas, 2015), and the parallel-competitive dual process theory (Sloman, 1996, 2014b)
make additional predictions about when conflict should occur. According to the
conflict monitoring theory, participants responding heuristically should show evi-
dence of conflict on problems where their response is not also the normatively cor-
rect one, compared to problems where it is (in other words, they show signs of con-
flict when their heuristic response is wrong, but not when it is right). The intuitive
logic and parallel-competitive accounts go further, and propose that this conflict
occurs because both heuristic and correct responses are being cued simultaneously.
The former proposes that Type 1 processes cue both responses but that the heuris-
tic response, being prepotent, is the one normally given. The latter proposes that
Type 2 processes cue the correct response at the same time as Type 1 processes
cue the heuristic one.

In the two-alternative base rate neglect task, I tested these predictions by look-
ing to problems where participants give the description-cued response, while the
base rate either agreed with the description, was uninformative, or disagreed. Pre-
vious studies (i.e. De Neys & Glumicic, 2008; De Neys et al., 2008; Pennycook,
Fugelsang, & Koehler, 2012; Pennycook et al., 2014) have found that participants
are slower to respond when the description disagrees with the base rate. Here, I
did not find such an effect, in response times or any other measure — although
there was not strong evidence in favour of a null effect either. It appears that par-
ticipants either gave the base rate-cued response, or (largely) ignored the base
rates altogether. Therefore, while these results do not support the intuitive logic
theory, they do not falsify it either.

It should be noted, however, that most studies showing an intuitive logic effect
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in this paradigm involved participants responding much more slowly than was the
case here. Therefore, it may be that participants rarely process base rates when
required to respond in less than six seconds (see the Discussion of Chapter 5). I
asked participants to respond quickly in this experiment, as in Experiments 3 and
4, in order to ensure that they were still making their decisions while moving the
mouse cursor so that the cursor trajectories would reflect the reasoning process. In
Experiment 6 however, due to the fortuitous fact that people will spontaneously
move the cursor while inspecting and thinking about options located around the
screen, I was able to let participants complete the CRT in their own time.

The design of this experiment allowed me to disentangle the predictions of the
dual process conflict monitoring theory — heuristic responses to be slower when
they are incorrect than when they are correct — from those of the stronger intu-
itive logic theory, and of a parallel-competitive dual process model — attraction
towards the correct option before selecting the incorrect heuristic option on con-
flict problems. However, I not only failed to confirm these predictions, but in both
cases in fact found significant effects in the opposite directions. Participants were
slower to approach the heuristically-cued correct option on no-conflict problems
where it was selected than to approach the heuristically-cued incorrect option on
conflict problems where it was selected. Likewise, participants giving the correct
response on conflict problems actually spent less time in the region of the correct
option than the other foil options. However, these results were not predicted by
any of the theories considered, and so were unexpected. Despite this, it seems that
neither the imposition of time pressure nor a lack of statistical power can explain
the absence of effects consistent with the intuitive logic theory here.

7.5 Conflict more broadly

Aside from the implications of my results for theories of reasoning, there is much
in this thesis that may be of interest to those interested in conflict in cognition
more broadly. In this section, I discuss a number of these broader issues.
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7.5.1 Changes of Mind in Cognition

In Chapters 1 and 2 (see also Appendix A), I discussed previous applications of
the mouse tracking paradigm. Most of these studies to date, studying simple cog-
nitive and perceptual tasks, have revealed continuous attraction effects, as partic-
ipants are partially and simultaneously drawn towards two responses. However,
a number of studies, mostly of more complex, high-level cognition (e.g. Barca &
Pezzulo, 2015; Dale & Duran, 2011; McKinstry, Dale, & Spivey, 2008; Tomlinson
et al., 2013) instead show reversals, or changes of mind as participants move first
towards one response option, and then towards the other. In Experiments 1 to 5
of this thesis, similarly, I found that my high-level reasoning tasks yielded these
changes of mind, and little evidence of continuous attraction (see Appendix B). At
present, however, it is not yet clear why conflict works one way (continuous attrac-
tion) for simple tasks, and another (changes of mind) for more complex ones.

Above, I proposed a simple framework for thinking about conflict in reasoning.
An important idea here was that, according to many accounts (Baddeley, 2003;
Evans, 1984, 2006; Johnson-Laird, 1983; Legrenzi et al., 1993; Mynatt et al., 1993),
only one state of the world can be represented in working memory at a time: it
can believe that the correct response is A, or that it is B, or consider each in turn,
or assign explicit probabilities to each possibility, but it cannot simultaneously
represent a world where the correct response is A and a world where the correct
response is B. Such fuzzy, graded, partially-overlapping representations, however,
are fundamental to other theories of cognitive function, including those based on
neural networks (Hinton & Anderson, 2014; Kruschke, 1992; McClelland, Mir-
man, Bolger, & Khaitan, 2014; McClelland, Rumelhart, & PDP Research Group,
1986; Rogers & McClelland, 2004), sequential sampling models (Leite & Ratcliff,
2010; Ratcliff, 1978; Ratcliff & Smith, 2010; Townsend & Busemeyer, 1995; Usher
& McClelland, 2001), and dynamical systems (Freeman & Ambady, 2011a; Port
& Gelder, 1995; Spivey, 2007; Van Gelder, 1998). More broadly, there has been
philosophical debate as to whether mental representations in general are discrete
and symbolic (Dietrich & Markman, 2003; Johnson-Laird, 1983; Johnson-Laird &
Byrne, 1991; A. Newell & Simon, 1972), or continuous, graded, and fuzzy (Beer,
1995; Huette & Spivey, 2012; Port & Gelder, 1995; Spivey, 2007).
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I propose that continuous graded representations, and continuous attraction ef-
fects, are the hallmark of processes that do not require sustained representations
in working memory, or, in other words, of Type 1 processes. Due to the unique na-
ture of the symbolic, domain-general processing done in working memory, however,
processes that rely on this (that is, Type 2 processes) operate in an all-or-nothing
fashion: we ultimately decide that either A or B is the correct response. Of course,
it is possible to explicitly consider uncertainty in the world, but doing so requires
a great deal of cognitive effort (Malt et al., 1995; Murphy et al., 2012; Tversky &
Kahneman, 1982). Therefore, there is a symbolic bottleneck in working memory —
representations that were continuous and graded are forced into discrete symbolic
states when they are passed to working memory. Dale and Spivey (2005) provide
a formal model for how continuous and symbolic representations could map onto
each other, using the mathematical framework of symbolic dynamics.

This distinction corresponds well with the claim by Oaksford and Chater (2010,
2012) that the representations used by Type 1 processes are probabilistic in na-
ture, while those used by Type 2 processes are approximately symbolic. It also
dovetails with recent experiments showing that probabilistic tasks that partic-
ipants normally struggle with (e.g. Kahneman & Tversky, 1979; Murphy et al.,
2012) can be solved easily when presented in a way that allows the inferences to
be performed by perceptual, motor, and low-level cognitive systems (S. Y. Chen,
Ross, & Murphy, 2013; Glaser, Trommershauser, Mamassian, & Maloney, 2012;
Körding & Wolpert, 2004; Trommershäuser, Landy, & Maloney, 2006; Trommer-
shäuser, Maloney, & Landy, 2008a, 2008b; Wu, Delgado, & Maloney, 2009) — or,
in other words, by Type 1 processes. In a similar vein, there is an extensive litera-
ture showing that the human perceptual system routinely solves complex Bayesian
inference problems (Kersten, Mamassian, & Yuille, 2004; Roach, Heron, & Mc-
Graw, 2006; Wolpert & Ghahramani, 2005) considerably more complex than those
even highly numerate individuals struggle to solve explicitly (e.g. Barbey & Slo-
man, 2007; McNair & Feeney, 2013).

I predict that changes of mind should emerge in mouse tracking studies of pro-
cesses where Type 2 processes, involving maintaining and manipulating informa-
tion in working memory, are required to produce at least one of the possible re-
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sponses. That being said, this is not the only situation that can give rise to changes
of mind. Changes of mind have been demonstrated, for instance, when participants
move initially to categorise pseudo-words as real words (Barca & Pezzulo, 2015),
to categorise short-haired women or long-haired men as members of the opposite
sex (in contexts where such styles are rare; Freeman, 2014), to respond that scalar
implicatures (“some elephants are grey”) are true, before deciding them to be false
(Tomlinson et al., 2013), to ignore the “not” in a negated sentence (Dale & Duran,
2011), as well as when switching between tasks (Hindy & Spivey, 2008). Of course,
while arguments could be made that some of these tasks can be interpreted from a
dual process perspective, it is also possible that these changes of mind arose from
the interaction of two simple processes, activated one after another, or even from a
single process accompanied by a shift in attention. My claim therefore is not that
changes of mind are diagnostic of dual processes phenomena and the engagement
of working memory, but that continuous attraction, and the absence of changes of
mind, are indicative of tasks based only on Type 1 processes.

7.5.2 Conflict in the Hand/Conflict in the Mind

One possible criticism of my findings is that cognitive conflict may not always have
a measurable effect on moues cursor trajectories. For instance, the failure of these
mouse tracking data to support the intuitive logic account may simply mean that
although participants do implicitly experience conflict, this conflict does not have a
detectable influence on their motor output.

However, a great deal of previous work has demonstrated that even subtle, im-
plicit cognitive processes produce measurable effects in participants’ motor output.
Simply seeing objects, for instance, primes us to perform the actions afforded by
them (their microaffordances; Ellis & Tucker, 2000; Tucker & Ellis, 1998, 2004).
Subtle priming influences have also been demonstrated using the mouse tracking
paradigm, including on simple judgement tasks (Finkbeiner, Song, Nakayama,
& Caramazza, 2008; Xiao & Yamauchi, 2014), spatial congruency effects (Tower-
Richardi, Brunye, Gagnon, Mahoney, & Taylor, 2012) and even temporal congru-
ency effects (i.e. the past is on the left; Miles, Betka, et al., 2010). These effects
show that specific, actionable information passes from the simple cognitive and
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perceptual processes to the motor system.
The question remains, however, as to why the current results are not in ac-

cord with the predictions of the intuitive logic theory. From previous work, there
is much evidence that people are sensitive to conflict when giving heuristic re-
sponses during reasoning. These data are mostly epiphenomenal, in that they re-
flect the by-products of conflict in reasoning, such as ACC activation (De Neys et
al., 2008), the galvanic skin response (De Neys & Glumicic, 2008), affective ap-
praisal (Morsanyi & Handley, 2012), or metacognitive confidence (De Neys et al.,
2011). Given the diversity of evidence for the intuitive logic model, however (see
De Neys, 2012, for a review), I do not argue that the two null effects reported here
serve to falsify the account. Why, then, when so much information passes continu-
ously from cognitive and perceptual process to the motor system, does no evidence
of the kind of conflict in reasoning predicted by an intuitive logic account feed into
cursor trajectories on these tasks?

I cannot answer this question based on the evidence at hand. However, I would
suggest a few possibilities. First, as I noted in Chapter 1, it may be the case that
participants are implicitly aware that their responses and normative principles,
as proposed by what I labelled the dual process conflict monitoring theory (De
Neys & Glumicic, 2008; De Neys et al., 2008), but contrary to the intuitive logic
accounts (De Neys, 2012, 2014), this is not because Type 1 processes are attempt-
ing to cue the correct response. At this point, however, it is not clear what other
mechanisms could underlie these conflict detection effects.

Second, it could be that the kind of implicit, cognitive monitoring invoked by
the intuitive logic theory (De Neys, 2012), as well as by conflict monitoring ac-
counts more broadly (M. M. Botvinick et al., 2004; De Neys & Glumicic, 2008)
— what Shea et al. (2014) label Type 1 metacognition — does not feed informa-
tion directly to the motor system, whereas non-metacognitive implicit processes of
the kind discussed above do. Again, this raises further questions about the mecha-
nisms that underlie logical intuition.

Thirdly, it is possible that conflict detection in reasoning, when it does occur,
is not an entirely Type 1 processes. Rather, it may be mediated in some way by
Type 2 processes — although not impinging enough on working memory that it is
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affected by secondary load manipulations (Franssens & De Neys, 2009), or avail-
able to conscious introspection (De Neys & Glumicic, 2008). Above, I argued that
Type 2 processes dependent on working memory impose a symbolic bottleneck on
cognition. If this conflict detection relies on such processes, it may be that this
bottleneck prevents it from reaching the motor system. Again, while I do not be-
lieve these questions can be resolved using the current data alone, this discussion
highlights some of the value of analysing more than simply participants’ ultimate
responses.

7.5.3 Mouse Tracking, Fast and Slow

Since its inception (Spivey et al., 2005), the mouse tracking paradigm has for the
most part been applied to the study of simple processes that unfold over at most
two or three seconds. As discussed above, these tasks have largely yielded con-
tinuous attraction effects, as participants’ cursor trajectories curve slightly more
on conflict trials than no-conflict trials. Here, I have applied this method to tasks
that typically take considerably longer than this to perform. Previous experiments,
for example using the base rate neglect task as used here, minus the time pres-
sure constraint, typically find response times of ~18 seconds on conflict trials (and
~14 seconds on control trials; De Neys & Franssens, 2009; De Neys & Glumicic,
2008; Franssens & De Neys, 2009). Similarly, while no work has collected response
times for the inductive triad task pitting associative against structured knowledge
(Bright & Feeney, submitted), I would assume that participants rarely responded
within two or three seconds when completing the task normally. However, time
pressure was necessary for the mouse tracking paradigm to work: in pilot studies
where participants were not placed under time pressure on these tasks, they did
not move the mouse until they had made their decision, and so the mouse data re-
vealed little. Fortunately, the triad task pitting perceptual cues against perceptual
knowledge (Chapter 3), being adapted from a task used with children, was rela-
tively easy for participants to perform, and so they responded quickly, and moved
the mouse while deciding, without the need for extrinsic time pressure.

As should be obvious to readers familiar with speeded response paradigms, re-
quiring participants to reason under time pressure can influence the nature of the
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reasoning they engage in. In particular, in the dual process literature, partici-
pants are often required to respond quickly in order to record their Type 1 re-
sponses (e.g. De Neys, 2006; Markovits & Doyon, 2004; Thompson et al., 2011;
Villejoubert, 2009). Similarly, Bright and Feeney (2014b, Experiment 1) demon-
strated that the influence of structured knowledge in induction, but not of associa-
tive knowledge, was reduced when participants were placed under time pressure.
Therefore, we can expect my data on these tasks to be less influenced by Type 2
processes, or structured knowledge, than would be the case if participants were not
under time pressure. Fortunately, this does not affect my conclusions. In the in-
duction tasks (Experiments 3 and 4), placing participants under time pressure may
have rendered them less likely to draw on structured knowledge, and more likely to
draw on associative knowledge. This possibly explains the poor structured knowl-
edge displayed by participants in Experiment 3, as well as the fact that even on
control trials participants did not universally give the structurally-cued response.
However, while perhaps amplified by it, the key finding here can not be caused by
time pressure alone: both associative and structured knowledge are drawn on in
induction.

In the same vein, when descriptions and base rates conflict in Experiment 5 par-
ticipants only gave the base rate-cued response 20% of the time, considerably less
than the norm in such experiments (see Table 5.8). Similarly, in contrast to pre-
vious work, manipulating the base rate did not influence participants’ response
times when they gave the description-cued response, again contrary to previous
findings (e.g. De Neys & Glumicic, 2008, see again Table 5.8). While all of this is
consistent with a default-interventionist account, it differs from previous results in
favour of the intuitive logic account. It is tempting to ascribe these differences to
the speed of participants’ responses in Experiment 5, which were even faster than
those in previous speeded tests of the accounts (De Neys et al., 2008; Pennycook
et al., 2014, Experiment 2). However, a core aspect of the intuitive logic theory is
that this conflict occurs because both responses are cued by fast, automatic Type
1 processes, rather than requiring the engagement of slower Type 2 processes, as
would be the case in the parallel-competitive theory (Sloman, 1996).

A few possibilities are consistent with this pattern of results. One is that, as dis-
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cussed above, conflict detection and the cuing of the correct response do require
the engagement of Type 2 processes, consistent with a parallel-competitive ac-
count. An alternative is that while Type 1 processes do cue the correct response,
doing so still requires more time than is available here. However, Handley and
Trippas (2015, see also Handley, Newstead, & Trippas, 2011; Pennycook et al.,
2014) have recently argued that speed of processing does not provide a good means
of differentiating between Type 1 and Type 2 processes, as some Type 1 processes
can operate relatively slowly, and some Type 2 processes relatively quickly. For
this reason, it is difficult to draw strong conclusions here.

7.5.4 Future directions

At this point, I hope to have demonstrated some of the value of the mouse track-
ing paradigm adopted in this thesis. I will conclude this thesis by discussing what
role mouse tracking may play in future research.

The Development of Reasoning

Although these experiments focused on adults’ reasoning, children’s inductive rea-
soning (Bright & Feeney, 2014a; S. A. Gelman & Davidson, 2013; Sloutsky et al.,
2007), as well as their reasoning more broadly (Handley, Capon, Beveridge, Den-
nis, & Evans, 2004; O’Connor, McCormack, & Feeney, 2012; Steegen & De Neys,
2012), remains an active topic of research. In particular, Experiments 1 and 2,
pitting perceptual similarity against conceptual knowledge, took their inspiration
from developmental studies seeking to reveal which of these sources of information
four-year-old children rely on (S. A. Gelman & Davidson, 2013; S. A. Gelman &
Markman, 1986; Sloutsky et al., 2007). In this literature, it is typically taken for
granted that adult reasoning is based on conceptual knowledge, usually on the ba-
sis of adult control groups that complete conflict problems, and rely on conceptual
knowledge almost all of the time (e.g. S. A. Gelman & Davidson, 2013). Recall
that while my (adult) participants did indeed give the conceptually-cued response
the majority of the time on conflict trials, they did so significantly more often on
no-conflict control trials, showing that they are also driven by perceptual cues.

An interesting next step here would be to adapt the mouse tracking paradigm
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to collect data with children. Of course, it remains to be seen if young children
are capable of projecting their unfolding cognitive states onto the position of the
mouse cursor in the way that came naturally to adult participants extremely adept
at interacting with a computer in this way. One possibility we are currently ex-
ploring is the viability of low-cost motion tracking systems to tracking children’s
finger movements in pointing versions of this task. Such finger tracking has been
used in the past in analyses almost identical to those used in mouse tracking stud-
ies (e.g. Song & Nakayama, 2006, 2008a, 2008b), and may provide a new window
into children’s reasoning.

Individual Differences

There are, of course, individual differences in reasoning (see, e.g., De Neys, Schaeken,
& d’Ydewalle, 2005; Feeney, Shafto, & Dunning, 2007; Frederick, 2005; Stanovich
& West, 2000). Variability in participants’ responses has been attributed to indi-
vidual differences in general intelligence (Stanovich & West, 2000), working mem-
ory capacity (De Neys et al., 2005), personality traits (Cacioppo & Petty, 1982;
Cokely, Galesic, Schulz, Ghazal, & Garcia-Retamero, 2012) including cognitive re-
flection (Frederick, 2005; Stanovich, 2009a, 2009b), inhibitory control (Bright &
Feeney, submitted; Markovits & Doyon, 2004) and even differences in circadian cy-
cles (i.e. morning people are more rational in the morning; Wieth & Zacks, 2011).

These individual differences were not the focus of this thesis, and the designs
used rarely provided enough data from each participant to reliably estimate in-
dividual differences parameters. However, the novel data generated by the mouse
tracking paradigm used here may prove useful in future individual differences work.
In other words, it would be useful for future work to investigate individual dif-
ferences in not only participants’ responses, but also the more subtle analyses re-
ported here. One particular candidate is the transition probability analysis. It
would be informative, for instance, to discover what factors predict whether par-
ticipants will initially move towards the foil response option (parameter 1 − α),
whether they select a correct response after moving towards it (parameter β), and
whether they will override initial movements towards a heuristically-appealing foil
(parameter γ). Although not directly used in this way here, this type of analysis

193



would also be useful in evaluating frameworks for individual differences in reason-
ing discussed in Chapter 1.

In Chapter 1, I discussed three such frameworks for individual differences in
reasoning. Stanovich and West (2008) constructed their framework by correlat-
ing individual differences in variety of predictive factors (fluid intelligence, formal
knowledge, inhibitory control, thinking dispositions) with differences in partici-
pants’ responses on reasoning tasks. De Neys and Bonnefon (2013) go somewhat
further by considering the question of when these individual differences arise. The
mouse tracking paradigm, and analyses of temporal dynamics more broadly, may
provide a new means of investigating these “when” questions. Lastly, Pennycook,
Fugelsang, and Koehler (2015) synthesise the theory and findings in support of
the intuitive logic theory, discussed in Chapters 1, 5, and 6, many of which involve
subtle behavioural and biological measures. Mouse tracking data, however, could
go further than this. In particular, along with participants’ responses and response
latencies, the paradigm yields individual differences in the cursor parameters α, β,
and γ, above. Clearly, much further work is required to establish a coherent ac-
count of how individual differences, and differences in task characteristics, relate to
variance between participants in these parameters.

7.6 Conclusions

To recapitulate, in this thesis I used the mouse tracking paradigm to study conflict
in reasoning. Using it to study inductive reasoning, I have shown that a) percep-
tual cues have a major influence on the early stages of inductive reasoning, with
conceptual knowledge being retrieved and used later; b) perceptually-driven move-
ments are more likely to be overridden by conceptual knowledge when participants
reason about properties conceptually related to that knowledge; c) associative and
structured knowledge also conflict during reasoning, but d) compared to percep-
tual cues, associative knowledge is less likely to drive early movements, but also
less likely to be overridden when it does drive them, and I propose that e) the lat-
ter effect is the result of conflict between competing mental representations at-
tempting to enter working memory, while the former may or may not be mediated
by working memory at all.
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Likewise, studying reasoning from a dual process perspective, I have shown that
f) participants reasoning based on stereotypical descriptions experience less con-
flict than those reasoning based on statistical base rates when the two cues con-
flict; g) descriptions influence the reasoning process both early on and throughout,
while base rates are only influential later in reasoning; h) participants responding
according to the base rate are affected by manipulations of the description, show-
ing signs of conflict when the description disagrees with the base rate; i) partici-
pants responding according to the description were minimally affected by manip-
ulations of the base rate — participants either ignored the base rate altogether, or
attended to it, and gave the response it cued; j) heuristic responses on the CRT
are approached more quickly than correct ones; k) heuristic responses that are also
correct are not approached or chosen any more quickly than those that are incor-
rect; l) participants selecting the correct response option on the CRT are drawn
towards the heuristic option before doing so; but, finally, m) participants selecting
the heuristic option are not drawn towards the correct one.

7.6.1 Closing Statement

This is a thesis on conflict in reasoning. Using the mouse tracking paradigm as a
continuous measure of participants’ attraction towards competing response options
during reasoning, I have demonstrated where this conflict does, and does not oc-
cur. Beyond this, I have shown something of the nature of this conflict; it is a dis-
crete, all-or-nothing effect, as a number of distinct cognitive processes — including
both associative, autonomous Type 1 processes, and Type 2 processes dependent
on working memory — vie for control over cognition, and over the motor system.
Outside of the specific tasks I have studied, however, hopefully this thesis will pro-
vide a useful set of practical and conceptual tools for making sense of the processes
that underlie human reasoning. Ultimately, while I hope I have helped to answer
some questions here, my real hope for this thesis is that it encourages readers to
ask, and to answer, new questions about how we reason about the world.
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APPENDIX A

Continuous Attraction and Changes of Mind in

Mouse Tracking Studies

Table A.1: Continuous and discrete (reversal/change of mind) conflict effects in mouse tracking
studies. While most studies of simple tasks revealed continuous conflict effects, some investigating
higher-level processes revealed discrete reversals, where participants move initially towards one option,
and then change direction.
Note: Some studies do not explicitly report the type of effect found. Where possible, I have inferred
the type of effect from the results reported. Such studies are marked with a ?.

Continuous attraction effects

Study Domain

Koop and Johnson (2013) JDM (preferential choice)

Spivey et al. (2005) Language (word recognition)
Farmer, Cargill, Hindy, Dale, and Spivey
(2007)

Language (sentence parsing)

Freeman et al. (2008) Categorisation (faces)

Papesh and Goldinger (2012) Recognition memory

Dale, Roche, Snyder, and McCall (2008) Learning (paired-associates task)

Q. Wang, Taylor, and Brunyé (2012) Spatial judgement
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Miles, Karpinska, Lumsden, and Macrae
(2010)

Temporal judgement (thinking about
past/future)

Falke et al. (2013) Language (A-not-B task)
Hehman, Carpinella, Johnson, Leitner,
and Freeman (2014)

Categorisation (faces)

Hehman, Ingbretsen, and Freeman (2014) Categorisation (faces)

Kieslich and Hilbig (2014) Reasoning (Social dilemmas)

Marghetis, Núñez, and Bergen (2014) Maths (Arithmetic)
O’Hora, Dale, Piiroinen, and Connolly
(2013)

Learning (stimuli paired with rewards)

Quinton, Volpi, Barca, and Pezzulo
(2013)

Simple judgement (categorising line
drawings)

Scherbaum et al. (2010) Simple judgement (Simon Task)

Yu, Wang, Wang, and Bastin (2012)
Simple judgement (Implicit Association
Task)

van der Wel, Sebanz, and Knoblich
(2014)

Simple judgement (False Belief Task)

Dale et al. (2007)? Categorisation (animals)

Koop and Johnson (2011)? JDM (Iowa Gambling Task)

Xiao and Yamauchi (2014)? Primed judgement

Discrete attraction effects

Dale and Duran (2011) Language (negated sentences)

Tomlinson et al. (2013) Language (scalar implicature)

Hindy and Spivey (2008)
Simple judgement (task switching —
Wisconsin Card Sorting Task)

Xiao and Yamauchi (2014)? Primed judgement

Duran, Dale, and McNamara (2010)? High-order cognition (Deception)
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McKinstry et al. (2008)
High-order cognition (True/false
judgements)

Barca and Pezzulo (2015)1 Lexical decision

Koop and Johnson (2013)2 JDM (Lottery choice)
Freeman, Stolier, Ingbretsen, and
Hehman (2014)

Categorisation (faces)

1Discrete for pseudowords, continuous otherwise
2Discrete when choosing gambles
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APPENDIX B

Classifying Cursor Trajectories

In Experiments 1–5, I classified cursor trajectories as either direct movements to a
response, or reversals/changes of mind. To do this, I fit two-sample finite mixture
models to the Maximum Deviation data from each experiment, and from these de-
rived Maximum Deviation cut-offs, above which trials could be classed as reversals.
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Experiment 1

Figure B.1: Trajectories classed as direct and reversals in Experiment 1.

Bimodality Coefficient = 0.689. Hartigan’s’ D = 0.027, N = 580, p = 0.006.

Table B.1: Mean and SD, and relative proportions, of the Maximum Deviation for direct and reversal
trials, in Experiment 1

Direct Reversal
Mean 0.08 1.37
Standard deviation 0.25 0.46
Proportion 70% 30%
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Experiment 2

Figure B.2: Trajectories classed as direct and reversals in Experiment 2.

Bimodality Coefficient = 0.65. Hartigan’s’ D = 0.021, N = 754, p = .0182.

Table B.2: Mean and SD, and relative proportions, of the Maximum Deviation for direct and reversal
trials, in Experiment 2

Direct Reversal
Mean 0.13 1.39
Standard deviation 0.26 0.42
Proportion 64% 36%
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Experiment 3

Figure B.3: Trajectories classed as direct and reversals in Experiment 3 (after data was excluded
from stimulus sets for which participants performed poorly on the post-test check; see Chapter 4).

Bimodality Coefficient = 0.705. Hartigan’s’ D = 0.042, N = 520, p < .0001.

Table B.3: Mean and SD, and relative proportions, of the Maximum Deviation for direct and reversal
trials, in Experiment 3

Direct Reversal
Mean 0.03 1.06
Standard deviation 0.19 0.54
Proportion 86% 14%
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Experiment 4

Figure B.4: Trajectories classed as direct and reversals in Experiment 4.

Bimodality Coefficient = 0.636. Hartigan’s’ D = 0.025, N = 1188, p < .0001.

Table B.4: Mean and SD, and relative proportions, of the Maximum Deviation for direct and reversal
trials, in Experiment 4

Direct Reversal
Mean 0.12 1.43
Standard deviation 0.31 0.32
Proportion 77% 23%
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Experiment 5

Figure B.5: Trajectories classed as direct and reversals in Experiment 5.

Bimodality Coefficient = 0.562. Hartigan’s’ D = 0.024, N = 1998, p < .0001.

Table B.5: Mean and SD, and relative proportions, of the Maximum Deviation for direct and reversal
trials, in Experiment 1

Direct Reversal
Mean 0.07 1.4
Standard deviation 0.39 0.34
Proportion 66% 34%
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APPENDIX C

Stimuli from Experiment 1

Table C.1: Stimulus images used in Experiment 1.

Set Base species Correct option Conflict foil Control foil

1

2

3

4
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Set Base species Correct option Conflict foil Control foil

5

6

7

8

9

10
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APPENDIX D

Post test scores for stimuli used in Experiment 1

Table D.1: Accuracy on the post-test for stimuli pairs used in Experiment 1. Scores greater than
67.8% are significant at the p < .01 level.

Base Correct response (Accuracy) Conflict foil (Accuracy)
Bird Flamingo (92%) Bat (85%)

Dandelions Roses (98%) Coral (flower-like) (82%)
Insect (leaf-like) Insect (Ladybird) (93%) Plant (leafy) (100%)

Hedgehog Dog (87%) Pinecone (100%)
Dinosaur (Triceratops) Dinosaur (Sauropod) (91%) Rhino (68%)

Tuna Fish (yellow) (95%) Dolphin (71%)
Lime Strawberry (100%) Fish (green) (100%)
Duck Eagle (92%) Platypus (73%)

Leopard Deer (95%) Leopard Gecko (97%)
Fish (stripey) Goldfish (100%) Zebra (95%)
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APPENDIX E

Stimuli from Experiment 2

Table E.1: Stimuli used in Experiment 3: animals called Flurps, and robots called Floobits. There
were four possible colourations, and four possible body shapes, and each colouration and body shape
was equally likely to occur in each category. Categories could be recognised by inspecting their heads.

Flurps

Floobits
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APPENDIX F

Properties used in Experiment 2

Properties were presented in the form “This one X. Who else do you think X”.
Properties specific to Flurps (animals)

• This one breathes.

• This one can have babies.

• This one has a heart inside.

• This one has a mummy.

• This one has bones inside.

• This one needs water.

• This one can climb trees.

• This one tries to stay warm.

Properties specific to Floobits (robots)

• This one can be turned off.

• This one can break.

• This one has batteries inside.

• This one has wires inside.

• This one was made by people.

• This one was sold in a store.

• This one is cold touch.

242



• This one doesn’t sleep.

Generic properties

• This one can make a zevy sound.

• This one has a very sticky toma.

• This one has zimmer inside.

• This one is used for derriping.

• This one needs tiddles to make it move.

• This one uses danner.

• This one can help yippets.

• This one goes outside in the winter.

• This one has a part inside called a cece.

• This one has blickets inside of it.

• This one has grumpets that make it strong.

• This one is good for kertling.

• This one is found on farms.

• This one can be very old.

• This one feels yinty.

• This one lacks ombelots.
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APPENDIX G

Association ratings for stimuli used in

Experiment 3

Table G.1: Experimental stimulus sets from Experiment 3. Values in parentheses denote mean
strength of association between that species and the base species, on a scale from 1 to 9, as collected
by Crisp-Bright (2010).

Base Correct response Conflict foil Control foil
Acorns Lychees (3.7) Squirrels (7.9) Seals
Butterflies Locusts (5.5) Flowers (7.6) Seaweed
Ants Dragonflies (4.5) Anteaters (7.6) Moose
Grass Palm Trees (5.0) Sheep (7.5) Hyenas
Carrots Bamboo (3.1) Rabbits (7.7) Tigers
Shepherds Bus Drivers (3.3) Sheep (8.2) Porpoises
Orca Whales Cows (2.2) Cod (5.3) Pigeons
Snails Octopuses (2.8) Hedgehogs (4.3) Sloths
Salmon Goldfish (5.0) Grizzly Bears (7.5) Hedgehogs
Monkeys Seals (2.5) Peanuts (6.8) Almonds
Bananas Tulips (2.4) Monkeys (7.5) Sea Lions
Mice Goats (2.7) Wheat (4.4) Bamboo
Penguins Chickens (3.0) Orca Whales (5.9) Dogs
Dolphins Llamas (2.0) Cod (7.3) Parrots
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APPENDIX H

Stimuli used in Experiment 3

Table H.1: Stimulus images used in Experiment 3.

Set Base species Correct option Conflict foil Control foil

1

2

3

4

5
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Set Base species Correct option Conflict foil Control foil

6

7

8

9

10

11

12

13

14
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APPENDIX I

Post test performance for stimuli used in

Experiment 3

Table I.1: Participants’ accuracy on the post-test check in Experiment 3, for each stimulus set. Par-
ticipants were significantly above chance at correctly identifying that the base and correct response
species belonged to the same taxonomic group for seven of the fourteen stimulus sets (left column),
and at correctly identifying that the base and foil species did not belong to the same group for eleven
of fourteen sets.

Base Correct species Foil species
Dolphins 40% 65%
Monkeys 40.3% 97.2%∗∗

Snails 42.6% 89.7%∗∗

Bananas 52.9% 97.1%∗∗

Penguins 53% 57.6%
Mice 56.5% 97.1%∗∗

Orca 60% 66.2%
Acorns 81.1%∗∗ 98.6%∗∗

Butterflies 85.9%∗∗ 90.1%∗∗

Carrots 90.1%∗∗ 100%∗∗

Ants 93%∗∗ 93%∗∗

Grass 100%∗∗ 97.1%∗∗

Salmon 100%∗∗ 98.6%∗∗

Shepherds 100%∗∗ 82.6%∗∗

Note: ∗∗p < .01.
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APPENDIX J

Stimuli used in Experiment 4

Table J.1: Stimulus images for experimental trials, Experiment 4.

Base species Correct option Weak foil Moderate foil Strong foil

1

2

3

4
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5

6

7

8

9
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Table J.2: Stimulus sets for experimental trials, Experiment 4.

Base Correct species Weak foil Moderate foil Strong foil
Acorns Strawberries Cats Chipmunks Squirrels
Ants Butterflies Dogs Aardvarks Anteaters
Bears Hamsters Clownfish Trout Salmon
Carrots Bamboo Foxes Horses Rabbits
Grass Oranges Mosquitoes Beetles Crickets
Killer Whales Hippos Goldfish Cod Sharks
Mice Camels Emus Kestrels Owls
Owls Chickens Llamas Foxes Bats
Penguins Robins Goats Arctic Wolves Polar Bears
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APPENDIX K

Post test performance for stimuli used in

Experiment 4

Table K.1: Performance on the post-test for each stimulus set from Experiment 4. Participants suc-
cessfully identified that the correct response species belonged to the same taxonomic group as the
base, and that the two foil species presented did not, on at least 70% of trials (p’s < .01).

Base Correct Species Foil #1 Foil #2
Acorns Strawberries (95%) Chipmunks (98%) Squirrels (95%)
Ants Butterflies (93%) Aardvarks (91%) Anteaters (86%)
Bears Hamsters (91%) Salmon (89%) Trout (93%)
Carrots Bamboo (89%) Horses (84%) Rabbits (95%)
Grass Oranges (91%) Crickets (98%) Beetles (95%)
Killer Whales Hippos (70%) Cod (91%) Sharks (100%)
Mice Camels (86%) Kestrels (95%) Owls (95%)
Owls Chickens (84%) Bats (93%) Foxes (75%)
Penguins Robins (84%) Polar bears (91%) Arctic wolves (91%)
Note: ∗ p < .01; All other p’s < .0001.
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APPENDIX L

Bayesian model priors from Experiment 5

log( rt(p, d) ) = (A + αp + αd) + Condition ∗ B + ϵ

A ∼ Uniform(0, 8.5)

B ∼ Normal(−.69, .69)

αp ∼ Normal(0, σαp)

αd ∼ Normal(0, σαd
)

σ2
αP

∼ Cauchy(0, 10); σ2
αP

> 0

σ2
αD

∼ Cauchy(0, 10); σ2
αD

> 0

(L.1)

This model predicts log response time (rt) for participants p, reasoning about
description d. The model parameters are the overall intercept term A, represent-
ing the log of the average response time when the base rates agreed with the de-
scription, participant p’s offset from this intercept, αp, and description d’s offset,
αd — both of which were normally distributed with a mean of 0, the regression
weight B, representing the log of the percentage increase in rt when the base rate
disagrees, and the error term ϵ. Condition is 0 for trials where the cues agree, and
1 where they disagree. A uniform prior was set on A so that all baseline rts from
1 to 5,000 msec were equally likely. B was give a broad normal prior with mean 0
and SD .69, meaning that, a priori, I was 95% certain that response times would
be between 5 times slower and 5 times faster than those when the cues agreed.
The variance parameters for the by-participant and by-description differences in
the intercept had uninformative half-Cauchy distributions, indicating that I could
not specify in advance how much variance there would be (A. Gelman, 2006).
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APPENDIX M

CRT Reasoning Problems from Experiment 6

Table M.1: Stimuli used in Experiment 6. Items 1–3 were adapted from Frederick (2005). Items
4–8 were adapted from Primi et al. (2015). Note. Percentages in parentheses show the proportion of
participants who gave each response.

Conflict No-conflict
1 A bat and a ball together

costs £1.10. A bat costs
£1 more than a ball.
How much does a ball cost?

A bat and a ball together costs
£1.05. A bat costs £1. How
much does a ball cost?

Correct response: 5p (15%) Correct response: 5p (97%)
Heuristic response: 10p (83%) Foil response: 10p (0%)
Foil response: 15p (0%) Foil response: 15p (1%)
Foil response: 90p (2%) Foil response: 90p (1%)

2 It takes 5 machines 5 minutes to
make 5 widgets. How many min-
utes would it take 100 machines
to make 100 widgets?

It takes a machine 5 minutes to
make 5 widgets. How many min-
utes would it take the machines
to make 100 widgets?

Correct response: 5 (24%) Correct response: 100 (83%)
Heuristic response: 100 (69%) Foil response: 5 (2%)
Foil response: 50 (4%) Foil response: 50 (13%)
Foil response: 10 (3%) Foil response: 10 (2%)

253



Conflict No-conflict

3 In a lake, there is a patch of lily
pads. Every day, the patch dou-
bles in size. If it takes 48 days
for the patch to cover the entire
lake, how many days would it
take for the patch to cover half
of the lake?

In a lake, there is a patch of
lily pads. Every day, the patch
grows by 10m². If it takes 48
days for the patch to cover the
150m², how many days would
it take for the patch to cover
140m²?

Correct response: 47 (25%) Correct response: 47 (79%)
Heuristic response: 24 (59%) Foil response: 24 (17%)
Foil response: 12 (15%) Foil response: 12 (4%)
Foil response: 2 (2%) Foil response: 2 (0%)

4 If you flipped a fair coin twice,
what is the probability that
it would land ’Heads’ at least
once?

If you flipped a fair coin twice,
what is the probability that it
would land ’Heads’ exactly once?

Correct response: 75% (4%) Correct response: 25% (68%)
Heuristic response: 50% (84%) Foil response: 50% (26%)
Foil response: 25% (11%) Foil response: 75% (6%)
Foil response: 100% (1%) Foil response: 100% (0%)

5 If 3 elves can wrap 3 toys in 1
hour, how many elves are needed
to wrap 6 toys in 2 hours?

If 3 elves can wrap 3 toys in 1
hour, how many toys could 6
elves wrap in half an hour?

Correct response: 3 (73%) Correct response: 3 (71%)
Heuristic response: 6 (22%) Foil response: 6 (20%)
Foil response: 1 (2%) Foil response: 1 (1%)
Foil response: 12 (4%) Foil response: 12 (8%)

6 Ellen and Kim are running
around a track. They run
equally fast but Ellen started
later. When Ellen has run 5
laps, Kim has run 10 laps. When
Ellen has run 10 laps, how many
has Kim run?

Ellen and Kim are running
around a track. They started at
the same time, but Kim is twice
as fast as Ellen. When Ellen has
run 5 laps, Kim has run 10 laps.
When Ellen has run 10 laps, how
many has Kim run?

Correct response: 15 (73%) Correct response: 20 (98%)
Heuristic response: 20 (27%) Foil response: 15 (2%)
Foil response: 5 (0%) Foil response: 5 (0%)
Foil response: 19 (0%) Foil response: 19 (0%)
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Conflict No-conflict

7 Jerry received both the 15th
highest and the 15th lowest
mark in the class. How many
students are there in the class?

Jerry received both the 2nd
highest and the 2nd lowest mark
in the class. How many students
are there in the class?

Correct response: 29 (26%) Correct response: 3 (79%)
Heuristic response: 30 (72%) Foil response: 2 (13%)
Foil response: 40 (2%) Foil response: 5 (8%)
Foil response: 5 (0%) Foil response: 10 (0%)

8 In an athletics team tall mem-
bers tend to win three times as
many medals than short mem-
bers. This year the team has
won 60 medals so far. How many
of these have been won by short
athletes?

In an athletics team tall mem-
bers tend to win twice as many
medals than short members.
This year the team has won 60
medals so far. How many of
these have been won by short
athletes?

Correct response: 15 (44%) Correct response: 20 (58%)
Heuristic response: 20 (52%) Foil response: 15 (12%)
Foil response: 30 (1%) Foil response: 30 (27%)
Foil response: 50 (3%) Foil response: 50 (4%)
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